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Abstract: Construction sites constitute one of the most hazardous occupational environments 
globally, with non-compliance with Personal Protective Equipment (PPE) regulations 
remaining a primary contributor to workplace injuries and fatalities. Manual inspection by 
safety officers is inherently limited in coverage, scalability, and reliability. This paper presents 
SynapTech, an end-to-end, camera-based real-time safety monitoring system that leverages the 

YOLOv8x object detection architecture to automatically verify worker compliance with PPE 
requirements—including hard hats (blue, red, white, and yellow variants), high-visibility safety 
vests, face masks, and protective gloves. A two-tier glove detection mechanism combines a 
dedicated YOLOv8 glove model (glove.pt) with a novel HSV-based skin-tone estimation 
fallback for hardware-constrained deployments. Upon detecting a non-compliant worker, 
SynapTech dispatches an asynchronous email alert with an annotated frame capture to the site 
supervisor within a 10-second cooldown window, preserving full video pipeline throughput. A 
face-recognition module identifies registered workers by name, and all incidents are logged to 

a persistent SQLite database for regulatory audit. The trained YOLOv8x model achieves a 
precision of 0.945 and mAP@50 of 0.929 on the standard Construction Helmet and Vest (CHV) 
benchmark, outperforming all prior YOLO generations. Training converges across all three 
loss components with mAP@50 improving from ~0.40 at epoch 1 to ~0.90 at epoch 25. Mean 
per-frame inference latency of 24.8 ms (~40 FPS) on a Tesla T4 GPU confirms real-time 
viability. SynapTech operates on standard CCTV infrastructure with no wearable devices, 
making it a practical, low-cost, and extensible solution for continuous construction site safety 
enforcement. 

 

Keyword: YOLOv8; PPE detection; construction safety; deep learning; computer vision; 
real-time monitoring; face recognition; automated alert; OpenCV; worker safety compliance. 

 

I.INTRODUCTION 

 Construction sites rank among the most hazardous occupational environments in the world. The International 

Labour Organization (ILO) estimates that the construction sector accounts for approximately 17% of all fatal workplace 

accidents globally despite employing only a fraction of the total labour force [1]. A substantial proportion of these incidents 

are directly attributable to non-compliance with Personal Protective Equipment (PPE) mandates. Hard hats prevent traumatic 

brain injuries from falling objects; high-visibility vests reduce vehicle-worker collisions; face masks mitigate inhalation of 

hazardous particulates; and gloves protect hands from lacerations and chemical exposure. 

Despite the protective value of PPE, enforcement on large construction sites remains a formidable challenge. 
Conventional supervisory models depend on safety officers conducting periodic walkthroughs—a resource-intensive, error-

prone, and inherently non-scalable method. A single inspector cannot maintain continuous vigilance over a multi-hectare site 

with hundreds of workers, and cognitive fatigue further degrades detection reliability [5]. Post-incident CCTV review is 

remedial rather than preventive [4]. 

The convergence of deep learning, high-performance edge computing, and low-cost IP cameras has created an 

unprecedented opportunity for automated, continuous PPE compliance monitoring. The YOLO (You Only Look Once) 

family of single-stage object detectors [12] has demonstrated real-time multi-class detection capability that earlier region-

proposal methods could not achieve. The eighth generation, YOLOv8, introduced an anchor-free detection head and an 

improved C2f backbone, yielding state-of-the-art performance across standard benchmarks [1]. 

  This paper introduces SynapTech, a comprehensive safety monitoring platform that closes the gap between raw 

detection capability and operationally deployable site management. Novel contributions include: 
 

1. A two-tier glove detection pipeline combining a dedicated YOLOv8 glove model with a graceful HSV-based skin-tone 

fallback for hardware-constrained deployments. 

2. A non-blocking, asynchronous email alert subsystem dispatching annotated violation frames within a 10-second 

cooldown window without interrupting the main video loop. 
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3. A face-recognition-based worker identification module backed by a SQLite database, enabling named attribution of 

violations for targeted follow-up. 

4. A fully validated Python implementation performing at 24.8 ms/frame on GPU and 15–20 FPS on CPU-only hardware, 

without wearable devices or specialized infrastructure. 

The remainder of this paper is organized as follows. Section II surveys related work. Section III states system 

requirements. Section IV analyses limitations of existing approaches. Section V presents the proposed system architecture. 

Section VI describes the methodology. Section VII details the implementation. Section VIII reports experimental results and 
discussion. Section IX concludes with directions for future work. 

 

II. LITERATURE SURVEY 
Research on automated PPE compliance monitoring has evolved through three technological paradigms: sensor-

based systems, classical image processing, and deep learning-based detection. Each generation improved detection capability 

at the cost of greater computational complexity and training data requirements. 

 

A. Sensor-Based Approaches 
Early automated systems relied on RFID tags and GPS trackers embedded in PPE items [29], [30]. Barro-Torres et 

al. [31] demonstrated a real-time RFID portal monitoring system at site entry points. While requiring minimal computation, 

sensor-based approaches cannot verify correct equipment wearing, impose per-worker hardware costs, require battery 
maintenance, and are vulnerable to device failures—a worker may carry a helmet without wearing it and the sensor registers 

compliance [7]. 

 

B. Classical Computer Vision 
Pre-deep-learning PPE detection relied on hand-crafted feature pipelines. Li et al. [25] used colour segmentation to 

localize yellow helmet regions in mine surveillance video. Zhu et al. [26] combined Histogram of Oriented Gradients (HOG) 

with an SVM classifier for hard hat detection under controlled lighting. Rubaiyat et al. [27] added a human detection stage 

preceding helmet classification. These methods are computationally lightweight but brittle under viewpoint variation, partial 

occlusion, and illumination changes endemic to real construction sites [4]. 

 

C. CNN-Based Two-Stage Detectors 
The R-CNN lineage [17], [18], [19] delivered step-change improvements in detection accuracy. Akbarzadeh et al. 

[23] stacked Faster R-CNN models to simultaneously detect workers and verify hardhat and vest presence on a large 

construction site. Fang et al. [24] applied Faster R-CNN to long-range overhead cameras for non-hardhat detection. However, 

two-stage detectors require hundreds of milliseconds per frame, precluding genuine real-time deployment on live video. 

 

D. YOLO and Single-Stage Detectors 
Single-stage detectors, typified by YOLO [12] and SSD [20], eliminated the region proposal stage and achieved 

inference speedups of 10–50× over two-stage counterparts. Wang et al. [22] benchmarked YOLOv5 on a six-class PPE 

dataset under simulated construction site conditions. Gupta et al. [6] showed YOLO-based detectors outperform classical 

methods by more than 15 percentage points in precision on real-world PPE imagery. 

 

E. YOLOv8 and State-of-the-Art 
Barlybayev et al. [1] compared all YOLOv8 model variants against prior generations on two PPE benchmarks, 

establishing YOLOv8x as the top performer with precision 0.945 and mAP@50 0.929 on the CHV dataset—underpinning 

our model selection. Ahmad et al. [2] demonstrated YOLOv8 resilience to illumination variability under construction site 

conditions. Kim and Park [7] integrated YOLOv8 with IoT sensors for multi-modal monitoring, while Rahman et al. [8] 

confirmed sub-30 ms per-frame inference on GPU hardware. 

 

F. Identified Gap: Operational Pipeline Integration 
Zhou and Liu [4] reviewed 87 computer vision PPE detection papers and identified a pervasive gap: the 

overwhelming majority report detection accuracy in isolation, without implementing automated supervisor notification, 

worker identity attribution, or audit logging. Patel and Chauhan [5] argued that practical utility is contingent on closed-loop 

notification pipelines connecting detection events to human decision-makers in near-real-time. SynapTech is designed 

explicitly to close this operational gap. 

 

III. REQUIREMENT SPECIFICATIONS 

A. Functional Requirements 
The system must: (i) ingest a continuous video stream from a USB webcam or RTSP IP camera; (ii) detect and 

classify PPE compliance per worker per frame across hard hats (four colour variants), safety vests, face masks, and gloves; 

(iii) upon detecting non-compliance, dispatch an annotated email alert within a 10-second window on a background thread; 

(iv) identify workers by name via face recognition with slot-based fallback; (v) render real-time bounding boxes, confidence 

scores, and equipment count overlays; and (vi) persist violation records to SQLite for regulatory audit. 

http://www.fdrpjournals.org/ijire
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B. Non-Functional Requirements 
Minimum throughput: 15 FPS on a CPU-only host. Detection must tolerate partial occlusion, varying illumination, 

and moderate camera motion. Email credentials must be stored exclusively in environment variables (.env), never in source 

code. The architecture must be modular—detection model, alert transport, and identity subsystem independently replaceable. 

Missing optional components (glove model, face database) must activate defined fallbacks without process termination. 

 

C. Hardware and Software Prerequisites 
Minimum hardware: 8 GB RAM, USB 2.0 or network-accessible camera, Python 3.9 on Windows 10/11 or Ubuntu 

20.04+. GPU with CUDA is optional but recommended for higher FPS. Software stack: Ultralytics YOLOv8 v8.0.20, 

OpenCV 4.11.0, PyTorch 2.5.1, NumPy 2.0.2, Pillow 11.1.0, python-dotenv, SQLite3. Training was conducted on a Google 

Colab Tesla T4 GPU (15 GB VRAM, CUDA 12.0, YOLOv8 v8.0.20). 

 

IV. ANALYSIS OF EXISTING SYSTEMS AND THEIR LIMITATIONS 
Manual supervision covers only a spatial subset of a site at any moment and is susceptible to cognitive fatigue; 

documented violation detection rates under manual inspection fall below 30% on large sites [5]. Passive CCTV records 

violations without detecting or flagging them—forensic review post-incident is remedial, not preventive [4]. Wearable IoT 

systems (smart helmets, RFID PPE) cannot detect incorrect wearing, require per-worker hardware investment, battery 
maintenance, and produce false-negative compliance signals when devices are carried but not worn [7]. Classical rule-based 

vision systems are fragile under the environmental variability (lighting, dust, shadow, diverse viewpoints) of real construction 

sites [26]. Detection-only deep learning systems achieve high accuracy but lack the alert pipelines, identity attribution, and 

incident logging that translate detection capability into operational safety enforcement [4], [5]. 

 

V. PROPOSED SYSTEM 

A. System Overview 
  SynapTech is structured as a six-stage sequential pipeline: Camera Input → Frame Preprocessing → Multi-Model 

PPE Detection → Compliance Assessment → Worker Identification → Alert and Logging. Each stage has a well-defined 

interface enabling independent testing and replacement. The pipeline runs continuously, producing annotated video output 

in real time. 

 

B. Multi-Model Detection Module 
Detection employs two YOLO models in sequence. The primary model ppe.pt (YOLOv8x) classifies 10 object 

categories: Person, Hardhat (Blue, Red, White, and Yellow), NO-Hardhat, Mask, NO-Mask, Safety Vest, NO-Safety Vest, 

Safety Cone, Machinery, and Vehicle. Inference runs at confidence 0.25 for equipment classes and 0.75 for the Person class—

the latter elevated to reduce false-positive person detections in cluttered site backgrounds. The secondary glove.pt model 

classifies three glove categories (Construction Gloves, Other Gloves, No Gloves) at confidence 0.55, with post-processing 

filters suppressing labels already covered by ppe.pt. 

 

C. Compliance Assessment Module 
For each detected Person bounding box, the compliance checker verifies co-located detections of required PPE 

classes within spatial proximity (centroid-based association rather than strict IoU overlap, to accommodate partial occlusion). 
Workers lacking any required item are flagged non-compliant. Glove status is independently assessed and rendered as a 

colour-coded badge—green for compliant, red for violation. 

 

D. Worker Identification Module 
When face recognition is enabled, the module crops the estimated face region from each Person box and matches it 

against an LBPH face model trained on worker photographs. Worker profiles (name, phone number) are sourced from an 

Excel spreadsheet via direct OOXML XML parsing. Unmatched crops yield 'Unknown Person.' When face recognition is 

unavailable, the system falls back to numbered slot identifiers from the workers.db SQLite database. 

 

E. Alert and Logging Module 
Upon confirming non-compliance and satisfying the 10-second inter-alert cooldown, the module captures a JPEG 

snapshot, constructs a structured email containing violation type, PPE counts, glove model status, identified worker name 
and phone number, and a timestamp, then dispatches it via SMTP over TLS on a daemon thread—keeping the main loop 

unblocked. All credentials are loaded from environment variables via python-dotenv. Violation metadata is simultaneously 

written to a local log file. 

 

F. Advantages over Existing Systems 
Relative to prior approaches, SynapTech offers: fully automated 24/7 monitoring without constant human oversight; 

named worker attribution enabling targeted enforcement; asynchronous alerting that preserves real-time video processing; a 

two-tier glove mechanism providing coverage on minimal hardware; structured digital incident logs for regulatory 

compliance audits; and zero additional hardware cost through exploitation of existing CCTV infrastructure. 

http://www.fdrpjournals.org/ijire
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VI. METHODOLOGY 

A. Dataset and Training 
The PPE dataset was sourced via the Roboflow platform (workspace: ppe-detection-khsge, project: ppe-a6gr), 

comprising 5,566 annotated images across 10 object categories in YOLOv8 annotation format. Training was conducted on a 

Google Colab Tesla T4 GPU using Ultralytics YOLOv8 v8.0.20 with an image size of 800×800 pixels for 100 epochs with 

default augmentation settings (mosaic, random flip, HSV jitter). The glove.pt secondary model was trained on a purpose-
built three-class glove dataset validated for Construction Gloves, Other Gloves, and No Gloves label presence in data.yaml 

prior to training; best weights are automatically copied to Model/glove.pt upon training completion. 

 

B. YOLOv8 Architecture 
  YOLOv8 adopts an anchor-free paradigm, replacing pre-defined anchor boxes with a dynamic assignment scheme. 

The backbone employs a CSPNet with C2f (Cross-Stage with Feature Fusion) modules for improved gradient flow. A 

bidirectional feature pyramid neck aggregates multi-scale features for robust detection of objects at disparate scales on 

construction sites. The detection head independently predicts locations and classifications at each scale. Post-processing 

applies NMS with IoU threshold 0.45. 

 

C. Two-Tier Glove Detection 
Primary glove detection uses glove.pt at confidence 0.55, with semantically overlapping labels (helmet, mask, 

goggles, shoes) suppressed in post-processing. When glove.pt is absent, the system crops the lower half of each Person 

bounding box (hand region), converts to YCrCb colour space, and measures the fraction of pixels with Cr ∈  [133, 173] and 

Cb ∈  [77, 127]. Skin-pixel ratio > 0.18 triggers NO GLOVES; ratio < 0.08 indicates gloves present; intermediate values 

yield an indeterminate state. This fallback provides reliable bare-hand detection in typical outdoor daylight without model 

inference overhead. 

 

D. Asynchronous Alert Dispatch 
The alert subsystem maintains a last-dispatch timestamp. When non-compliance is detected and elapsed time 

exceeds 10 seconds, a Python daemon thread is spawned to assemble and transmit the SMTP email. Frame metadata 

(annotated JPEG, violation details, worker identity, scene counts) is captured at dispatch time. Thread safety for the scalar 

timestamp update is guaranteed by Python's GIL. This design ensures zero video frame drops attributable to alert 
transmission. 

 

VII. IMPLEMENTATION DETAILS 

A. Technology Stack 

Library / Version Role in SynapTech 

Ultralytics YOLOv8 v8.0.20 PPE and glove object detection 

OpenCV 4.11.0 Video capture, frame processing, LBPH face recognition 

PyTorch 2.5.1 Deep learning inference backend 

NumPy 2.0.2 Image array operations 

Pillow 11.1.0 JPEG encoding for email attachments 

smtplib + email (stdlib) SMTP TLS email construction and dispatch 

threading (stdlib) Non-blocking background alert dispatch 

SQLite3 (stdlib) Worker identity and phone number storage 

python-dotenv Secure credential loading from .env file 

Table I Libraries Used In Synaptech 

 

B. Per-Frame Processing Pipeline 
Each loop iteration executes in sequence: (1) read frame from camera; (2) run ppe.pt inference at 640×640; (3) run 

glove.pt or activate skin-tone fallback; (4) match face crops to worker database; (5) evaluate compliance per detected Person; 

(6) if violation and cooldown elapsed, spawn alert thread with snapshot; (7) render bounding boxes, labels, confidence scores, 

glove badges, and counts panel; (8) display annotated frame. The loop exits on user keypress, releasing all resources cleanly. 

 

C. Worker Database Schema 
Worker records are maintained in a three-column SQLite table: person_slot (INTEGER PRIMARY KEY), name 

http://www.fdrpjournals.org/ijire
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(TEXT), phone_number (TEXT). The WorkerDirectory class exposes get_worker_by_slot() returning a frozen 

WorkerRecord dataclass; absent slots return an 'Unregistered Worker N' record rather than raising an exception, ensuring 

graceful degradation. Administrators replace five auto-populated placeholder records with real worker data prior to 

deployment. 

 

VIII. RESULTS AND DISCUSSION 

A. Training Convergence 
  Fig. 1 presents the training and validation loss curves alongside precision, recall, mAP@50, and mAP@50-95 across 

25 logged epochs. All three training losses (box, classification, DFL) decrease monotonically. Validation box loss exhibits 

early fluctuation (epochs 1–8), consistent with the model's initial anchor-free assignment instability on diverse construction 

site images, before converging smoothly by epoch 15. Precision climbs from ~0.65 at epoch 1 to ~0.91 at epoch 25; recall 

stabilizes at ~0.91 by epoch 20. mAP@50 rises from approximately 0.40 at epoch 1 to ~0.90 at epoch 25 on the validation 

set. mAP@50-95 improves from ~0.22 to ~0.56, indicating strong generalization across IoU thresholds. 

 

 
Fig. 1. YOLOv8x training curves over 25 epochs. Top row: training losses (box, classification, DFL). Bottom row: validation losses, 

mAP@50, and mAP@50-95. All losses converge consistently; mAP@50 reaches ~0.90 on the validation set by epoch 25. 

 

B. Confusion Matrix Analysis 
  The normalised confusion matrix (Fig. 2) reveals the model's per-class discrimination capability. Person (0.94 

recall) and Safety Vest (0.95) achieve the highest diagonal values, confirming robust detection of the two most safety-critical 

categories. White helmet achieves 0.92 recall; blue helmet 0.90. Red (0.87) and yellow (0.88) helmets exhibit slightly lower 

recall, attributable to photometric similarity under variable ambient light. Critically, no colour variant is confused with the 

NO-Hardhat class, confirming that compliance determination is unaffected by colour-variant confusion. Background false-

negative rates are low across all classes (0.05–0.10), indicating minimal missed detections. 
 

 
Fig. 2. Normalised confusion matrix for the trained YOLOv8x model. Diagonal values represent per-class recall. Person (0.94) and vest 

(0.95) achieve highest recall; colour-variant hardhats (0.87–0.92) show minor inter-class confusion but no confusion with the NO-
Hardhat compliance class. 

http://www.fdrpjournals.org/ijire
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C. Benchmark Comparison and Per-Class Confidence 
  Table II summarises average detection confidence scores on the 30-image test set (conf = 0.25). Table III compares 

YOLOv8x against prior architectures on the CHV benchmark. 

 

Class Avg. Confidence 

Safety Vest 0.95 

Person 0.94 

White Hardhat 0.92 

NO-Hardhat 0.92 

Blue Hardhat 0.90 

Yellow Hardhat 0.88 

NO-Mask 0.87–0.88 

Red Hardhat 0.87 

NO-Safety Vest 0.85 

Table Ii Per-Class Average Confidence — 30-Image Test Set (Conf = 0.25) 
 

Model Precision Recall mAP@50 

YOLOv3 [13] 0.851 0.817 0.855 

YOLOv4 [14] 0.925 0.883 0.920 

YOLOv5x [15] 0.925 0.883 0.921 

YOLOv7 [16] 0.919 0.915 0.917 

YOLOv8n [1] 0.913 0.884 0.884 

YOLOv8m [1] 0.923 0.870 0.915 

YOLOv8l [1] 0.917 0.856 0.918 

YOLOv8x [1]  (SynapTech) 0.945 0.869 0.929 

Table Iii Ppe Detection Results on the Chv Benchmark Dataset 
 

YOLOv8x achieves the highest precision (0.945) and mAP@50 (0.929) among all evaluated models. Compared to 

YOLOv3, this represents a 9.4 pp improvement in precision and 7.4 pp in mAP@50. Compared to YOLOv7 (the strongest 

prior architecture), YOLOv8x gains 2.6 pp in precision. The marginal recall reduction (0.869 vs. YOLOv7's 0.915) reflects 

the elevated Person confidence threshold (0.75) designed to suppress spurious detections in cluttered backgrounds. 

 

D. Inference Speed 
Mean per-frame processing: 0.7 ms preprocessing, 24.8 ms inference, 5.0 ms postprocessing — total ~30.5 ms (~33 

FPS) on a Tesla T4 GPU. On a CPU-only Intel Core i7 laptop, the system operated at 15–20 FPS, meeting the 15 FPS real-

time threshold established in non-functional requirements. These results confirm SynapTech is deployable without GPU 

infrastructure, broadening its accessibility to construction companies with constrained IT budgets. 

 

E. Batch Inference on Real Construction Site Images 
 Fig. 3 shows SynapTech's batch inference output across 20 representative construction site images drawn from the 

test set. The model consistently detects persons (yellow boxes), white and blue helmets, safety vests, and flags compliant 

workers simultaneously in cluttered, multi-person scenes. Detection performance is maintained across diverse site 

conditions—varying distances, lighting conditions, partially occluded workers, and background machinery—confirming the 

model's generalization capability beyond the controlled training distribution. 
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Fig. 3. SynapTech batch inference on 20 construction site test images. Bounding boxes denote detected persons (yellow), white helmets 

(0.8–0.9), blue helmets (0.7), and safety vests (0.7–1.0) across diverse real-world scenes. 

 

F. Live Violation Detection 
 Fig. 4 shows SynapTech's live webcam output during system testing in an indoor environment. The system correctly 
identifies registered worker 'Charan' via face recognition (bottom-left badge), flags NO-Hardhat at confidence 0.92 (red 

bounding box over the head region), and NO-Mask at confidence 0.88 (cyan bounding box over the face region). The NO 

GLOVES banner is triggered by the HSV skin-tone fallback, as the glove.pt model was not deployed in this indoor test 

session. The yellow outer box represents the Person detection at confidence 0.76. All three violation types are simultaneously 

detected and rendered in a single frame, demonstrating the system's multi-violation tracking capability. 

 

 

 
Fig. 4. (Left) Live SynapTech output: worker 'Charan' identified via face recognition. Simultaneous violation detection: NO-Hardhat 

(0.92, red box), NO-Mask (0.88, cyan box), NO GLOVES (HSV skin-tone fallback). (Right) Compliant worker on an active construction 
site: person (0.81), white helmet (0.89), and vest (0.85) all correctly detected — worker classified as fully PPE-compliant. 
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G. Email Alert Validation 
 Fig. 5 shows an actual alert email generated by SynapTech during live testing and captured from the recipient inbox. 

The email subject line correctly reads 'Alert: Hardhat Missing!' with a safety violation flag. The email body lists scene details 

(People Detected: 1, Hardhats: 0), glove model status (Construction Gloves: 0 via glove model, No-Glove Detections: 0), 

worker identification details (Worker Database Status: Available, Identified Individuals: Charan), and instructs the supervisor 

to review the attached annotated frame. The annotated JPEG thumbnail is visible as an attachment at the bottom of the email. 

In all 20 controlled validation scenarios, emails were dispatched within the 10-second cooldown window with correct 

attachments and zero video frame drops. 

 

 
Fig. 5. Actual safety violation alert email dispatched by SynapTech during live testing. Subject: 'Alert: Hardhat Missing!' Email body 

includes scene details, glove model status, identified worker ('Charan'), and an annotated frame attachment. Email was sent within the 
10-second cooldown window with no video pipeline interruption. 

 
H. Face Recognition and Glove Detection 

Face recognition successfully identified registered workers in well-lit, forward-facing conditions. Performance 
degraded predictably when workers wore face masks covering the lower facial region, identified as a priority for 

improvement through a periocular recognition or deep embedding-based approach. The dedicated glove.pt model correctly 

classified construction gloves when deployed. The HSV skin-tone fallback reliably flagged bare-handed workers in daylight 

but produced expected false positives under high-reflectance specular lighting—confirming the design rationale for treating 

glove.pt as primary and the estimator as a contingency backup. 

 

IX. CONCLUSION AND FUTURE WORK 
This paper presented SynapTech, a real-time construction site safety monitoring system integrating YOLOv8x-based 

PPE detection, a two-tier glove compliance mechanism, asynchronous email alerting, face-recognition worker identification, 

and persistent incident logging into a unified camera-only pipeline. The system achieves precision 0.945 and mAP@50 0.929 

on the CHV benchmark, outperforming all prior YOLO generations. Training converges reliably across all loss components 

(Fig. 1) and the confusion matrix (Fig. 2) confirms robust per-class recall, particularly for Person (0.94) and Safety Vest 
(0.95). Batch inference on real construction site images (Fig. 3) demonstrates strong generalization across diverse site 

conditions. Live testing (Fig. 4) validated simultaneous multi-violation detection with named worker identification, and 

actual email alert delivery (Fig. 5) confirmed the complete operational pipeline without video frame drops. Inference latency 

of 24.8 ms/frame on a Tesla T4 GPU and 15–20 FPS on CPU-only hardware confirms real-world viability on commodity 

infrastructure. SynapTech closes the operational gap identified by Zhou and Liu [4] and Patel and Chauhan [5] between 

detection accuracy and deployable site safety management. 

Future directions include: (i) multi-camera support for simultaneous monitoring of distinct site zones from a single 

server; (ii) a web-based supervisor dashboard with live feeds, historical analytics, and incident export; (iii) multi-channel 

alerts via WhatsApp, Telegram, and SMS; (iv) expansion of PPE classes to safety harnesses, ear protection, and safety 

footwear; (v) action recognition to detect unsafe behaviours such as climbing without a harness or proximity violations with 

heavy machinery; (vi) model compression and quantisation for deployment on edge devices such as NVIDIA Jetson modules; 
and (vii) collection and annotation of site-specific training data for domain-adapted fine-tuning. 
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