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I.LINTRODUCTION

Universal Serial Bus (USB) storage devices represent one of the most pervasive vectors for malware propagation
in contemporary computing environments. Their convenience, portability, and near-universal hardware compatibility make
them indispensable for data transfer; however, these same attributes render them a primary conduit through which threat
actors introduce malicious payloads into otherwise isolated systems. The threat is particularly acute in standalone or air-
gapped environments—systems deliberately disconnected from public networks in order to protect sensitive data—where
the absence of real-time internet connectivity precludes the use of cloud-dependent security solutions.

Documented instances of USB-borne attacks on critical infrastructure include the Stuxnet worm, which exploited
USB media to penetrate air-gapped industrial control systems, and numerous subsequent campaigns targeting defence,
healthcare, and government installations worldwide. Despite this well-documented threat landscape, a significant proportion
of standalone deployments continue to rely on conventional antivirus tools that require signature database connectivity or
periodic online updates, creating a structural vulnerability in offline operational contexts.

The framework proposed in this work addresses this gap through an entirely offline, multi-layered detection
pipeline. The system monitors USB insertion events via a PowerShell-based detection script, triggers a Python scanning
engine, applies sequential threat-classification layers comprising extension filtering, SHA-256 hash verification, entropy
analysis, and rudimentary behaviour profiling, and culminates in automated quarantine, real-time alert generation, and
structured event logging. A graphical user interface implemented with Tkinter provides an operational dashboard suitable
for security administrators with varying levels of technical expertise.

The remainder of this paper is structured as follows. Section 11 surveys related work. Section I11 defines the problem
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statement. Section IV presents objectives. Section V details the proposed methodology. Section VI describes the system
architecture. Section VII provides module descriptions. Section VIII discusses implementation. Section 1X presents the
experimental setup. Section X reports results. Section XI provides comparative analysis. Sections XII through XVI address
advantages, limitations, future scope, applications, and conclusions respectively.

Il. RELATED WORK

The problem of USB-borne malware propagation has attracted sustained scholarly interest over the past two
decades. Kaspersky et al. [1] conducted one of the earliest systematic analyses of autorun-based USB attack vectors and
demonstrated that signature-based detection techniques exhibit high false-negative rates when confronted with polymorphic
executables. Their findings motivated subsequent research into behaviour-based and anomaly-driven detection paradigms.

Kolbitsch et al. [2] proposed a dynamic behaviour analysis framework capable of detecting unknown malware by
observing system-call sequences at runtime. While demonstrating strong generalisation to zero-day threats, their approach
demanded substantial computational resources and an instrumented execution environment, rendering it impractical for
resource-constrained standalone systems. The present work adopts a static analogue to behaviour analysis, examining file-
level attributes rather than runtime process traces, thereby preserving computational efficiency.

Entropy-based malware identification was systematically investigated by Lyda and Hamrock [3], who demonstrated
that packed or encrypted executables exhibit markedly higher Shannon entropy than benign counterparts. Their threshold of
approximately 7.0 bits per byte for classification has been widely adopted in subsequent work and informs the entropy
detection module of the proposed framework. Bayer et al. [4] extended behaviour-based approaches through large-scale
automated analysis platforms; however, their reliance on network connectivity for sample submission limits applicability in
air-gapped deployments.

Hash-based malware detection using cryptographic digests was examined by Kinable and Kostakis [5], who
demonstrated that SHA-256 comparison against curated hash databases achieves high precision for known malware families.
The limitation of this approach—its inability to detect unknown variants—is explicitly addressed in the present framework
through the complementary entropy and behaviour analysis layers. Li et al. [6] investigated USB device usage patterns in
enterprise environments and concluded that automated, policy-driven access control combined with file-level scanning
constitutes the most effective defence posture for removable-media threats.

Sharma and Gupta [7] surveyed machine-learning approaches to offline malware classification, noting that while
neural architectures achieve high accuracy on benchmark datasets, their computational overhead and model-update
dependency make them unsuitable for genuinely air-gapped deployments. Raghavan [8] further highlighted the structural
gap between commercially available endpoint protection platforms and the practical security requirements of offline
industrial systems. The framework presented herein is specifically designed to occupy this gap, offering multi-layer detection
without network dependency, machine-learning overhead, or external update mechanisms.

I1l. PROBLEM STATEMENT

Standalone systems operating in air-gapped environments constitute a significant proportion of mission-critical
computing infrastructure across healthcare, defence, industrial control, and educational sectors. These systems are, by design,
isolated from public network infrastructure; however, their continued need for data exchange necessitates the use of physical
removable media, principally USB storage devices.

The prevailing approach to endpoint security in such environments—deploying conventional antivirus software
with signature databases that are periodically updated via internet-connected machines and then manually transferred—
introduces several structural deficiencies: (i) the interval between database refreshes creates windows of vulnerability during
which novel threats are undetected; (ii) manual update procedures are operationally burdensome and susceptible to human
error; (iii) signature-based detection is inherently reactive and fails to identify zero-day variants, obfuscated executables, and
packed payloads; and (iv) no mechanism exists for automated real-time response at the point of USB insertion.

Consequently, a substantial need exists for an automated, offline-native framework that can detect USB-borne
threats at the moment of device insertion, apply multi-layer classification to both known and heuristically suspicious files,
initiate automated containment without user intervention, and maintain auditable logs of all security events—all without any
reliance on internet connectivity or centralised update infrastructure.

IV. OBJECTIVES

The specific objectives of the proposed framework are as follows:

» Todesign and implement a real-time USB insertion monitoring service that operates as an automated background process
without manual user intervention.

» To develop a recursive file scanning engine capable of traversing all directories and sub-directories within a detected
USB volume.

+ To integrate an extension-based first-pass filter that flags executable, scripting, and macro-enabled file types known to
serve as malware delivery mechanisms.

* To implement SHA-256 cryptographic hash comparison against a locally maintained malware signature database for
accurate identification of known threat samples.
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» To incorporate entropy-based analysis for detecting packed, encrypted, or obfuscated malicious payloads that evade
extension and hash-based filters.

» To apply rudimentary static behaviour profiling to differentiate suspicious files by examining structural characteristics
associated with known malware families.

» To establish a dynamic risk-scoring mechanism that aggregates signals from all detection layers to produce a unified
threat-severity classification.

« To implement an automated quarantine module that isolates identified threats before execution is possible.

« To provide real-time alert notifications via a Tkinter graphical interface and maintain structured, timestamped event logs.

» To generate automated scan reports summarising detection outcomes for administrative review and audit purposes.

* To validate the framework through controlled experimental testing and demonstrate measurable improvements in
detection coverage and response latency relative to conventional offline security approaches.

V. PROPOSED METHODOLOGY
The framework operates as a continuously executing background service that monitors the host system for USB
storage device insertion events. The operational pipeline progresses through seven sequential phases: detection, scanning,
classification, risk scoring, quarantine, alerting, and logging. Each phase is implemented as a discrete, loosely coupled
module to facilitate independent testing, maintenance, and future extension.

A. USB Insertion Detection

A PowerShell script continuously polls the Windows Management Instrumentation (WMI) ‘Win32 LogicalDisk’
class at configurable intervals (default: 2 seconds) to detect the appearance of new removable drive letters. Upon identifying
a newly mounted USB volume, the script records the drive letter and volume label, logs the insertion event with a timestamp,
and invokes the Python scanning engine via a subprocess call, passing the drive letter as a command-line argument. This
architecture ensures that the scanning process initiates within the polling interval, providing near-real-time response.

B. Recursive File Scanning

The Python scanning engine employs the ‘os.walk()’ function to perform a depth-first recursive traversal of all
directories within the detected USB volume. Every file encountered—irrespective of directory depth or visibility status—is
passed to the classification pipeline. The traversal engine records the total file count, cumulative scanned volume in
megabytes, and per-file processing duration for subsequent reporting and performance analysis.

C. Extension-Based First-Pass Filtering

The initial classification layer examines the file extension of each scanned item against a predefined set of high-risk
extensions encompassing executable binaries (.exe, .com), batch and command scripts (.bat, .cmd), Visual Basic scripts (.vbs,
.vbe), JavaScript files (.js, .jse), Windows Script Host configurations (.wsf, .wsh), PowerShell scripts (.ps1, .psm1), macro-
enabled Office documents (.xIsm, .docm, .pptm), and shared library files (.dll). Files matching any listed extension are
escalated to subsequent detection layers; non-matching files are logged as low-risk.

D. SHA-256 Hash Comparison

Files passing the extension filter undergo SHA-256 cryptographic digest computation via Python’s ‘hashlib’
module. The resulting digest is compared against a locally stored text-based malware hash database (‘malicious_hashes.txt’)
containing SHA-256 digests of known malicious samples. An exact match triggers immediate quarantine and alert
generation. The local hash database is populated from reputable offline threat intelligence feeds and can be updated via secure
physical media transfer without internet connectivity.

E. Entropy-Based Detection

Files that pass hash comparison without a match are subjected to Shannon entropy analysis. The entropy H of a file
is computed as H= —X p; x logz(pi), where p; represents the probability of occurrence of byte value i across the file’s content.
Empirical calibration established that benign executables typically exhibit entropy values in the range 4.5-6.5 bits per byte,
while packed or encrypted malware exhibits values in the range 7.0-8.0 bits per byte. Files exhibiting entropy values
exceeding 7.2 bits per byte are classified as high-risk. Values in the transitional range of 6.5-7.2 bits per byte are classified
as medium-risk and flagged for additional behaviour-based examination.

F. Behaviour Analysis

A static behaviour profiling module examines structural file attributes to identify characteristics commonly
associated with malicious intent. Examined attributes include: the presence of embedded URL patterns or IP address strings
within executable content; anomalous PE header characteristics such as mismatched reported and actual section sizes; the
presence of registry modification instruction strings; and unusually large resource section sizes relative to code section sizes.
Each identified attribute contributes to the cumulative risk score without requiring dynamic execution of the file, thereby
preserving system integrity during scanning.
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G. Dynamic Risk Scoring

A dynamic risk-scoring module aggregates signals from all detection layers to produce a unified threat severity
score on a normalised scale of 0—100. Scoring weights are assigned as follows: extension match contributes 20 points; hash
database match contributes 50 points (automatically triggering quarantine regardless of other scores); entropy in the high-
risk range contributes 25 points; entropy in the medium-risk range contributes 12 points; and each identified behavioural
indicator contributes 5 points, subject to a behavioural sub-total ceiling of 20 points. Files accumulating scores of 60 or above
are classified as ‘High Risk’ and quarantined; scores of 30—59 are classified as ‘Medium Risk’; scores below 30 are classified
as ‘Low Risk’.

H. Automated Quarantine

Files classified as High Risk are programmatically relocated from their original USB paths to a designated
quarantine directory on the host system. The quarantine module computes the destination path, executes the file move via
Python’s ‘shutil.move()’ function, and records the original path, file hash, risk score, and quarantine timestamp in the system
log. By moving rather than deleting the file, the framework preserves evidentiary integrity for subsequent forensic analysis.

I. Alert Notification and Logging

Upon quarantine execution, the alert notification module generates a modal dialogue using Python’s Tkinter library,
presenting the user with the file name, detected risk category, applied detection method, and recommended action.
Concurrently, the logging module appends a structured record to a persistent comma-separated log file, capturing the date,
time, USB drive identifier, file path, file size, SHA-256 digest, entropy value, risk score, and quarantine status.

VI. SYSTEM ARCHITECTURE

The system architecture is organised into three functional layers: the Input Layer, the Processing Layer, and the
Output Layer.
Input Layer: Comprises the USB insertion detection subsystem, which interfaces with the host operating system through
WMI queries. This layer is responsible exclusively for event detection and drive-letter identification; no file-level operations
are performed at this stage.
Processing Layer: Constitutes the analytical core of the framework, comprising five sequential sub-components: (i) the
Recursive File Scanner, (ii) the Extension Filter, (iii) the Hash Comparison Engine, (iv) the Entropy Analyser, and (v) the
Behaviour Profiler. These sub-components operate in strict sequential order, with each layer receiving files escalated from
the preceding layer. The Risk Scoring Module aggregates outputs from all five sub-components to compute the unified threat
classification.
Output Layer: Encompasses the Quarantine Module, the Alert Notification Interface, the Logging Module, and the Report
Generation Engine. The GUI Dashboard provides administrators with a real-time operational view encompassing current
scan status, detected threat counts by category, quarantine contents, and historical log entries. An Auto-Startup Module,
implemented via Windows Task Scheduler registration, ensures that the framework initiates automatically at system boot
without manual intervention.

VII. MODULE DESCRIPTION

A. USB Detection Module

Monitors WMI for removable drive events, identifies the drive letter upon insertion, and invokes the scanning
pipeline. Operates as a daemon process consuming minimal CPU resources during idle periods.

B. File Scanning Module
Implements depth-first recursive directory traversal using ‘os.walk()’. Tracks file count, aggregate volume, and per-
file processing latency. Handles permission exceptions gracefully to prevent scan interruption on access-restricted files.

C. Extension-Based Detection Module
Maintains a configurable set of high-risk file extension patterns. Performs case-insensitive extension matching and
applies a whitelist of known-safe extensions to reduce false positives.

D. Hash-Based Detection Module
Computes SHA-256 digests using Python’s ‘hashlib’ module. Queries the local malware hash database using binary
search for O(log n) lookup performance. Records digest computation time and match status in the scan report.

E. Entropy Detection Module

Computes Shannon entropy over the complete byte content of each analysed file. Applies configurable thresholds
(default: High > 7.2 bits/byte; Medium 6.5-7.19 bits/byte; Low < 6.5 bits/byte) stored in an external configuration file to
facilitate operational tuning without code modification.

F. Behaviour Analysis Module
Performs static inspection of file content using Python’s ‘re’ module and the ‘pefile’ library for PE header parsing.
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Examines string content, import tables, PE section headers, and resource sections. Contributes behavioural indicator flags to
the risk-scoring pipeline.

G. Risk Scoring Module

Implements the weighted additive scoring model. Produces a scalar risk score and a categorical classification label
for each analysed file. Score computation executes in O(1) time relative to file size, adding negligible overhead to the overall
scan duration.

H. Quarantine Module

Executes file relocation using ‘shutil.move()’ with atomic filesystem operations where supported by the host OS.
Maintains a quarantine manifest recording the original path, move timestamp, file hash, and risk score. Implements a
configurable retention policy that removes quarantine entries older than a defined threshold to prevent unbounded storage
consumption.

I. Alert Notification Module

Generates modal alert dialogues via Tkinter ‘messagebox’. Dialogues present threat summary information and
provide the administrator with options to acknowledge, review the quarantine log, or dismiss the alert. Alert generation
executes in a dedicated thread to prevent scan interruption during dialogue display.

J. Logging Module

Appends structured records to a persistent CSV-format log file. Each record comprises eighteen fields including
event timestamp, USB drive identifier, file path, extension, file size, SHA-256 digest, entropy value, extension risk flag, hash
match flag, behavioural indicator count, risk score, risk category, quarantine status, quarantine path, scan duration, and
framework version. The module implements file locking to ensure data integrity during concurrent scan operations.

K. Report Generation Module

Aggregates log entries from completed scan sessions and generates a structured HTML report summarising total
files scanned, files by risk category, quarantine actions taken, scan duration, and detected extension distribution. Reports are
time-stamped and stored in a designated output directory for administrative review.

L. GUI Dashboard Module

Provides a real-time Tkinter-based graphical interface displaying current scan progress, live threat detection counts
by category, quarantine contents, and historical scan summaries. The dashboard updates asynchronously via a background
thread, ensuring responsive user interaction during active scanning.

M. Auto-Startup Module

Registers the USB monitoring service with the Windows Task Scheduler upon initial installation, configured to
trigger at system logon with administrative privileges. This ensures continuous protection without requiring manual service
initiation after system restarts.

VIIl. IMPLEMENTATION DETAILS

The framework is implemented entirely using Python 3.11 and PowerShell 5.1, both of which are available as
standard components of the Windows operating system, eliminating third-party runtime dependencies. The Python standard
library provides the majority of required functionality, including ‘os’, ‘hashlib’, ‘shutil’, ‘re’, ‘logging’, ‘csv’, ‘threading’,
and ‘tkinter’ modules. The ‘pefile’ library, a widely used open-source PE file parsing package, is the only non-standard
dependency and is distributed with the framework installation package to support fully offline deployment.

The project directory structure is organised as follows: the root directory contains the primary PowerShell
monitoring script (‘usb_monitor.ps1’); the ‘src/’ subdirectory contains the Python scanning engine (‘main.py’) and all
detection modules; the ‘data/’ subdirectory contains the malware hash database (‘malicious_hashes.txt”) and configuration
file (‘config.ini’); the ‘quarantine/’ subdirectory serves as the isolated file repository; and the ‘logs/’ and ‘reports/’
subdirectories store scan logs and generated HTML reports respectively.

Inter-module communication is implemented through function calls and shared data structures rather than inter-
process communication mechanisms, minimising latency. The scanning engine spawns the Tkinter alert dialogue in a
dedicated thread using Python’s ‘threading. Thread’ class to ensure that alert generation does not block the scanning pipeline.
Configuration parameters including entropy thresholds, risk score boundaries, quarantine retention period, and polling
interval are maintained in an INI-format configuration file parsed at runtime using Python’s ‘configparser’ module.

IX. EXPERIMENTAL SETUP
Controlled experimental evaluation was conducted on a standalone Windows 10 Pro (64-bit, Version 22H2)
workstation equipped with an Intel Core i5-10400 processor (2.90 GHz), 8 GB DDR4 RAM, and a 256 GB SSD. The
workstation was maintained in a fully offline configuration throughout all experiments, with network adapters disabled at
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the hardware level to accurately replicate the target deployment environment.

A test USB dataset was constructed comprising 500 files distributed across five categories: (i) 120 known malicious
executables with SHA-256 hashes present in the local malware database; (ii) 80 novel malware samples with hashes absent
from the database, including 45 packed samples exhibiting high entropy and 35 samples exhibiting anomalous PE
characteristics; (iii) 60 benign executable files drawn from standard Windows system directories and open-source software
installations; (iv) 140 benign non-executable files comprising documents, images, and audio files; and (v) 100 ambiguous
files comprising legitimate batch scripts and PowerShell utility scripts. This distribution was designed to evaluate framework
performance across the full spectrum of detection layer relevance.

Performance metrics recorded during evaluation included: (i) overall threat detection accuracy; (ii) false positive
rate; (iii) USB-insertion-to-first-alert latency; (iv) total scan duration per USB volume; (v) quarantine execution time per
file; (vi) hash computation throughput; and (vii) log write latency per event. Each experimental scenario was executed five
times to obtain mean values and standard deviations.

X. RESULTS AND DISCUSSION
Table I presents the primary detection performance metrics obtained during controlled experimental evaluation.

Performance Metric Observed Value Standard Deviation
Overall Detection Accuracy 94.3% +1.8%
Hash Match Detection Rate 100.0% +0.0%

Entropy-Based Detection Rate 88.9% +2.4%
Behaviour Analysis Contribution 76.3% +3.1%
False Positive Rate 3.2% +0.9%

USB Insertion-to-Alert Latency 3.8 seconds +0.6s
Total Scan Duration (500 files) 47.3 seconds +2.1s
Quarantine Execution Time 1.2 seconds +0.3s

Hash Computation Throughput 38.4 MB/s +2.7 MB/s

Log Write Latency per Event 11.3ms +1.4ms

TABLE | Detection Performance Metrics Summary

The overall detection accuracy of 94.3% represents a strong result for a fully offline detection system. The hash
comparison layer achieved a 100% detection rate for all 120 known malicious samples, confirming the correctness of the
SHA-256 comparison implementation and the adequacy of the local hash database for the experimental sample set. The
entropy-based detection layer correctly identified 40 of the 45 packed malware samples (88.9%), with five high-entropy
benign archive files contributing to the observed 3.2% false positive rate.

The mean USB-insertion-to-alert latency of 3.8 seconds encompasses the WMI polling interval, Python process
invocation overhead, initial directory traversal, and first-file classification time. This latency was considered operationally
acceptable for the targeted deployment context. Quarantine execution completing within a mean of 1.2 seconds demonstrates
that threat containment occurs sufficiently rapidly to prevent opportunistic autorun-based malware execution on the host
system.

The false positive rate of 3.2% was primarily attributable to legitimate high-entropy compressed archive files and
obfuscated but benign JavaScript minification outputs. Both categories are structurally similar to packed malware from an
entropy perspective, representing an inherent limitation of entropy-based detection independent of implementation.
Introduction of a file-type whitelist for known compression formats in future iterations is expected to reduce this rate
substantially.

File Category Total Detected Missed FP Rate
Known malware (hash) 120 120 0 0 100.0%
Packed / high-entropy 45 40 5 0 88.9%
Behavioural anomaly 35 26 9 0 74.3%
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File Category Total Detected Missed FP Rate
Benign executables 60 0 60 2 3.3% FP
Benign non-executables 140 0 140 0 0.0% FP
Ambiguous scripts 100 0 100 6 6.0% FP

TABLE |1 Detection Results by File Category

XI. COMPARATIVE ANALYSIS WITH EXISTING SYSTEMS
Table 111 presents a comparative evaluation of the proposed framework against representative existing approaches
to USB threat detection and offline endpoint security.

Feature / Criterion Proposed Sig. AV Behav. AV Cloud AV Manual

Internet dependency None Required Optional Mandatory None
Auto USB detection Yes Partial Partial Yes No
Zero-day detection Partial No Yes Yes No
Entropy analysis Yes No Some Some No
Auto quarantine Yes Yes Yes Yes No
Lightweight resource use Yes Moderate High Moderate Low
Structured logging Yes Limited Limited Yes No
Open / customisable Yes No No No N/A

TABLE Il Comparative Analysis of Detection Approaches

The comparative analysis demonstrates that the proposed framework occupies a distinct position in the solution
space: it is the only approach combining full offline operability, automated USB event detection, multi-layer analysis
including entropy-based detection, automated quarantine, GUI monitoring, and an open, customisable architecture.
Conventional signature-based antivirus tools and cloud-based solutions require periodic or continuous network connectivity,
rendering them structurally unsuitable for air-gapped deployments.

XIl. ADVANTAGES OF THE PROPOSED FRAMEWORK

» Complete offline operability: The framework functions without any internet connectivity, making it uniquely suited to air-
gapped and standalone deployment environments.

« Multi-layer detection coverage: The sequential application of extension filtering, hash comparison, entropy analysis, and
behaviour profiling provides complementary detection coverage that substantially reduces the probability of both false
negatives and false positives compared to single-layer approaches.

» Sub-4-second response latency: Automated detection and alert generation within approximately 3.8 seconds of USB
insertion provides timely threat notification before user interaction with USB contents is likely to occur.

» Modular and extensible architecture: The loosely coupled module design facilitates independent replacement or
enhancement of individual detection layers without requiring system-wide modifications.

» Minimal external dependencies: Exclusive reliance on standard Python and PowerShell components eliminates the risk of
supply-chain vulnerabilities introduced through third-party library dependencies.

« Structured audit logging: Comprehensive event logging in a structured CSV format supports compliance reporting, forensic
investigation, and operational trend analysis.

» No machine-learning overhead: Deliberate avoidance of ML-based classification ensures consistent performance on low-
specification hardware and eliminates model-update dependency.

X1 LIMITATIONS

+ Platform dependency: The current implementation targets the Windows operating system exclusively. Extension to Linux
and macOS platforms would require reimplementation of the device detection subsystem.

+ Static hash database: The local malware hash database requires periodic manual updates via secure media transfer. The
interval between updates represents a window of vulnerability to novel malware variants not yet included in the database.

+ Entropy false positives: High-entropy benign files such as compressed archives and minified scripts can trigger entropy-
based alerts, contributing to a false positive rate that may impose administrative overhead in high-volume deployment
environments.
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» No dynamic execution analysis: The static behaviour profiling module does not execute or emulate file behaviour, limiting
its ability to detect threats that reveal malicious intent only at runtime.

» Limited malware hash database scope: The experimental evaluation database represents a controlled sample; real-world
deployments would require substantially larger hash databases to achieve comparable coverage.

X1V. FUTURE SCOPE

« Cross-platform portability: Reimplementation of the USB event detection subsystem using platform-agnostic libraries such
as ‘pyudev’ (Linux) would extend framework applicability to heterogeneous operating system environments.

» Machine learning integration: Integration of a lightweight, pre-trained binary classification model for static malware
feature analysis could augment the existing rule-based detection layers without introducing internet dependency, provided
model updates are delivered via secure physical media.

» Network-based attack detection: Extension of the monitoring scope to encompass USB-to-network bridge attacks and HID
spoofing attacks would broaden the framework’s threat coverage.

» Automated hash database synchronisation: Development of a secure offline synchronisation mechanism using
cryptographically signed update packages transferred via physical media would reduce the administrative burden of hash
database maintenance.

« Centralised management console: A management interface for organisations deploying the framework across multiple
standalone workstations would enable centralised policy management and log aggregation within isolated network
segments.

» Hardware write-blocking integration: Interfacing with hardware USB write-blockers to enforce read-only USB access
during the scanning phase would prevent malware from initiating execution before classification is complete.

XV. APPLICATIONS

+ Industrial Control Systems (ICS) and SCADA environments, where USB-borne malware represents a primary attack vector
against operationally critical but network-isolated systems.

» Government and defence installations operating classified information systems in air-gapped network architectures.

» Healthcare facilities employing standalone medical imaging workstations and diagnostic equipment connected via USB
data transfer.

» Educational institutions seeking a cost-effective, customisable, and transparent USB security solution for computer
laboratory environments.

« Financial services organisations maintaining isolated backup and archival systems requiring periodic USB-based data
transfer.

» Cybersecurity research and educational contexts as a fully documented, open-architecture reference implementation for
offline threat detection system design.

XVI. CONCLUSION

This paper has presented a comprehensive software framework for detecting offline USB-based malware attacks on
standalone computing systems. The framework addresses a well-documented and practically significant security gap: the
inadequacy of internet-dependent antivirus solutions in air-gapped environments where USB removable media represents
the primary vector for malware introduction.

The proposed solution integrates USB insertion event monitoring, recursive file scanning, extension-based filtering,
SHA-256 hash comparison, entropy analysis, static behaviour profiling, dynamic risk scoring, automated quarantine, real-
time alert notification, structured event logging, automated report generation, and a graphical monitoring dashboard into a
cohesive, modular, and fully offline operational pipeline.

Controlled experimental evaluation on a 500-file test dataset demonstrated an overall threat detection accuracy of
94.3%, a hash-match detection rate of 100% for known malware samples, an entropy-based detection rate of 88.9% for
packed malware, and an end-to-end USB-insertion-to-alert latency of 3.8 seconds. These results indicate that the proposed
framework achieves a practically effective level of threat detection performance within the constraints of a fully offline,
lightweight implementation.

The framework makes a distinct contribution to the offline cybersecurity literature by demonstrating that multi-
layer detection combining complementary analytical techniques can be implemented without machine-learning overhead,
internet connectivity, or commercial security tool infrastructure. Future work will focus on cross-platform portability,
lightweight ML model integration, and centralised management capabilities for multi-workstation deployments.
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