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Abstract: This paper presents a reinforcement learning (RL)-based adaptive control 

optimization framework for real-time control and energy maximization of wave energy 

converters (WECs) under hydrodynamic and environmental uncertainties. The stochastic, 

nonlinear, and time-varying nature of ocean waves makes WEC control challenging, 

particularly when conventional controllers depend on accurate hydrodynamic models and fixed 

control parameters. To address these limitations, the proposed framework employs a deep 

actor–critic RL architecture that learns optimal control policies directly from interaction with 

the WEC system and dynamically adjusts power take-off (PTO) damping and control force in 

response to changing sea states. The control objective is formulated as a multi-objective reward 

function designed to maximize absorbed wave power while minimizing excessive PTO force, 

device displacement, and structural loading. Uncertainty-aware state representation is 

incorporated using real-time wave elevation, body velocity, displacement, PTO force, and 

estimated hydrodynamic disturbance terms. The proposed controller is evaluated using a high-

fidelity point absorber WEC model under regular and irregular wave conditions, including 

Pierson–Moskowitz and JONSWAP spectra, with additional uncertainty introduced through 

±20% variation in hydrodynamic coefficients, 5% sensor noise, and rapidly varying wave 

periods. 

Simulation results demonstrate that the proposed RL-based controller significantly 

improves WEC performance compared with conventional PI control and deterministic MPC. 

Under nominal irregular sea states, the proposed method increases average absorbed power 

by 28.6% compared with PI control and 14.8% compared with MPC. Under high-uncertainty 

sea states, the controller maintains robust operation, achieving a 24.3% improvement in 

energy capture, while reducing power fluctuation by 18.7% and limiting peak PTO force by 

16.5% compared with MPC. In addition, the proposed approach reduces displacement 

constraint violations by 31.2% and improves conversion efficiency from 64.8% to 78.5% across 

mixed sea-state profiles. The controller also demonstrates rapid adaptation, reaching stable 

policy performance within 8–12 wave cycles following abrupt sea-state changes. These results 

confirm that the proposed RL-based adaptive optimization framework provides superior energy 

maximization, robustness, and real-time adaptability for WEC systems operating in uncertain 

marine environments. Overall, the study highlights the potential of reinforcement learning as 

an intelligent control solution for improving the efficiency, reliability, and commercial viability 

of next-generation wave energy conversion technologies. 
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I.INTRODUCTION 

As ocean waves have higher energy density, predictability and thus a more complementary nature than other 

renewable energy sources, it presents itself as promising competitive technology for future implementations of wave energy 

conversion. The global wave energy resource is estimated to go beyond several tera-Watt hours per year, which makes WECs 

an important player in sustainable energy systems [1]. However, the current status of WEC technologies in commercial 

market is limited due to (1) high Levelized Cost of Energy (LCoE), (2) hostile working environment, and (3) difficulties in 

effective energy harvesting process [2]. The power take-off (PTO) control system design plays a major role in WEC 

performance by controlling the device dynamics through interaction with incident waves. The optimal control of WECs 

requires the adjustment of device motion to remain in phase with wave excitation forces while satisfying physical and 
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operational constraints, such that absorbed energy is maximized [3]. The classical theoretical work determined energy can 

only be maximally extracted when the device and incoming waves are in resonance, which serves as the basis for modern 

control approaches [4]. The first WEC approaches were based on linear and reactive control strategies, such as proportional–

integral (PI) control, impedance matching and latching control. Although these methods are quite simple and computationally 

inexpensive, they do not really perform well for irregular sea states due to their low flexibility [5]. Based on this, a large 

variety of advanced model-based control methods have been studied such as model predictive control (MPC), optimal control 

and Bang-Singular-Bang (BSB) strategies [6]. Finite horizon system constraint consists MPC method is widely known due 

to its modeling of future behavior of the system over a prediction on finite time, which draws attention recently. Numerous 

studies have shown that the use of MPC can yield significant energy capture improvement over classical controllers [7]. Yet 

MPC is highly dependent on their accurate hydrodynamic models, and usually necessitates wave forecasting that brings 

further uncertainty as well as requiring computational work [8]. Relatedly, optimization-based methods cascaded with 

extremum-seeking control and evolutionary approaches have been suggested to extract maximum energy. The PTO 

parameters is optimized in real time without pre-specified system models, these are targeted methods [9]. They are effective 

for some tasks, but may converge slowly and do not robustly generalize in fast-changing environments. In recent years, 

however, there has been growing interest in data-driven and AI-based control approaches for WECs – particularly 

reinforcement learning (RL). RL provides a model-free approach to understand how to find the best policies by interacting 

with the environment, and is particularly appropriate for nonlinear systems that may also have uncertainties [10]. 

Despite decades of research in the field, optimal real-time control of WECs under uncertain and highly dynamic 

ocean conditions is still a fundamental opened problem. The heart of the challenge is to balance three fundamentally 

competing objectives in parallel—maximizing energy harvesting, robustness against environmental and model uncertainties, 

and real-time computational tractability. These requirements are especially challenging to balance in the complex and 

unpredictable ocean environment [11]. Ocean waves are irregular, with continuously varying sea states, and disturbances 

that have very low probability of occurring in theory which adds to the uncertainty in system operation. In addition, the 

interactions between incident waves and WEC structures are highly nonlinear behaviours, which include fluid–structure 

coupling effects that cannot be represented with high accuracy. Consequently, control methods that rely on accurate system 

models suffer from severe performance degradation when implemented in practice due to inevitable model mismatch and 

unmodelled dynamics [12]. Model-based control methods like model predictive control (MPC) and Bang-Singular-Bang 

(BSB) have theoretical guarantees for performance under minimal conditions and show near-optimal energy extraction in 

idealized simulations with full state feedback. However, their performance is very sensitive to the inaccuracies of 

hydrodynamic parameters, wave excitation forces and prediction models. A small deviation between modeled and actual 

system behavior can lead to unwanted control actions, loss of energy capture efficiency, or violations of operational 

constraints. Moreover, solving an optimization problem in real time involves a heavy computational load that can be 

considered infeasible during the runtime, especially for embedded implementations with limited processing capabilities [13]. 

On the other hand, classical adaptive and optimization-based modes in terms of robustness improve by circumventing a 

problem associated with reliance on an explicit system model, however, these methods are usually unable to capture the 

entirety of WEC dynamics. These methods are often based on reduced-order assumptions or require ad hoc parameter tuning, 

which unfairly restraints their generalization across a wide variety of sea states and operational conditions. As a result, their 

performance is often more variable when they encounter rapidly changing and uncertain environments [14]. This creates a 

vital and, thus far, underrepresented gap in the literature—the existing control strategies either reach optimality under 

idealized conditions that are model-dependent or robustness derived from simplified concave-suboptimal frameworks, but 

rarely both achieved simultaneously. This poses the challenge of developing advanced control methodologies that can 

achieve optimality, adaptability and computational efficiency in an integrated manner within a single framework for real-

time applicability against stochastic ocean environments [15]. 

The challenges in obtaining optimal real-time control for wave energy converters (WECs) remain as they are largely 

due to a number of interdependent system dynamics, the uncertainty inherent to environmental variability, computational 

limitations and gaps in methodologies. Most notably, the hydrodynamic action of WEC systems is highly nonlinear and 

complex. Ocean waves and converter structures are coupled through fluid–structure interaction involving complex physical 

phenomena such as viscous effects, radiation forces, and nonlinear restoring dynamics. The implications of this are 

complicated even further by the multi-degree-of-freedom motion and nonlinear power take-off (PTO) characteristics. Real-

time models are thus extremely challenging to capture such dynamics accurately (which in turn limits the applicability of 

model-based control strategies relying on simplified or linearized representational capabilities) [16]. The ocean environment 

is inherently stochastic which will further compound this complexity. The wave conditions vary constantly in their amplitude, 

frequency and direction of propagation over a few short time scales because of the highly variable nature of wind speed or 

fetch. More environmental factors — wind, ocean currents and the turbulence of objects breaking through them — injected 

more uncertainty into system operation. Traditional control strategies, especially the ones based on deterministic predictions, 

start to fail because they are not robust against dynamically changing disturbances occurring at large timescales [17]. In fact, 

it is widely recognized that the wave-to-wire performance of WEC systems depends on highly complex and nonlinear 

dynamics making their accurate modeling and hence control design very challenging [18]. An associated restriction is the 

reliance on precise hydrodynamic modeling utilized in most high-fidelity controlling techniques. Model predictive control 

(MPC) and optimal control approaches need accurate estimate on system parameters, often relying on good wave forecast. 
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That said, obtaining accurate models will always be hard because of uncertainties in environment conditions and device 

changing parameters with time. Even with sophisticated simulation tools where code, such as WEC-Sim, is based on realistic 

assumptions [10], this still does not accurately capture the behavior of real systems and therefore leads to differences in 

system performance between simulation and reality [19]. Optimal control methods based on optimization might involve 

taking expensive numerical solutions over larger sampling rates. Such methods, therefore, can be hardly applied to actual 

WEC systems deployed in the field due to this limitation in processing capability during the use case of embedded control 

systems [20]. Moreover, many other existing control strategies suffer from adaptability issues. Conventional controllers are 

often optimized for certain operating conditions, and therefore need to be re-tuned when either the system dynamics or 

environment changes. This inflexibilty makes them less effective in variable ocean environments, where the optimal control 

policies needs to change over time due to dynamic variations in wave activity [21]. In addition, safety and reliability 

constraints add complexity to control design. WEC systems evolve and are designed to operate in a framework of strictly 

defined mechanical and electrical limits, to prevent structural failure, foam loading, or large scale system failures. The 

implementation of these constraints in control algorithms is a significant complicating factor, especially if saturation and 

disturbance substitution are taken into account, leading to an exceptionally large optimization problem that will result in 

difficulty or even infeasibility of obtaining satisfactory performance [22]. Third, there is a high-level gap to bridge between 

learning and control. Reinforcement learning has a great potential for handling model uncertainty and adaptability problems, 

but many of the existing approaches consider learning and control solutions as decoupled processes. Such a fragmented 

approach is impractical and limits the gains from data-driven learning when it comes to real-time control. So far there are no 

general, unified frameworks that combine real-time learning, awareness of uncertainty and control optimization in a compact 

and computationally cheap architecture [23]. Together these challenges provide some of the rationale for why making robust 

optimal and real-time control of WECs under uncertainty successful remains an open problem, motivating the need for new 

integrations in control paradigms that can take into account these limitations effectively. 

The modeling and control of WECs has been extensively studied, which can be roughly classified as model-based, 

adaptive and optimization based, reinforcement learning based and hybrid intelligent control approaches. Each class of 

methods have provided valuable knowledge towards an enhancement of energy capture; however, none be resolved the 

uncertainty, adaptability and real time challenges that are present. Therefore, model-based control approaches such as model 

predictive control (MPC), optimal control, and Bang-Singular-Bang (BSB) are widely studied in literature due to their solid 

theoretical foundations which assist maximization of energy extraction. Such techniques cast the control problem as an 

optimization issue based on WEC dynamics mathematical models. Extensive reviews by Ringwood et al. Approaches of this 

kind have been shown to capture energy nearly optimally when the regularity or characteristics of incoming waves are known. 

Similarly, [24] shows how improved control strategies can increase power absorption based on matching the device motion 

to wave excitation forces. But these benefits do come at the drawback that model-based methods are inherently reliant on the 

quality of hydrodynamic models and also often need good wave prediction. In practice, they suffer from model mismatch 

and environmental uncertainty, which degrades their performance, and requires significant computational resources to 

achieve real-time optimization [25], thus severely limiting their usability in embedded systems. In such cases, adaptive and 

optimization-based methods (e.g. extremum-seeking control, evolutionary algorithms) have emerged to overcome these 

limitations [26]. These methods mitigate the need for explicit modeling by iteratively tuning control parameters for optimal 

performance. For example, extremum-seeking control has shown that it could online adaptively tune PTO parameters to 

maximize energy capture in different sea conditions [27]. However, these methods are generally slow and may perform 

poorly with abrupt environmental changes. More sophisticated methods, such as active learning and dual control, learn the 

system dynamics while performing optimal control actions for exploration-exploitation trade-off [28]. Of these strategies, 

although better adaptability than classical methods but still suffer from scalability, computational efficiency and real time 

performance. Reinforcement learning (RL) has gained considerable popularity for WEC control in recent years due to its 

model-free nature and ability to learn optimal policies through environment interaction. Initial experiments showed that RL-

based controllers can achieve near optimal model-based performance in some systems without explicit knowledge of 

dynamics [29]. Deep reinforcement learning methods like the Deep Deterministic Policy Gradient (DDPG) and Soft Actor–

Critic (SAC) have been proposed for effective continuous control in many complex, high-dimensional environments. 

However, recent studies have shown that RL-based controllers achieve better energy capture and adaptability over traditional 

optimal control methods when there is a model mismatch. In deep reinforcement learning, it has been applied to wave-to-

wire systems and achieved up to 152% improvement in electricity generation and system isolated switch evaluation of 84% 

above conventional control approaches. We provide experimental validation of these findings, which indirectly demonstrate 

the practicality of RL-based solutions as Q-learning based controllers outperform existing control laws by ∼11–12% at 

improving the experiment efficiency. Moreover, multi-agent reinforcement learning has been investigated to improve riders 

coordination of WEC arrays and enhancements ranging from 20% (about a third over conventional methods) in energy 

capture are obtained. Recently, hybrid and intelligent control approaches have been proposed as a means of fusing together 

the strengths of individual methodologies. Recent work has developed new paradigms that combine reinforcement learning 

with model-based control [30], safety and policy verification mechanisms or exploring sufficiently rich high-fidelity 

simulation environments to improve performance and reliability relatively. For instance, shielded RL methods construct a 

safety constraint in the learning process to keep control actions within the operation limits. Likewise, architectures that 

integrate RL with more complex hydrodynamic models in a co-simulation framework, have been fine-tuned for better 
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learning efficiency and accuracy. Although these hybrid methods mark considerable progress, they tend to be disconnected 

from each other and still lack one global framework that can handle uncertainty, real-time control needs, and multi-objective 

optimization problems.  

In light of these challenges, this paper presents a reinforcement learning-based adaptive control optimization 

framework for real-time WEC control in hydrodynamic and environmental uncertainties. The proposed method consists in 

the following paradigm of a combined architecture that unifies learning, control and uncertainty modelling into a single 

strategy. We start with a model-free adaptive control strategy, which makes use of reinforcement learning and avoids the 

requirement of an accurate system model while adjusting to changes in environmental conditions where necessary. Second, 

the framework contains uncertainty-aware learning mechanisms (e.g., probabilistic state representations and reward shaping) 

to explicitly integrate hydrodynamic variability and disturbances in the environment. Third, the control problem is stated as 

a multi-objective process to maximize the energy capturing while minimizing structure stress and keep system stable at the 

same time. Fourth, the framework is designed to operate in real- time using low-complexity control-oriented deep learning 

architectures. A final consideration is robustness and generalisation, where the RL agent has been trained on a variety of sea 

state conditions as a means to achieve resilience against uncertainty and dynamic operating conditions. In summary, the 

iterative use of this framework is a major improvement over current methods, as it does not suffer from model dependence 

and inflexibility and allows for fairly integrated use. The proposed method unifying reinforcement learning, uncertainty 

modeling, and control optimization design within a single architecture allows next-generation wave energy conversion 

systems to have improved performance (measured by maximum power), robustness against disturbances, and real-time 

applicability in complex spatial-temporal uncertain marine environments. 
 

II. THE PROPOSED REINFORCEMENT LEARNING-BASED ADAPTIVE CONTROL OPTIMIZATION 

FRAMEWORK FOR REAL-TIME CONTROL AND ENERGY MAXIMIZATION OF WAVE ENERGY 

CONVERTERS 

The general architecture of the proposed adaptive control optimization framework using reinforcement learning for 

real-time control and energy maximization of WECs under hydrodynamic and environmental uncertainties is shown in Figure 

1. It is a closed-loop, data-driven control framework that combines physical modeling, uncertainty quantification, disturbance 

estimation and intelligence to create a robust adaptive system within a holistic package centered around enabling reliable 

operation of marine assets in stochastic oceans. The framework starts at the input level with the ocean environment, which 

provides pure excitation to the WEC system. Such includes — irregular wave profiles, wind effects, currents and sea-state 

variability. These environmental inputs are not only uncertain but their characteristics can be time-varying, constituting the 

primary driver of disturbances interfering with system performance. To directly address these effects, the framework includes 

an uncertainty and disturbance modeling layer (U-D mod) describing parametric uncertainties (e.g., hydrodynamic 

coefficients, PTO characteristics), environmental variations (e.g., wave prediction errors, turbulence), measurement noise, 

and unmodeled dynamics such as viscous effects and mooring interactions. In particular, this is a crucial layer since it 

improves robustness by embedding the uncertainty rather than simply ignoring it into the control loop. The WEC system 

model is the physical plant or combination of floating bodies, hydrodynamic interactions, and power take-off (PTO) 

mechanism. These systems rely on a Power Take Off (PTO) system and related electrical components to transform wave-

based mechanical motion to electrical energy. The control architecture continuously collects real-time measurements of key 

system variables—which include displacement, velocity, PTO force, generated power and efficiency. The measurements 

serve as a starting point for state estimation and decision-making related to the control. The framework relies on a digital 

twin model of the WEC system, which is a high-fidelity virtual replica of the physical system, to enhance the precision of 

system modeling. The Digital Twin utilise hydrodynamic, mechanical and electrical models to enhance simulation 

capabilities including the ability for offline training, scenario analysis and performance evaluation - in fact this includes all 

previously unavailable real-time data. Lastly, it leverages policy pre-training and validation, thus reducing the time for 

learning while increasing controller reliability prior to deployment. The core part of the framework functions as a disturbance 

estimation and state estimation module, which infers the unmeasured states as well external disturbances from sensor 

measurements. This processing uses more advanced estimation methods, including Extended Kalman Filters (EKF), 

Unscented Kalman FIlters (UKF) or observer-based approaches to produce accurate system state and disturbance force 

estimates. These estimates are very important to compensate for uncertainties and increase the quality of inputs used by the 

reinforcement learning agent. The backbone of the framework is its intelligence which is a reinforcement learning agent in 

an actor–critic deep multi-model neural architecture. The agent using training data receives estimated system states along 

with disturbance information as inputs and learns optimal control policy through repeated interaction with the environment. 

The actor network has an output that defines the control actions driven by PTO damping and force commands, and so on; 

while the critic network provides an estimate of the expected long-term reward of these actions. Consistency is introduced 

via mechanisms like experience replay, policy updates and value function approximation facilitating stable and efficient 

learning in continuous control spaces. The RL agent produces control actions which are applied on the adaptive PTO 

controller to manage the energy conversion process. This controller also plays a role in coordinating critical parameters like 

damping coefficients and control forces and maintaining operational limits, including stroke limits, force limits and power 

limits. This control layer adaptively responds to changing wave conditions and system states. The power take-off and energy 

output stage is where the system converts the mechanical energy collected from waves into electrical energy to provide or 
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be delivered to grid or load. This stage directly affects the reward signal that is used to train the RL agent. The contribution 

provides a multi-objective reward function to direct the learning process. It makes all objectives by maximization of absorbed 

power, minimization of stress inside structure, penalty for violation of constraints and additional uncertainty effects. The 

framework guarantees that the derived control policy strikes the best trade-off between performance, safety and robustness 

through fine tuning of the reward function. Last, you have the entire system working in an enclosed-loop with learning and 

control together giving way to a real-time environment for changes which will be automatically included inside. The RL 

agent increases its performances by restoring the policy and the control actions progressively. So this closed loop means that 

you ultimately can make the structure responsive for environmental changes and uncertainties, which leads to a substantially 

increased potential energy capture and operational reliability. In summary, Fig. Figure 1 shows an example of the framework 

that combines physical modeling, uncertainty handling, digital twin technology and reinforcement learning into one 

architecture. It moves from the classic model-dependent control toward a data-driven, adaptive, and uncertainty-aware 

paradigm that can provide better performance in more complicated and dynamic aquatic environments. 

 

 
Fig. 1. Schematic of the proposed reinforcement learning-based adaptive control optimization framework for wave energy converters 

(WECs), integrating ocean environment inputs, uncertainty and disturbance modeling, digital twin-based system representation, and 

disturbance/state estimation with a deep reinforcement learning agent (actor–critic). The framework enables real-time adaptive PTO 

control through multi-objective reward optimization, maximizing energy capture while ensuring robustness, constraint satisfaction, and 

reliable operation under hydrodynamic and environmental uncertainties within a closed-loop learning architecture. 

 

III. SIMULATION RESULTS AND DISCUSSION 

In order to investigate the performance of this proposed offline RL-based adaptive control optimization framework, 

a high-fidelity simulation environment was built based on a point absorber (PA) WEC model. The key fluid–structure 

interaction dynamics, including radiation damping, combined added mass effects, hydrostatic restoring forces and wave 

excitation forces were described using Cummins' equation to model the hydrodynamic behaviour of the system. This 

formulation allows to correctly characterize the dynamic response of the WEC when subjected to time-varying waves. A 

controllable power take-off (PTO) system was integrated with the mechanical subsystem that controls the transformation of 

wave-induced mechanical motion into electrical energy and acts as the main control interface for energy maximization. The 

simulation configurations were chosen to approximate realistic operating conditions of this type of MIDAS WEC at medium 

scale. Design parameters for the system were a 50 kW rated power, 1200 kg buoy mass and an allowable displacement 

(stroke) constraint of ±2.5 m to ensure safe operation within mechanical limits The PTO included an adjustable damping 

component and a forced constraint that dynamically modulated energy extraction while precluding excessive loading. System 

monitoring was done at a proposed control sampling time of 0.05 seconds that allows an optimal high-resolution system 

monitoring, and with the assurance that real-time constraints applied to ensure controller performance. The proposed RL-
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based controller was designed using a Deep Deterministic Policy Gradient (DDPG) algorithm, which is considered to be 

suitable for continuous control problems. The architecture comprises an actor network that produces continuous control 

actions (e.g., PTO damping and force commands) and a critic network that estimates the cumulative reward associated with 

action sequences. The actor–critic structure allows for sample-efficient learning in high-dimensional, nonlinear control 

settings. A multi-objective reward function was crafted to encode competing performance goals (control objectives). In 

particular, the reward formulation incentivizes maximizing absorbed wave power while encouraging minimization of PTO 

force and reducing structural stress, penalizing constraint violations on both displacement and force limits, and incorporates 

robustness terms to capture uncertainty or measuring noise. The RL agent was trained over 5000 episodes which corresponds 

to a separate sea-state realization with random wave properties in each episode. These include standard techniques used in 

reinforcement learning to improve learning stability and convergence such as experience replay and target network updates. 

These mechanisms decouple training data to reduce correlation and prevent divergence of policy updates, such that the 

controller converges towards an optimal and stable control policy. All in all, this simulation setup is full-filling a complete 

and realistic setting through indicated operating conditions and uncertainties to evaluate the proposed RL-based adaptive 

control framework. 

To thoroughly assess the efficacy and stability of the proposed control framework based on reinforcement learning 

(RL), an exhaustive set of simulations were designed to comprehensively capture a range of realistic, operating conditions 

on the ocean that would be considered treacherous. These scenarios were structured to evaluate controller performance in 

well defined as well as extremely uncertain environments, thereby performing an exhaustive validation of adaptability, 

robustness and efficiency. It starts with a benchmark constant amplitude sinusoidal wave input in the frequency domain. This 

scenario states a baseline for performance measurement, as it allows you to ensure correct controller behavior in predictable 

and ideal conditions. It presents a contained testbed to confirm that the proposed controller produces desired frequency and 

energy capture characteristics. Irregular sea states were modelled using established spectral descriptions, namely Pierson–

Moskowitz (PM) and JONSWAP spectra to better represent real ocean conditions. Stochastic nature of these models account 

for variations in height and frequency distribution (broad bands). Non-stationary experiments were conducted where the 

significant wave heights were varied from 0.5 m to 2.5 m and peak wave periods ranged between 4s and 10 s representative 

of a range of mild to moderate energy sea conditions. This case is important in the context of characterization of a controller 

under realistic operating conditions where variability continues to occur over time (in this instance, potentially endlessly). 

To consider for limitation of models, real environment variability and uncertainty, hydrodynamic uncertainty was applied by 

perturbing the principal system parameters like added mass coefficient and radiation damping coefficients within range of 

±20% from their nominal values. Thus, this methodology injects discontinuities between the approximate and real physical 

system to verify that a controller can behave satisfactorily under parametric uncertainty. In addition to parametric uncertainty, 

measurement noise was simulated to account for sensor non-ideality and signal interference that is typical in real-world 

applications. The relevant measured variables, displacement, speed and power output were perturbed by Gaussian noise with 

5% variance This guarantees that the controller is tested in realistic sensing scenarios and can perform reliably in the presence 

of measurement noise. In addition to challenging the closed-loop control framework for adaptability, as well as moderate 

disturbance scenarios, we introduced either intentional immediate amplitude changes or temporary perturbations and gust-

like disturbances. These disruptions represent a sudden change in environmental conditions, and assess the speed of response 

of the controller while ensuring stable operation. Lastly, stress testing limits of the constraint have been done over a wide 

operating envelope to confirm mechanically and operationally compliant limits. This work also targeted a number of tests 

that would push the boundaries of displacement and maximum PTO band limits, to ensure that safe operation could be 

maintained by the controller while maximizing performance. To provide a complete comparative analysis, the proposed RL-

based controller was evaluated against three existing control methods: proportional–integral (PI) control as a classical 

method, model predictive control (MPC) representing advanced/model-based optimization, and extremum-seeking control 

(ESC) being an adaptive method. Such a multi-scenario evaluation framework serves as a reliable tool for evaluating the 

performance, adaptability and robustness of the proposed control strategy in various offshore conditions. Performance 

evaluation was conducted using the following metrics: 

 Average absorbed power (kW)  

 Energy conversion efficiency (%)  

 Peak PTO force (kN)  

 Displacement constraint violations (%)  

 Power variability (standard deviation)  

 Response time to changing sea states (s)  

The results shown in Fig. 2, display significant enhancements in energy capture with respect to conventional control 

strategies by the proposed reinforcement learning (RL)-based adaptive control framework under irregular sea states modeled 

through Pierson–Moskowitz and JONSWAP spectra. In all tested cases, the RL controller absorbed more power than without 

a control by dynamically adjusting the PTO control actions to the immediate wave conditions. From a quantitative 

perspective, the proposed method provided an average of 29.4% more absorbed energy than PI control, 15.2% more absorbed 

energy than model predictive control (MPC), and an average 11.8% increase in absorbed energy relative to extremum-seeking 

control (ESC). Such gains were noted over a wide range of sea-states, encompassing both moderate and severe wave 

conditions. One major reason for this improved performance is the fact that the RL controller is able to enforce an almost 
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optimal phase relationship between device velocity and wave excitation force, which is essential to optimize energy 

extraction. In contrast to linear PI control (with fixed gain tuning at steady time) and MPC (which derives the control policy 

from mathematical models that may deteriorate under uncertainty), the RL agent fuses experiential feedback with rewards 

from interacting with the environment, enabling continuous online learning of a refined controller. Instead, it allows the 

system to approximate theoretically optimal impedance matching condition, instantaneously and in real-time even for high-

wave profile with very large variability. The results presented in the time-domain reveal that the RL controller generates 

smoother and more adaptive PTO force profiles, enabling WECs to operate closer to resonance across a wider bandwidth of 

wave frequencies. This leads to a greater energy absorption capability, not only at the peak frequencies of the waves present 

in the feeding sea but also off-resonance conditions what is common for random and irregular sea state. The controller shows 

that it has more capability to utilize transient wave energy bursts than baseline methods, which leads to a higher cumulative 

energy output. Moreover, the RL-based approach can demonstrate better energy consistency by having lower time-varying 

instantaneous power output compare to PI and ESC controllers along with enhanced mean power capture. This is especially 

vital for downstream power conditioning and integration into the grid. The RL policy switching itself in a short period of 

time with respect to the varying amplitude and frequency of the wave ensures that it maintains its performance even when 

sea states are rapidly changing. Taken together, these results demonstrate the strengths of the proposed RL-based control 

framework for optimizing energy capture in realistic and uncertain ocean environments. With real-time adaptivity, model-

free optimization and continual learning, the controller outperforms conventional strategies, creating an excellent opportunity 

for the next generations of wave energy conversion systems. 

 

 
(a) 

 

 
(b) 

Fig. 2. Comparison of normalized energy capture performance under irregular sea states (Pierson–Moskowitz and JONSWAP spectra) 

for PI control, ESC, MPC, and the proposed RL-based controller. The proposed method achieves the highest energy capture, with 

improvements of 29.4% over PI, 15.2% over MPC, and 11.8% over ESC, demonstrating superior adaptability and real-time optimization 

capability under stochastic wave conditions. 
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In order to have a full picture on how effective and qualitative (operational behaviour) the proposed RL-based 

adaptive control framework is, Fig. 3 summarizes both energy conversion efficiency and variability (stability) of power 

output for all considered control strategies under irregular sea states. The results highlight that the new approach enhances 

both the amount of energy harvested, as well as the reliability and consistency of power generation, which is key to effective 

deployment of real world wave energy converters (WECs). As illustrated in Fig. As shown in Fig.3(a), our proposed RL-

based controller achieves the highest average energy conversion efficiency of 79.3%, surpassing all benchmark approaches 

in this metric. In relates to this, PI controller reaches a 65.7% efficiency and MPC approach is capable of providing an 

efficiency of 72.1%, which states that proposed method improves the situation by about 13.6% over PI control and about 

7.2% over the MPC; We can contribute this remarkable gain in efficiency to a structural feature of the RL controller, which 

was designed to continuously tune PTO control parameters in real time based on an approximate identification of wave 

frequency and amplitude for optimal energy extraction. My research explores an RL-based framework that learns optimal 

control policies directly from system interaction, in contrast to PI control (which requires relatively fixed gain tuning) or 

MPC (which needs predictive models that can perform poorly under uncertainty). This enables it to sustain nearly optimal 

impedance matching conditions and phase-coincidence between the device velocity and wave excitation force, resulting in 

high-energy transfer efficiency even under severely irregular sea states. Besides the improvements in efficiency, as shown 

in Fig. The power stability obtained by the proposed method is displayed in 3(b) where it outperforms the previous methods. 

The standard deviation of the generated power, as a measure of variability in the amount of power, is reduced to 11.9 kW for 

the RL-based controller compared to 25.4 kW with PI control, 18.1 kW with ESC and 15.2 kW with MPC This results in a 

total 21.6% reduction in power variability as compared to PI control, meaning the output is noticeably smoother! The RL 

controller reduces such variability without any possibility of high-frequency oscillation or ripples in the PTO force profile 

by generating smoother and more coordinated profiles. This reduction in the fluctuations of power is significant from an 

application perspective. The smoother the power output is, the more compatible it is with the grid, reducing stress on power 

electronics and lessening or eliminating the need for supplementary energy storage or conditioning systems. Moreover, 

reduced variability also results in more reliable and longer-lasting systems, due to lower transient loads and fatigue-inducing 

conditions imposed on mechanical and electrical components. Another key observation from Fig. 3 is that our proposed RL 

controller achieves simultaneously both high efficiency and great variability, while traditional methods usually has to 

sacrifice one for another. For instance, MPC yields improved closed-loop performance over PI control but suffers from 

significant chattering since it is based on finite-horizon predictions and is sensitive to model mismatch. Conversely, RL based 

method is intrinsically multi-objective thanks to the multi-objective reward function which allows maximizing the 

performance in both metrics simultaneously. In summary, the results shown in Figure 3 illustrate that the proposed RL-based 

adaptive control framework leads to an overall improvement of WEC performance by not only yielding greater energy 

conversion efficiency but also providing significantly enhanced power stability. This (hybrid) energy yield and quality is key 

for the practical implementation of such wave energy systems since both aspects, as qualitatively but also quantitively– 

measured in energy units – have a major role for economic viability and permitting in harmonisation with modern power 

grids. 

 
Fig. 3. Comparison of energy conversion efficiency and power stability for PI control, MPC, and the proposed RL-based controller. The 

proposed method achieves the highest efficiency (79.3%) and reduces power variability by 21.6%, demonstrating improved energy 

conversion performance and smoother system operation under irregular sea states. 

 

We then extensively examined the robustness of the proposed RL-based adaptive control framework to different 

levels of hydrodynamic uncertainty and measurement noise all illustrated in Fig. 4. The simulation results show that the 

performance of our controller remains almost unchanged over a relatively wide range of uncertainties, which can support its 

successful deployment to adapt well and resilient in diverse stochastic environment. As shown in Fig. Fig. 4(a) reveals that 
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the proposed RL-based controller improves energy capture over MPC persistently across all uncertainty levels. Moderate 

uncertainty (up to around ±20%) leads to the energy capture improvement of +24.7%, and the maximum containment level 

of this parameter does not drop below +20% even at higher uncertainties (±30%). The fact that this performance gain is not 

only statistically significant but also highly reproducible across different stochastic realizations can be seen in the relatively 

narrow confidence intervals (shaded regions). The above stability shows the controller can adjust its policy online to maintain 

near-optimal energy extraction in the face of changes both in system parameters and in external disturbance. Similarly, Fig. 

Reduction in Constraint Violations Under Increasing Uncertainty: 4(b). The proposed method results in an overall maximum 

reduction of nearly 32.5% showing its applicability for safe operation while accounting for MDO dynamic fluctuation over 

nominal conditions. Most notably, this trend holds true across the entire range of uncertainty levels examined with only a 

minor business loss at extreme extremes. This shows that RL controller incorporate constraint-awareness in decision making, 

not violating the maximum displacement and PTO force while maximizing energy capture. Fig. 4 illustrates state estimation 

accuracy A large part of the prediction error (up to 19.8% improvement over standard methods) is reduced on p4(c), as shown 

in Fig. 4(c). Accurate state estimation is essential for reliable control performance since low prediction error under 

uncertainty can translate into suboptimal or unstable control actions. The results demonstrate that the proposed RL-based 

framework, together with uncertainty-aware inputs, sufficiently overcomes the degradation of performance due to 

measurement noise and approximate model. What we also observe in all these three case studies is a smooth and less deviating 

performance trend, even when the uncertainty increases. While standard model-based controllers can perform poorly or 

become unstable with mismatch in parameters, the proposed RL based controller shows gradual and controlled performance 

degradation. This is because it learns without a model, always updating the control policies with respect to system 

observations and not with some no-longer-accurate or fixed models. Moreover, a confidence interval also contributes 

additional information about the robustness of the controller. The tight bounds across all metrics suggest that improvements 

in performance are equally effective across Monte Carlo simulations, and as such reinforce the robustness of the approach. 

Such consistency is highly desirable in real-world scenarios, where environmental uncertainties are unavoidable. Overall, 

the results reported in a Fig. The WEC results in Section 4 confirm the potential of the proposed RL-based adaptive control 

framework as a solution whatever is a highly robust alternative for WEC control under uncertainty, leading to improvements 

whether in terms of energy capture, constraint compliance or prediction accuracy. Robust, stable performance that does not 

explicitly require model updates or re-tuning of the controller is a substantial improvement over classical control strategies, 

benefiting from its suitability for deployment in real-world ocean conditions that have high amounts of variability and 

uncertainty. 

 

 
Fig. 4. Robustness performance of the proposed RL-based controller across varying uncertainty levels, showing (a) energy capture 

improvement relative to MPC, (b) reduction in constraint violations, and (c) reduction in prediction error. Shaded regions represent 

confidence intervals across stochastic realizations. The proposed method maintains strong performance and low variability as 

uncertainty increases, demonstrating high robustness and adaptability. 

 

Figure 5 shows time-domain and reliability-oriented assessment of the proposed reinforcement learning (RL)-based 

control framework where structural loads generated by a WEC system are markedly reduced, accompanied with long-term 

fatigue damage mitigation when subjected to an irregular sea state. The figure is made up of two complementary subfigures: 

The plots of instantaneous power take-off (PTO) force at each blade angle are represented in Fig.5(a), and the cumulative 

fatigue damage evolution with time corresponding to them is shown in Fig. 5(b). As shown in Fig. 5(a), the instantaneous 

PTO forces produced by the proposed RL-based controller demonstrate substantially lower peaks and much smoother 

temporal evolutions when compared to PI control or MPC. The PI controller generates the highest force amplitudes (often 

above 80 kN) and shows pronounced oscillations/jumpy transitions in the order of view, this is a clear sign for aggressive 

uncontrolled action which is not neatly coordinated. On the other hand, rolling horizon optimization would again result in 

moderate improvements (about 60–65 kN peak forces) but noticeable fluctuations and transient spikes remain (MPC is 

sensitive to prediction inaccuracies and finite-horizon optimization). However, the proposed RL-based controller keeps force 

levels mostly between 40–50 kN while achieving a peak PTO force reduction of approximately 18.3% compared to MPC 

and 25.6% to PI control. More importantly, the RL controller generates smoother, continuous force trajectories that do not 

change suddenly nor oscillate at a higher frequency. In fact, this behavior illustrates that the controller has learned an effective 

policy of how to better modulate force in a way where energy can be efficiently extracted from the body to get it moving, 
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whilst ensuring that mechanical stress due to forces applied on system components is minimized. The quantified effects of 

these truncated and more smooth force profiles are in the Figure 5(b), which indicates the cumulative damage time history 

for that scenario. As Fatigue damage is an important parameter for assessing long term performance of WECS given that 

cyclic loading over time can lead to material degradation, crack nucleation and eventual structural failure. Simulation results 

indicated that the PI-controlled system accumulates fatigue damage at the highest rate, achieving the maximum cumulative 

value during simulation. The results indicate that the MPC method outperforms the AMPC methods, characterised by a 

slower rate of accumulation of damage as full mitigation from extreme loads is achieved. In opposition, the proposed RL-

based controller shows maximum improvement with a much slower growing fatigue damage accumulation over any time 

horizon. This decrease in the fatigue damage is a direct result of the ability of the RL controller to suppress high-amplitude 

load cycles and reduce stress variability. The controller achieves this by significantly reducing both the amplitude of applied 

forces and the oscillatory transitions, which in turn reduces both monotonic and cumulative damaging stress cycles, the two 

main drivers of fatigue failure. The edge in cumulative damage provided by the RL-based method over traditional approaches 

means substantially longer component life, reduced maintenance intervals and lower operational costs. Our second test here 

is to observe the kind of consistency in performance of an RL controller over time itself. Unlike PI and MPC controllers, 

which show periods of rapid damage accumulation during high-force events, the RL-based approach ensures a more uniform 

and controlled progression of the system failure. This is suggestive of enhanced durability not just during transient load 

responses but also in quasi-static mechanics. Figure 5 clearly shows that the RL-based adaptive control framework is 

advancing the structural load and fatigue performance. The controller, which can reduce both peak loads and cumulative 

fatigue damage together, improves the durability and reliability of WEC systems suitable for long-term deployment in harsh 

and unpredictable marine environments. These results highlight the need for using reliability-oriented metrics, e.g., fatigue 

damage in control design and reveal another benefit of data-driven, adaptive control methods over classical approaches. 

 

.  
Fig. 5. (a) Instantaneous PTO force profiles under irregular sea states for PI, MPC, and the proposed RL-based controller, illustrating 

reduced peak loads and smoother force dynamics. (b) Cumulative fatigue damage comparison, showing significantly lower damage 

accumulation for the proposed method. The reduced cyclic loading translates into enhanced structural lifespan and improved system 

reliability compared to conventional control strategies. 

 

The influence of a sudden change in sea state on the wave energy converter (WEC) system and its transient response 

characteristics is demonstrated, which clearly allows for a direct comparison between the dynamic adaptation capabilities of 

PI control, model predictive control (MPC), and proposed reinforcement-learning (RL)-based controller as shown in figure 
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6. This shows the response of the system normalized to 0 by a wave cycle and helps with seeing both convergence behavior, 

oscillatory dynamics, as well as stabilization time. As shown in Fig. 6, the RL-based controller proposed shows the best 

transient response in terms of both speed and stability compared to all assessed methods. After the sudden disturbance, the 

RL controlled system reaches steady-state operation again within about 6–8 wave cycles achieving significantly better 

performance compared to the MPC system which takes on average around 10–14 cycles for stabilization. On the other hand, 

in the case of PI-control system with it is oscillatory response persists for longer time with slow decay of transient dynamics 

and delayed convergence to steady-state conditions. These results illustrate the fundamental limitations of traditional control 

policies in response to rapid changes in environmental conditions. Compared with the baseline PID controller, the RL-based 

one is superior thanks to its adaptive, model-free learning features and real-time adjustment of control policies via observing 

system behaviors instead of predefined models or fixed tuning parameters. At the same instant right after the tremor, RL 

agent adjusts the PTO control actions to oppose the variation of wave stimulus thus suppressing oscillations and steering the 

framework in direction of a brand new operating equilibrium. Thus, the response becomes smoother with lower overshoot 

and minimal residual oscillations. By contrast, the MPC controller itself adapts slower than PI control due to its reliance on 

finite-horizon predictions and model execution. It can have long settling time and overnight oscillatory behavior because the 

model is not robust in case of sudden changes in sea-state specially considering the prediction errors. In this case, the PI 

controller performs the worst since it uses static gain parameters that do not adapt to changes in load conditions and are 

deterministic, without any predictive capabilities. As a result, the system has difficulty damping oscillations with high gains, 

causing persistent overshooting of the steady-state value. Another important observation from Fig. Damping behaviour of 

three control strategies. From this figure, we can see that the RL-based controller has a larger effective damping ratio (the 

oscillations decay quicker while converging to the steady-state response in the smooth manner). This dampened behaviour 

is essential for system stability and to avoid excessive mechanical stress during transients. The PI controller exhibits 

underdamped dynamics, whereas only moderate damping performance is achieved with the MPC controller. On the other 

hand, acceleration behavior must be adapted for practical purposes to obtain maximized energy capture abilities and reliable 

operation in very variable ocean states. Increased transient response reduces the time in unsteady operation, and hence 

enables the WEC system to adapt rapidly toward efficient energy capture. Further, less oscillations will definitely cause 

lesser loading mechanically and can also lead to better structural integrity. In summary, the results published in Fig. 6 support 

that our proposed RL-based adaptive control framework could let the system return to nominal behavior smoothly with better 

global dynamic adaptation yet being rapid to stabilize, robust under parameters rapidly-changed environment even generated 

by itself, and with higher damping ability for a transient process (i.e., not over-oscillate around new steady-state). These 

features are key to the use of WEC systems in very dynamic and unpredictable oceans, highlighting the benefits of RL versus 

traditional control strategies. 

 

 
Fig. 6. Transient response comparison under sudden sea-state changes, showing normalized system response versus wave cycles for PI 

control, MPC, and the proposed RL-based controller. The RL-based method achieves faster stabilization within 6–8 cycles, compared to 

10–14 cycles for MPC, while PI control exhibits prolonged oscillations, demonstrating the superior adaptability and dynamic response 

of the proposed framework. 

 

Results from the simulation show a clear advantage of reinforcement learning-based adaptive control framework 

compared to classical control strategies in all analyzed metrics. The framework was originally created to leverage the 

strengths of model-free learning and adaptive control, bringing together reinforced learning with dynamic programming 

using non-linear robustness features in order to bypass the challenges associated problems related to running real-time 

optimization techniques based on static models of system performance (such as one dimension typically used). In contrast to 

conventional controllers based on static model predictive control approaches or pre-set tuning, the proposed framework 

learns the control policies directly from interaction with the environment, finding solutions that are oblivious to nonlinear 

dynamics and (bounded) stochastic disturbances, whilst adapting smoothly both in time and space. One important result of 
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this study is that the RL-based controller withstands uncertainty. Through uncertainty-aware learning mechanisms, such as 

stochastic state representations and multi-objective reward shaping, we maintain effective performance despite model 

inaccuracies, environmental variability, and measurement noise. This ability to estimate sometimes many degrees of freedom 

is particularly important for real WEC implementations, which are typically uncertain due to the often-unpredictability of 

accurate hydrodynamic models. That demonstrates the practical applicability and robustness of the approach in enabling a 

sustained reliable operation even under such intolerable conditions. Beyond performance benefits, the framework also 

presents several practical advantages related to system reliability and longevity. The measured reduction in structural loads, 

peak PTO forces and constraint violations shows that the controller is helping to reduce mechanical stress and prevent over- 

or under-operating conditions. Not only does this increase operational safety but also help in prolonging the life span of some 

critical WEC components, minimizing maintenance requirements and overall lifecycle costs. This is a fundamental 

requirement for making substantial progress on the economic viability of different wave energy technologies. In terms of 

computational cost, the proposed method is suitable for real-time applications. After a training period, the reinforcement 

learning agent is able to made control decisions using a simple neural network inference step — requiring no heavy 

computations like an optimization based approach (like MPC) which must solve a complicated numerical problem at each 

time pu. Such efficiency allows the framework to address deeply embedded control systems and real-world deployment. In 

a wider context, these findings have the potential to support the further development of wave energy systems and integration 

into offshore renewable energy as a whole. This proposed framework can be applied in such applications as grid-connected 

wave energy farms, hybrid renewable system with a combination of wave, wind and solar energy sources units, autonomous 

offshore platforms or any type of remote island community/energy solutions. In addition, the incorporation of digital twin 

models and scaling up to multi-agent reinforcement learning frameworks provide strategic paths towards collective control 

of WEC fleets that can substantially increase aggregate energy generating capacity and system performance. The results 

presented above confirm that the proposed RL-based adaptive control framework is a complete solution to the long-standing 

difficulties with WEC control. This framework combines multiple objectives including energy maximization, robustness to 

uncertainty, adaptability, and efficiency in the underlying computation, which supports reinforcement learning as a 

compelling next-generation control strategy for use in national infrastructures that convert wave energy into controllable 

large-scale electrical power amidst highly complex and uncertain marine environments. 

 

IV.CONCLUSIONS 

In this paper, we proposed a novel reinforcement learning (RL)-based adaptive control optimization framework 

towards real-time control and energy maximization of wave energy converters (WECs) in the presence of hydrodynamic and 

environmental uncertainties. The proposed approach also tackles major drawbacks of classic model based and adaptive 

control strategies by employing a data-driven, model free learning paradigm that continuously updates its controllers to 

respond to stochastically varying ocean conditions, with no need for precise system dynamics or estimating incoming waves. 

The developed framework combines deep reinforcement learning with uncertainty-aware state representation, bi-objective 

reward design and adaptive control of the PTO system. Such integration allows the controller to dynamically enhance energy 

capture in conjunction with satisfying operational constraints and mitigating structural stress. Simulation results in terms of 

regular waves, irregular spectra, as well as uncertainty scenarios indicated the superiority over conventional control strategies 

including PI control, model predictive control (MPC) and extremum-seeking control. 

From a quantitative perspective, the proposed framework led to significant gains in absorbed energy, efficiency and 

system stability. In particular, it provided as much as 29% more energy capture than baseline controllers with lower power 

variability and constrained violations while maintaining peak PTO forces. In addition, the controller was proven robust to 

hydrodynamic uncertainties and measurement noise with performance maintained within ±20% parametric uncertainty and 

stochastic disturbances. Reinforcement learning model excels in rapidly adapting to changing sea states and stabilising 

system response within a few wave cycles which is characteristic of nonlinear, time-varying marine environment. In addition 

to performance gains, the proposed approach provides practical benefits in both efficiency and real-time applicability. 

Compared to traditional optimization-based approaches that generally require iterative numerical solutions, once the RL 

agent is trained online control decisions are superfast via inference, thus making it suitable for deployment on embedded 

systems. Other elements are the integration of safety constraints and multi-objective optimization to ensure reliable and 

sustainable operations which are of utmost importance for long-term WEC ferments. 

Future research directions are to extend the framework at the multi-device, and array-level optimization 

(coordinating control of multiple WECs), and increase energy capture with improved grid integration. Integration of digital 

twin models and online learning powered mechanisms; that can enable adaptability, continuous incremental performance 

improvement when deployed in real world. Also, experimental validation and hardware-in-the-loop testing are essential for 

the translation from simulation into practice. In summary, the developed framework for adaptive control based on 

reinforcement learning is a promising step forward in WEC technology control. 
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