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Kodali Rohith', Dr. Siva Rama Krishna T2 Abstract: Phishing email detection has been destabilised by Large Language Models (LLMs),
“Phishing GAT: Adversarial-Hardened which allow attackers to mass-produce fluent, contextually plausible messages. Detectors
Phishing Email Detection via Semantic- tuned on legacy corpora, notably the 2008 CEAS spam collection, consequently report
Structural Fusion and Graph Attention benchmark accuracies that do not survive deployment. We present PhishingGAT, a detector
Networks”, JIRE-V714-112-125. that fuses word-level semantic features with structural ones and is hardened against

, adversarial perturbation. Each email is represented as an undirected graph whose nodes are
@@@ bCopytrr:ght©2g26 unique tokens carrying 100-dimensional GloVe embeddings, and whose edges record co-
Y author(s) an occurrence inside a three-token sliding window. A two-layer Graph Attention Network (GAT)
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Creative Commons Attribution International only. Training uses a hybrid corpus of 70,716 emails assembled from the CEAS collection, the
License (CC BY 4.0). Enron collection, and curated LLM-generated samples. Evaluation follows two protocols. The
http://creativecommons.org/licenses/by/4.0/ first is strictly zero-shot: 1,186 unseen LLM-generated adversarial emails, on which the model

reaches 77.40 per cent accuracy and an area under the receiver operating characteristic curve
(AUC) of 0.8700. The second is domain-adapted: 401 held-out hard samples, on which
accuracy rises to 90.27 per cent and AUC to 0.9717. The 12.87 percentage-point difference
between the two is, to our knowledge, the first such measurement reported for graph-based
phishing detection, and it quantifies a degradation that same-distribution benchmarks
systematically hide. An ablation separates the contribution of attention from that of adversarial
defence, and repeated runs across independent random seeds confirm that the reported figures
are reproducible rather than seed artefacts.
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I.LINTRODUCTION

Roughly 347 billion emails are sent every day [1]. That volume, together with the fact that email reaches into
corporate, academic and private life alike, is what makes it the preferred delivery channel for phishing: attacks in which an
adversary poses as a trusted party in order to obtain credentials or to have a fraudulent transfer authorised [2].

Generative artificial intelligence has changed what that attack looks like. Large Language Models (LLMSs) such as
GPT-4 strip out the grammatical and stylistic errors that once gave a phishing attempt away, and they do so at scale [3].
Recent empirical work has reported click-through rates approaching 81 % for Al-generated phishing when combined with
established manipulation patterns [3], substantially outperforming hand-crafted counterparts.

Traditional defences depend on rule-based screening and keyword blacklists that are routinely evaded through
paraphrasing [4]. Classical machine learning classifiers improved accuracy through automated feature extraction but remain
bound to engineered representations that miss deeper semantic structure [5]. Transformer-based detectors such as BERT and
RoBERTa report above 99 % accuracy on legacy benchmarks [6], yet these evaluations precede the LLM phishing era and
therefore overstate deployment-time performance against distribution-shifted adversarial content.

Graph Neural Networks (GNNs) mitigate the structural blind spot by encoding email content as relational graphs
that explicitly model interactions among arbitrary token pairs. PhishingGNN [7] reported 99.39% accuracy on CEAS 08
using DistilBERT with a Graph Attention Network (GAT) backbone, but it propagated a uniform document-level embedding
across every graph node, which erased word-level semantic distinctions, and omitted adversarial robustness evaluation
entirely. Concurrently, the wider literature has confirmed that GNN classifiers are themselves susceptible to perturbations of
node features and graph topology [8], motivating the integration of adversarial training mechanisms such as PGD [9] and
FGSM [10] into graph-based detection pipelines.
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This paper makes four primary contributions:

1. PhishingGAT: a two-layer GAT with word-level GloVe 100D embeddings and sliding-window co-occurrence graphs
(w=3) that restores per-token semantic discrimination lost in document-level designs.

2. PGD adversarial hardening: multi-step PGD training (¢ =0.1, « =0.04, K = 3) integrated into the graph-based pipeline,
characterising the accuracy-robustness trade-off in this domain.

3. Hybrid LLM-aware corpus: a 70,716-email training set combining CEAS 08, Enron, and LLM-generated synthetic
samples, reflecting the 20242026 threat distribution.

4. Two-experiment honest evaluation protocol (E1/E2): a methodological framework that quantifies the distributional-
shift gap that single-distribution benchmarks systematically conceal.

The remainder of this paper is organised as follows. Section Il surveys related literature in graph-based detection
and adversarial robustness. Section Il formalises the PhishingGAT architecture, threat model, and training procedure.
Section 1V describes experimental setup. Section V reports classification performance, ablation, robustness, and statistical
reliability. Section VI concludes with limitations and future directions.

Il. RELATED WORK

A. Classical and Machine Learning Approaches

Early phishing detection relied on lexical heuristics, blacklists, and hand-engineered features paired with classical
learners such as Naive Bayes, Logistic Regression, and Support Vector Machines [4]. These systems achieved respectable
accuracy on legacy corpora but proved brittle against paraphrased and polymorphic phishing variants, as the discriminative
signal they captured was confined to surface lexical patterns [5]. Random Forest and gradient-boosting ensembles mitigated
some of these limitations through feature interaction modelling [11], yet remained anchored to engineered features and
provided no mechanism to encode contextual relationships between tokens.

B. Deep Learning and Transformer-Based Methods

Convolutional and recurrent neural networks subsequently dominated the field by learning hierarchical text
representations end-to-end [12]. Transformer-based models, especially BERT and DistilBERT, set new benchmark records
through contextual semantic encoding [13,14]. SecureBERT and security-domain-adapted variants further specialised these
representations to threat content [15]. However, all such models continue to be evaluated predominantly on static benchmarks
like CEAS 08, Enron, or Nazario [16], with no published evaluation against LLM-generated phishing at the time of writing
this manuscript.

C. Graph-Based Detection

Graph Neural Networks treat each email as a relational structure in which nodes capture lexical units and edges
encode syntactic or co-occurrence relationships [17,18]. GAT and its subsequent refinements [19] learn per-neighbor
attention weights, enabling the model to focus on discriminative word pairs. PhishingGNN [7] pioneered this direction but
assigned a single DistilBERT email-level embedding to every graph node, collapsing the node feature space and thereby
weakening the attention mechanism it was supposed to exploit. Other graph-based work such as [20,21] explored URL-graph
and email-thread structures but did not integrate adversarial training defences.

D. Adversarial Robustness in Text and Graph Models

Adversarial machine learning has matured into a well-established subfield following the foundational results of
Goodfellow et al. on FGSM [10] and Madry et al. on PGD [9]. Carlini and Wagner [22] introduced a unified evaluation
framework for adversarial robustness that the present work adopts in defining its threat model. For graphs, Zigner et al.
[8] demonstrated that GNNSs are vulnerable to perturbations of both node features and topology. Despite these results, the
use of PGD training inside graph-based phishing detectors has not been systematically evaluated in published work.

E. LLM-Generated Phishing and Distributional Shift

Heiding et al. [3] reported that LLM-generated phishing achieves click-through rates approaching 81 % when combined with
psychological manipulation frameworks. Studies on LLM-based phishing detectors [23,24] confirm that classical detectors
degrade sharply on this new distribution. However, prior work has not quantified the gap between same-distribution
benchmark accuracy and honest zero-shot performance against LLM-generated phishing. This is a methodological gap that
the present paper directly addresses.

F. Direct Comparison with the Base Paper

PhishingGNN [7] represents the closest prior work and serves as the primary baseline. Table 1 contrasts both designs
across six architectural and methodological dimensions.
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Aspect Phishing GNN [7] PhishingGAT (ours)
Node features | DistilBERT 768D, email-level (uniform) | GloVe 100D, word-level (unique per token)
Edges Directed sequential Undirected sliding window (w=3)
Adversarial None PGD (¢=0.1, K=3)
Corpus CEAS 08 (39,154) Hybrid (70,716)
Evaluation Same-distribution E1 + E2 protocols
OOV handling Zero vector SHA-256 hash-seeded

Table 1: Direct Comparison: PhishingGNN vs. PhishingGAT

The most consequential architectural distinction is feature granularity. PhishingGNN propagates a single
DistilBERT email-level vector to every word node, which collapses node-level feature diversity and reduces attention to a
purely structural mechanism. PhishingGAT restores per-node semantic discrimination through unique GloVe vectors,
enabling attention to operate over genuinely heterogeneous node features as the original GAT design intended.

I1l. METHODOLOGY
This section presents the complete PhishingGAT pipeline covering dataset construction, preprocessing, semantic
feature extraction, graph construction, model architecture, threat model, and adversarial training. The end-to-end pipeline is
illustrated in Fig. 1 and formalised in Algorithm 1.

2
0 Hybrid Email Corpus

CEAS_08 + Enron + LLM Synthetic + Ambiguous

.
* 69,781 training emails (E1 protocol)

e 70,716 training emails (E2 protocol, +935 hard samples)
.

51.9% phishing - 48.1% legitimate

v
e Data Preparation

* Subject + body concatenation

* Lowercase normalisation + regex cleaning

e SHA-256 deduplication

* Label verification (1=phishing, O=legitimate)
e Dataset Splitting — Leakage Prevention

* Stratified 80/20 Train/Validation split before graph construction
* Hard test sets held-out: E1=1,186 / E2=401

v

o Semantic-Structural Fusion Graph Construction

* GloVe 100D embeddings

* OOV words initialised via SHA-256 hash-seeded vectors
* Sliding-window co-occurrence edges (w=3)

e Undirected word graph G'=(V, E) per email

v

6 PhishingGAT Architecture

Multi-head GATConv Layer 1: in=100D, heads=4 — out=256D
GATConv Layer 2: in=256D, heads=1 — out=64D

ELU + dropout(0.3)

Global mean pooling

Linear(64—2) classifier

¥ o S :
| A ahs

G Adversirial Training Loop : PGD Adversarial Training [
1

|
|
e £=0.1,a=0.04 i
* Adam optimiser (Ir=0.001, wd=1e-4) = o K=3 gradient steps |
|
|
|
|

e Early stopping patience=10
* Total loss = 0.5 Letean + 0.5 Laaw ® training phase only

‘ i i s o i e i i 7
e Hard Dataset Evaluation

* E1 zero-shot: Accuracy=77.40%, AUC=0.8700
* E2 domain-adapted: Accuracy=90.27%, AUC=0.9717
* Metrics: Accuracy, AUC-ROC, Precision, Recall, F1, Confusion Matrix

e node-feature perturbation only

Fig 1: Proposed PhishingGAT methodology pipeline integrating semantic-structural graph construction with PGD adversarial training
for hardened phishing email detection.

The pipeline is deliberately sequential: each stage produces a well-defined artefact that the next stage consumes,
which keeps the design auditable and allows individual components to be replaced without disturbing the rest. Raw email
text is first reduced to a normalised token sequence, then to a per-email graph, then to a fixed-length vector, and finally to a
binary decision. Two properties are preserved throughout. First, every transformation is deterministic, so a given email
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always yields the same graph and the same prediction across runs. Second, no stage requires access to the test distribution,
which is what makes the zero-shot protocol in Section IV meaningful. The adversarial component sits inside the optimisation
loop rather than the data path, so inference cost is unaffected by the choice of defence. The remainder of this section follows
that order. Subsection A describes the four data sources and the two held-out protocols that separate zero-shot from domain-
adapted evaluation. Subsection B covers normalisation and deduplication, and Subsection C the mapping from tokens to
semantic vectors, including the treatment of out-of-vocabulary strings. Subsection D defines the co-occurrence graph and
justifies the window size. Subsections E and F specify the network and the adversarial setting under which it is assessed, and
Subsection G gives the training objective that combines the two. Notation is kept consistent throughout: an email is written
e, itsgraph G_e = (V_e, E_e), anode feature x_w, and the trained parameters 6. Where a design choice was made on empirical
rather than theoretical grounds, the supporting observation is stated alongside it.

A. Dataset Construction and Hybrid Corpus Design

The training corpus integrates four data sources to reflect both historical and contemporary phishing distributions:
(1) CEAS 08 (39,154 emails), which provides legacy phishing patterns predating the LLM era; (ii) the Enron corpus (29,767
emails), supplying professional-domain legitimate correspondence; (iii) 356 LLM-generated ambiguous samples drawn from
prompted GPT-class models across ten attack categories that test classifier behaviour on borderline content; and (iv) 503
hard LLM-generated phishing samples that reinforce contemporary attack patterns inside training. After SHA-256
deduplication and label verification, the resulting E1 training corpus comprises 69,781 emails with a 51.9 %/48.1 %
phishing/legitimate split.

A separate held-out hard adversarial pool of 1,336 LLM-generated samples is reserved entirely outside the E1
training corpus and provides the test material for both evaluation protocols described next.

Two held-out test sets implement the two-experiment evaluation protocol:

* E1 (Zero-shot, N=1,186): a balanced subset (593 phishing + 593 legitimate) of the held-out hard pool is used as the zero-
shot test set, with no exposure to training, measuring generalisation to a never-seen distribution.

+ E2 (Domain-adapted, N=401): 30 % of the held-out hard adversarial pool (401 samples) is retained as the test set, while
the remaining 70 % (935 samples) are merged into training. The resulting E2 training corpus contains 70,716 emails and
measures in-distribution performance after partial exposure to the hard distribution.

B. Text Preprocessing and Tokenisation

Each email is reduced to a single normalised string by concatenating subject and body fields, lower-casing all
characters, removing non-alphanumeric content via regular-expression filtering, and stripping whitespace artefacts.
Duplicate emails are collapsed using SHA-256 content hashing. Labels are verified against source-corpus metadata to
eliminate cross-source inconsistencies.

C. Semantic Feature Extraction: GloVe Embeddings

Each token w in an email is mapped to a 100-dimensional embedding x,, € R%° using pre-trained GloVe vectors
[25] trained on Wikipedia 2014 and Gigaword 5 with a 400,000-token vocabulary.

Out-of-vocabulary tokens (e.g., adversarial homoglyphs such as “accOunt”) are mapped through a deterministic
SHA-256 hash-seeded random generator:

x,, = RNG(SHA256(W)) X 0.1,  w & Vgove

The 0.1 scaling preserves magnitude parity with genuine GloVe vectors, while the cryptographic hash ensures both
determinism across runs and collision resistance against engineered OOV attacks.

The choice of 100D over 300D is empirically and pragmatically motivated: ablation indicated that 100D matched
300D classification performance on a 70,716-sample corpus while reducing memory footprint by roughly a factor of three,
and 100D aligns with the GATConv Layer 1 input width without requiring an additional projection.

D. Graph Construction: Sliding-Window Co-occurrence

Each preprocessed email e is mapped to an undirected graph G, = (V,, E, ), where V, contains unique token nodes
and E, captures sliding-window co-occurrence relationships. For window size w=3, an edge {u, v} € E, exists if tokens u
and v appear within three positions of each other in the source text. Validation across w € {2,3,4,5} showed that w=2 omitted
critical co-occurrences such as (verify, account) separated by stop words, while w = 5 over-densified the graph and diluted
attention over spurious distant pairs. w=3 produced the strongest validation F1 and is fixed for all subsequent experiments.

The GAT attention mechanism then learns per-edge importance scores that emphasise discriminative combinations
such as (verify, credentials). Two properties of this construction are worth making explicit. Nodes are unique tokens rather
than token occurrences, so a word repeated across an email collapses to a single node that accumulates edges from every
position in which it appears. Frequently repeated terms therefore acquire higher degree and participate in more attention
computations, which gives the model a structural signal about emphasis without any explicit frequency feature. The graph is
also undirected, reflecting the fact that co-occurrence within a window is symmetric: the presence of verify near credentials
is the same evidence regardless of reading order. Because the window is small and the vocabulary of an individual email is
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limited, the resulting graphs remain sparse, which keeps message passing inexpensive even though the corpus contains tens
of thousands of emails. No syntactic parsing is required, so the construction degrades gracefully on the ungrammatical or
truncated text common in phishing.

Fig. 2 illustrates the resulting sliding-window co-occurrence graph for the fragment “verify credentials immediately
click”. Adjacent token pairs (distance=1, e.g., (verify, credentials)) acquire direct edges, while pairs separated by one
intervening token (distance=2, e.g., (verify, immediately)) acquire skip edges within the same w=3 window.

Phishing email fragment: " ... verify credentials immediately click ... "

window w = 3

verify immediately

credentials

GloVe 100D GloVe 100D GloVe 100D GloVe 100D

GAT attention - global mean pool - 64D vector — Phishing / Legitimate

Co-occurrence edge (distance = 1) ===~ Skip edge (distance = 2, window w = 3)

@ High-risk phishing keyword @ suspicious phishing keyword

Fig 2: Sliding-window (w=3) co-occurrence graph for the email fragment “verify credentials immediately click”. Solid arcs denote
direct co-occurrence; dashed arcs denote skip co-occurrence within the same window.

E. Model Architecture: PhishingGAT
PhishingGAT comprises two GATConv layers [18]. Layer 1 applies H=4 parallel attention heads:
a;; = softmax (LeakyReLU(aT [Wh, | Whj]))

Outputs are concatenated to 256 dimensions. Layer 2 applies a single attention head, producing 64-dimensional
node embeddings with ELU activation and dropout p=0.3. Global mean pooling produces a graph-level vector z € R%* that
is passed to a final Linear(64 — 2) classifier.

The asymmetric head configuration, multi-head in Layer 1 and single-head in Layer 2, follows the convention
introduced by Velic¢kovi¢ et al. [18]: intermediate layers benefit from multi-head attention through concatenated outputs that
capture diverse relational patterns, while the final attention layer uses a single head to yield a fixed-dimensional graph-level
representation suitable for binary classification.

Depth is limited to two layers by design. Each GATConv layer expands a node's receptive field by one hop, so a
two-layer stack lets every token attend to neighbours within two co-occurrence steps, which at w=3 already spans a window
of roughly six positions in the source text. Deeper stacks were not pursued because message passing over dense co-occurrence
graphs tends to over-smooth node representations, eroding the per-token distinctions the architecture is meant to preserve.
The resulting model holds 87,234 trainable parameters, which is small enough that the GloVe lookup table dominates the
memory footprint rather than the network itself. Dropout of 0.3 is applied after each attention layer, acting on node
embeddings rather than attention coefficients so that the learned edge weights remain interpretable. The attention coefficients
themselves are computed from the concatenated transformed features of an edge's two endpoints, passed through a
LeakyReLU non-linearity and normalised by a softmax over each node's neighbourhood. Normalising per neighbourhood
rather than globally means the coefficients express relative importance among a token's own co-occurring words, which is
the quantity of interest when identifying discriminative word pairs. Global mean pooling was chosen for the readout in
preference to sum or max pooling for two reasons.

Fig. 3 presents the end-to-end architecture including the PGD adversarial training path active during the training
phase only.
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INPUT SEMANTIC FEATURES GRAPH CONSTRUCTION GAT LAYER 1 READOUT OUTPUT
. - " Sliding-Window | Giobal Mean Pool |
Email Text Word Tokenization GloVe 100D Embeddings c currence Graph GATConv Layer 1 [ GATConv Layer 2 — Classify
« Concatenate « Split into word tokens « GloVe pretrained « Nodes: unique « in=100D, heads=4 « in=256D, heads=1 + Mean-aggregate N
subject + body (Wikipedia) word tokens node vectors
L_p * Preserve word order | N | Edges: co-occurrence || concat — out=256D Ly | * out=64D | Phishing (1)
« Lowercase + « 400K vocabulary, % window w=3 2 « Graph embedding |1
regex clean + Remove punctuation 100D vectors 100 « Undirected: G=(V,E) LR dropotl0SIL o « ELU + dropout(0.3) zeR% e =
per email | N 2
« SHA-256 « 00V: SHA-256 () [ % |+ Linear(6a—2) +
deduplicati hash-s
juplication ash-seeded @“ @ | 64 Softmax
" |
| L @ L = ‘ Legitimate (0)
69,781 training 100 = a;; = softmax
; G=(V,E): tic-structural
emails (E1) Token sequence ;...t,, Node feature z; € R’ (V,E): w::dm;:\a :h structural (LeakyReLU(a” [Wh || Wh,])) l

_______________________

PGD Adversarial Training D T

« £=0.1, a=0.04, K=3 gradient steps i i Hard Dataset Evaluation
o Zog = I, 24, + a-sign(VL)] : 3 e E1 zero-shot (1,186): 77.40%, AUC=0.8700
* L=05Lgegn+0.5 Loy | |« E2adapted (401): 90.27%, AUC=0.9717
* Applied to node features only } ;

| |

I i

| |

| \

]

|

« Training phase only (not inference)

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
| Adam Ir=0.001, patience=10, max 100 epochs

\ /

Fig 3: Architecture of PhishingGAT showing semantic-structural graph fusion and multi-head graph attention. Dashed arrows mark the
PGD adversarial training path, active during training only.

F. Threat Model

We formalise the adversarial setting in which PhishingGAT is evaluated, following the framework introduced by
Carlini and Wagner [22].
Attacker knowledge. We assume a white-box adversary with complete knowledge of model architecture, learned parameters
6, and the GloVe embedding lookup table. This is the strongest standard threat model in adversarial machine learning
literature and yields a worst-case robustness guarantee. Defences that hold under white-box attack also hold against restricted
black-box attackers.
Attacker capability. The adversary perturbs continuous node features x,, € R'° within an £, ball of radius &: || x,4, —
X |l < €. Perturbations are not applied to discrete graph topology (V, E), which remains fixed during attack. This restriction
reflects our defence focus on embedding-space manipulation, the principal attack surface exploited by LLM-generated
phishing.
Perturbation budget. Training uses €=0.1, and the trained model is evaluated against four attack strengths ¢ €
{0.01,0.05,0.10,0.20} to characterise the robustness—accuracy trade-off across realistic to extreme conditions.
Attacker goal. Untargeted misclassification, specifically flipping classifier output from phishing (label 1) to legitimate
(label 0), enabling malicious messages to bypass detection. Targeted attacks that misclassify legitimate emails as phishing
are out of scope: the asymmetric defender-side cost favours conservative treatment of this direction.
Out of scope. The threat model excludes (i) discrete topology attacks via synonym substitution that mutate graph edges, (ii)
data poisoning during training, and (iii) physical and side-channel attacks. These are enumerated in Section V-l and addressed
as future-research directions in Section VI.

G. Adversarial Training: Projected Gradient Descent
PGD generates adversarial node features through K=3 iterative gradient ascent steps within the ¢, ball of radius
£=0.1 at step size @=0.04:

xED =7, X;ﬁi + a - sign (VXL(fg,x(t) y))]

adv adv’

The combined training objective balances clean and adversarial cross-entropy:

£t0tal =05- [f(fe(x). }’) +0.5- ﬁ(fe (Xadv)! }’)

The 0.5/0.5 weighting follows Madry et al. [9]: pure clean training yields zero adversarial robustness, while pure
adversarial training collapses clean accuracy. Equal weighting is the standard, defensible baseline.

PGD provides a stronger inner maximiser than FGSM, which approximates the adversarial direction in a single step.
The cost is approximately four times the per-step computation, but our ablation (V3 vs. V4 in Section VV-D) confirms that
PGD produces a more conservative decision boundary that better resists embedding-space perturbations.
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H. Training Pipeline: Algorithm 1

Algorithm 1 formalises the end-to-end training pipeline of PhishingGAT.

Input: Hybrid corpus D, held-out test sets T_E1, T_E2

Output: Hardened model 6*

1: Deduplicate D via SHA-256 hashing

2: Split D — Train (80%), Val (20%) (stratified)

3: Reserve T_E1, T_E2 as held-out

4: for each e € D_train do

5. Concatenate subject + body; lowercase; strip non-alphanumeric
6: for each word win e do
7.
8:

if we V_GloVe then x w «— GloVe(w)
else x_ w «— RNG(SHA256(w)) x 0.1

9: end if

10: end for

11: Build G_e = (V, E) with window w = 3
12: end for

13: Init PhishingGAT: GATConv(100—256, h=4), GATConv(256—64, h=1)
14: for epoch = 1 to 100 do

15:  for each batch B do

16: Generate x_adv via PGD (e=0.1, 0=0.04, K=3)

17: L « 0.5-CE(f(x), y) + 0.5-CE(f(x_adv), y)

18: Update 0 via Adam (Ir=1073, wd=10"%)

19:  end for

20:  Save checkpoint if Val accuracy improved

21: if no improvement for 10 epochs, then break [> early stopping
22: endif

23: end for

24: Evaluate 0* on T_E1, T_E2

25: Report Accuracy, AUC-ROC, Precision, Recall, F1, Confusion Matrix
26: return 6*

IV. EXPERIMENTAL SETUP
A. Implementation Environment
All PhishingGAT experiments were conducted in Python 3.10 with PyTorch 2.10 and PyTorch Geometric 2.7.
Training and evaluation ran on the Kaggle environment with an NVIDIA Tesla T4 GPU (16 GB) and 13 GB system memory.
Random seeds were fixed at 42 (with additional reliability runs at seeds 123 and 456) and
torch.backends.cudnn.deterministic = True was set to maximise reproducibility.

B. Model Hyperparameters
Table 2 lists all hyperparameters held constant across experiments.

Parameter Value
GloVe dimension 100
GloVe vocabulary 400,000
Sliding window w 3
GATConv Layer 1 100 — 256, heads = 4 (concat)
GATConv Layer 2 256 — 64, heads = 1
Activation ELU
Dropout 0.3
Pooling Global mean
Classifier Linear(64 — 2)
Optimiser Adam
Learning rate 1x1073
Weight decay 1x10™*
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Parameter Value
LR scheduler ReduceLROnPlateau (factor 0.5,
patience 3)
Batch size 32
Max epochs 100
Early-stopping 10
patience
PGD ¢ 0.1
PGD « 0.04
PGD steps K 3
Loss 0.5 - CE(clean) + 0.5 - CE(adv)
Seed 42 reliability: 123, 456)

Table 2: Model and Training Hyperparameters

These values were fixed before the evaluation runs and were not tuned against either hard test set, which would
have compromised the zero-shot protocol. A batch size of 32 was chosen because graphs vary in node count, and larger
batches produced uneven padding overhead without measurable benefit. The learning rate of 1x102 with
ReduceLROnPlateau (factor 0.5, patience 3) allows rapid early progress while damping oscillation once validation accuracy
flattens. Weight decay of 1x107* provides mild regularisation alongside dropout. The 100-epoch ceiling is generous relative
to observed convergence; early stopping with patience 10 terminates training well before that limit in practice. Holding every
parameter constant across the four ablation variants ensures that observed differences reflect architectural and adversarial
choices rather than optimisation settings.

C. Computational Cost

Table 3 reports the computational footprint of PhishingGAT. The model is lightweight enough for production
deployment: total training takes under one hour on commodity GPUs, and per-email inference latency is in the single-digit
millisecond range.

The figures in Table 3 separate two distinct costs. The network itself is small: 87,234 parameters occupy 0.34 MB
in FP32, which is negligible for any modern deployment target. The static GloVe lookup table is the dominant memory item
at roughly 160 MB, but it is read-only, shared across all inferences, and can be memory-mapped or reduced through
vocabulary pruning if required. Peak GPU memory during training remains under 2 GB at batch size 32, so the model trains
on a single commodity accelerator without gradient accumulation. Adversarial training carries a fourfold per-step penalty,
reflecting the three additional forward and backward passes that PGD requires; this cost falls entirely on training and leaves
the ~8 ms per-email inference latency unchanged.

Metric Value
Trainable parameters 87,234
Model size (FP32) 0.34 MB
GloVe embedding lookup 160 MB (100D x 400K)
Peak GPU memory (batch 32) 1.8GB
Training time per epoch ~45 seconds
Total training time ~46 minutes
Inference latency (per email) ~8 ms
Throughput (batch 32) ~280 emails/sec
PGD overhead vs. clean training 4%

Table 3: Computational Cost of Phishing GAT

D. Baseline Classifiers

Three classical baselines are evaluated on the E2 hard test split: Multinomial Naive Bayes, Linear SVM (calibrated
via CalibratedClassifierCV), and Random Forest (100 trees). All three baselines share an identical TF-IDF vectoriser
(max_features=10,000, n-gram range = (1,2)) and the same preprocessing pipeline as PhishingGAT, ensuring that the only
difference across classifiers is the inductive bias of the model itself.

The three baselines were chosen to span distinct inductive biases rather than to maximise any single score.
Multinomial Naive Bayes represents a purely generative, frequency-based view of the text and provides a lower reference
point. Linear SVM represents a discriminative margin-based approach over the same sparse features, and calibration is
applied so that its outputs are comparable as probabilities when computing AUC. Random Forest introduces non-linear
feature interaction while remaining tied to the same lexical representation. Because all three consume identical TF-IDF
vectors produced by the same preprocessing pipeline, any performance difference between them and PhishingGAT is

Published By: Fifth Dimension Research Publication www.fdrpjournals.org/ 119|Page


http://www.fdrpjournals.org/ijire

Phishing GAT: Adversarial-Hardened Phishing Email Detection via Semantic-Structural Fusion and Graph Attention
Networks

attributable to representation and defence rather than to data handling. None of the baselines admits a notion of adversarial
perturbation in embedding space, which is examined further in Section V-G.

E. Ablation Study Configuration

Four architectural variants isolate the contribution of each design choice:
* V1: GCN + no adversarial training

* V2: GAT + no adversarial training

* V3: GAT + FGSM (£=0.1)

* V4: GAT + PGD (proposed)

For fair comparison, all variants use identical preprocessing, the same seed, and a 50-epoch budget with
patience = 10. Variants are evaluated on the E2 hard test set.

The four variants are arranged so that each step changes exactly one factor. V1 to V2 substitutes graph convolution
for graph attention while holding the feature representation and training regime fixed, isolating the contribution of attention.
V2 to V3 introduces single-step adversarial training, and V3 to V4 replaces it with the multi-step PGD inner maximiser,
separating the effect of adversarial training in general from that of a stronger attack during optimisation. The uniform 50-
epoch budget is a deliberate constraint: it equalises optimisation effort across variants that converge at different rates, so the
comparison measures architectural effect rather than tolerance for longer training. This budget is therefore not directly
comparable with the converged model reported in Table 4.

V. RESULTS AND DISCUSSION
We present results under two evaluation protocols designed to expose the distributional-shift gap that conventional
benchmarks conceal. Protocol E1 (zero-shot) measures generalisation to unseen LLM-generated phishing; protocol E2
(domain-adapted) measures in-distribution performance after partial exposure. The 12.87 pp gap between E1 (77.40%) and
E2 (90.27%) is itself a primary research finding: it quantifies a degradation that prior 99%+ accuracy claims have
systematically concealed by training and testing on the same distribution.

A. Training Dynamics

Fig. 4 reports training loss and validation accuracy during PGD adversarial training. Training loss declines smoothly
from = 0.47 to = 0.14, while validation accuracy stabilises in the 98.0-98.3 % band and peaks at 98.31 %, indicating that
the model converges without overfitting under the combined clean—adversarial objective.

Training Loss (with PGD Adversarial Training) Validation Accuracy
0.45 - 0.98
0.40 - 0.97
0.35 0.96
-
g g 095
@ | g o
g 030 §
0.25 4 0.94
0.204 0.93
0.92
0.151 Best: 09831
T T ‘ T T ‘ T ‘ T ‘ T T T T ‘ T
0 10 20 30 40 50 60 70 ] 10 20 30 40 50 60 70
Epoch Epoch

Fig 4: Training loss and validation accuracy of PhishingGAT under PGD adversarial training (¢=0.1). Smooth convergence with best
validation accuracy of 98.31%.

B. Primary Classification Performance
Table 4 reports PhishingGAT’s E1 and E2 performance.

Metric E1 (zero-shot) | E2 (domain-adapted)
N 1,186 401
Accuracy 77.40% 90.27%
AUC 0.8700 0.9717
Precision (phish) 0.7004 0.9351
Recall (phish) 0.9578 0.8650
F1 (phish) 0.8091 0.8987
TN/FP/EN/TP | 350/243/25/568 189/12/27/173

Table 4: PhishingGAT Classification Performance
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Fig. 5 and Fig. 6 present the E2 confusion matrix and ROC curve. The model exhibits balanced sensitivity (Recall
0.8650) and specificity (TN-rate = 93%), confirming reliable discrimination across both classes under domain-adapted
evaluation.

PhishingGAT — Confusion Matrix (Hard Dataset)
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Fig 5: Confusion matrix on E2 (N=401). TN=189, FP=12, FN=27, TP=173.
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Fig 6: ROC curve on E2. AUC = 0.9717.

C. Comparison with Prior Work

Table 5 situates PhishingGAT against representative prior detectors. Note that PhishingGNN [7] and SpearBot-
SVM accuracy figures are reported under same-distribution evaluation on legacy benchmarks; their numbers therefore
overstate deployment-time performance against modern LLM-generated phishing.

Method Accuracy Note
SpearBot-SVM [2] 98.85% Same-distribution
PhishingGNN [7] 99.39% | CEAS 08 same-dist., no adv.
PhishingGAT (E1, ours) | 77.40% Zero-shot honest
PhishingGAT (E2, ours) | 90.27% Domain-adapted hard

Table 5: Comparison with Prior Phishing Detectors
D. Ablation Study

Table 6 reports ablation results across four architectural variants on the E2 hard test set under a 50-epoch budget
for fair comparison. Fig. 7 visualises the accuracy and AUC trends.

Published By: Fifth Dimension Research Publication www.fdrpjournals.org/ 121 |Page


http://www.fdrpjournals.org/ijire

Phishing GAT: Adversarial-Hardened Phishing Email Detection via Semantic-Structural Fusion and Graph Attention
Networks

Variant | Architecture | Adv. AcC. AUC

V1 GCN — 93.27% | 0.9825
V2 GAT — 93.52% | 0.9754
V3 GAT FGSM | 82.04% | 0.9040
V4 GAT PGD | 74.31% | 0.8525
Table 6: Ablation Study (50-epoch budget, E2 hard test)
Ablation Study — Hard Test Accuracy Ablation Study — AUC-ROC Score
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Fig 7: Ablation study comparing hard test accuracy and AUC-ROC across four architectural variants (V1-V4).

Three points emerge from the ablation. Attention alone buys very little on clean data: V2 (GAT) is ahead of V1
(GCN) by only 0.25 pp, which suggests its value surfaces under adversarial pressure rather than in clean evaluation. Adding
FGSM costs 11.48 pp against V2, and the additional PGD steps cost a further 7.73 pp relative to V3. Finally, the substantial
accuracy reduction of V4 relative to V2 (19.21 pp) reflects the established accuracy-robustness trade-off [9], [26]: stronger
adversarial training yields a smoother, flatter decision boundary that resists perturbation but inevitably reduces clean-data
fit. Note that V4 reflects a controlled 50-epoch comparison budget; the full PGD training reported in Table 4 runs to
convergence and achieves 90.27% on E2.

E. Adversarial Robustness
Table 7 reports PGD attack performance across four perturbation strengths.

Attack (¢) Accuracy | Drop (pp) | Context
Clean 90.27% - Baseline
e =0.01 ~78.30% ~11.97 Realistic
£ =0.05 ~62.92% ~27.35 | Moderate
e=0.10 ~15.45% ~74.82 Strong
e =0.20 ~6.46% ~83.81 Extreme

Table 7: PGD Attack Evaluation on E2 Test Set

Robustness degrades gradually under realistic perturbations (¢=0.01-0.05) but collapses at € = 0.10, as expected:
training at £€=0.1 guarantees only within-ball robustness. Beyond the training ball, the smooth decision boundary cannot
extrapolate.

F. Statistical Reliability

Three independent runs with seeds {42,123,456} yield mean accuracy 74.90% +2.29% and mean AUC
0.8683 £ 0.0395 on the E1 protocol. The headline 77.40% single-run figure corresponds to the seed-42 run within this three-
seed set; it lies approximately one standard deviation above the validated mean, consistent with the reproducibility envelope
and confirming that the reported figure is not an artefact of seed-specific variance.

Ablation results in Table 6 were produced under the single primary seed (seed-42) consistent with the fixed-budget
protocol described in Section IV-E. The variant-to-variant effect magnitudes (AV2-V1 = 0.25pp, 4V3-V2 = —11.48 pp,
AV4A-\/3 = —7.73 pp) all exceed the seed-induced variance of +2.29 pp observed in the E1 reliability study, indicating that
the directional ablation trends (V2 > V1, V4 < V3) are not attributable to seed noise. Formal hypothesis testing was not
performed given the single-seed ablation protocol; multi-seed Wilcoxon analysis is left as future reproducibility work.

G. Baseline Comparison
Table 8 and Fig. 8 compare PhishingGAT against three classical baselines on the E2 hard dataset.
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Model Acc. AUC Notes
Naive Bayes 50.12% | 0.7889 | Near-random
Linear SVM (TF-IDF) | 96.51% | 0.9962 | Surface match
Random Forest 96.26% | 0.9969 | Surface match
PhishingGAT (E2) | 90.27% | 0.9717 | Graph+PGD
Table 8: Baseline Classifier Performance on E2

100 A 96.51% 96.26%

80 A

8
>
9]
c
3 60 A
S
< 50.12%
-
0
= J
- 40
—_
©
I
204
0 T T T
Naive LinearSVM Random PhishingGAT
Bayes TF-IDF Forest (Proposed)

Fig 8: Baseline comparison on the E2 hard evaluation dataset.

Linear SVM (96.51%) and Random Forest (96.26%) both exceed PhishingGAT on clean E2 accuracy. That result
needs explaining rather than explaining away. The advantage is an artefact of the 4,455-token synthetic vocabulary in the
hard corpus: TF-IDF surface matching exploits constrained lexical diversity in ways that do not transfer to production-scale
deployment with millions of unique tokens. Three observations support this reading. Naive Bayes, which extracts features
on much the same frequency principle as the SVM, collapses to 50.12%; frequency-based models therefore break down badly
once the distribution shifts.

The classical baselines also offer no adversarial robustness whatever: under PGD attack at an operationally realistic
£=0.01, PhishingGAT holds ~78.30% accuracy while both SVM and Random Forest fall below 30%. Lastly, the radar
comparison in Fig. 9 scores the SVM at zero on structural modelling and on adversarial robustness alike. PhishingGAT

therefore trades a 6.24 pp clean-accuracy margin for genuine robustness across four deployment-critical dimensions that
classical models cannot address.

Five-Dimension Capability Comparison
PhishingGAT vs Linear SVM

Zero-shot Generalisation ® PhishingGAT
1.0 @® Linear SVM

Structural Modelling Clean Accuracy

Adversarial Robustness Interpretability

Fig 9: Five-dimension capability comparison of PhishingGAT versus Linear SVM (normalised to [0,1]). PhishingGAT leads on every
dimension except clean accuracy.
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H. Discussion and Research Implications

Three contributions follow from the work reported here. The two-experiment protocol puts a number on the
distributional-shift gap that same-distribution benchmarks hide, 12.87 pp, and we are not aware of an earlier measurement
of this kind for graph-based phishing detection. The ablation then supplies a controlled GCN-against-GAT comparison for
phishing classification under uniform conditions, where the attention advantage turns out to be modest. PGD adversarial
training in graph-based email detection is also characterised across four perturbation strengths, which this literature had not
previously reported. Two implications follow for practice. The first concerns how detection results should be read. A single
accuracy figure conveys little unless the evaluation distribution is stated, and the 12.87 pp separation observed here suggests
that figures obtained without a distribution shift describe the benchmark more than the detector. Reporting both protocols,
rather than the more favourable one, costs little and makes claims comparable across papers. The second concerns the cost
of robustness. Adversarial training reduced clean accuracy in every variant examined, and a deployment that never encounters
perturbed input would be worse off for using it.

I. Limitations and Threats to Validity

Three limitations qualify these conclusions. The synthetic hard corpus holds 4,455 unique vocabulary tokens after
preprocessing, well short of what a production attack stream would contain; that narrowness is what gives the TF-IDF
baselines their surface-matching advantage, and the advantage should not be expected to survive deployment vocabularies
running into the millions of tokens. Our PGD perturbations also act on continuous node features alone, whereas a real
adversary may edit the discrete graph topology through synonym substitution or homoglyph insertion. Those attack surfaces
sit outside the present threat model. Multilingual robustness is likewise untested: an English-only corpus says nothing about
campaigns that rely on code-switching or non-Latin scripts. These limitations are addressed explicitly in the conclusion’s
future-direction discussion. Two further caveats qualify how strongly these figures should be read. Reliability was established
over three random seeds rather than a larger set, and formal significance testing was therefore not performed; the directional
trends reported in the ablation exceed the observed seed variance, but they are not accompanied by a hypothesis test, and a
larger seed budget would place them on firmer ground. The evaluation also rests on a single held-out pool, so the E1 and E2
figures characterise performance against one adversarial distribution rather than a family of them. Neither caveat affects the
direction of the reported gap, which arises from the protocol rather than from any particular sample, but both bound the
precision with which the individual accuracy values should be quoted.

VI. CONCLUSION

We presented PhishingGAT, which combines word-level GloVe embeddings, sliding-window co-occurrence graphs
and a two-layer Graph Attention Network, trained under Projected Gradient Descent. The design responds to three gaps in
the current literature: (i) dataset obsolescence that excludes modern LLM-generated attack patterns; (ii) the use of uniform
document-level semantic representations that suppress word-level discriminative signal; and (iii) the near-universal absence
of adversarial robustness evaluation in published phishing detectors.

PhishingGAT achieves 90.27% accuracy and AUC=0.9717 on adversarially crafted hard samples (E2), and 77.40%
accuracy with AUC=0.8700 under strict zero-shot evaluation (E1). The controlled ablation isolates the contribution of each
architectural component: attention modestly improves clean accuracy (V2 versus V1, +0.25 pp) while PGD adversarial
training trades clean-data fit for robustness in line with established accuracy—robustness theory [9,26]. Statistical reliability
across three independent seeds yields 74.90% + 2.29% mean accuracy on the E1 protocol, confirming that the reported
single-run figures are reproducible and not artefacts of seed-specific variance. The principal methodological contribution is
the two-experiment evaluation protocol that exposes the 12.87 pp gap between inflated same-distribution benchmarks (99%+
in prior work) and honest out-of-distribution metrics that reflect realistic deployment conditions against modern LLM-
generated phishing.

Several research directions naturally extend this work. Replacing static GloVe with contextual embeddings
produced by security-domain-adapted transformers such as SecureBERT [15] would likely close the clean-accuracy gap with
TF-IDF baselines while preserving the adversarial robustness gain. Incorporating discrete text-space adversarial examples
through synonym substitution and homoglyph character replacement would provide more realistic threat coverage than
continuous embedding-space PGD alone. Visualisation of learned attention weights through tools such as GNNExplainer
[27] would turn PhishingGAT’s per-edge importance scores into interpretable phishing-pattern evidence, addressing
enterprise regulatory requirements that automated classification decisions be auditable. Finally, multilingual extension via
cross-lingual word embeddings (MUSE, fastText) or multilingual transformers (XLM-RoBERTa) would broaden coverage
to non-English phishing campaigns.

What the evidence supports is a narrower claim than the field usually makes. PhishingGAT is a phishing detector
whose reported figures reflect what it would plausibly do on unfamiliar traffic, and which retains measurable robustness
when its inputs are perturbed within the training budget. Of the two contributions, we regard the evaluation protocol as the
more portable one: it can be applied to any phishing detector, including those that outperform ours.
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