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Abstract: This paper inspects the time-domain and frequency-domain behavior of five types 

of simulated signals: sinusoidal, square, triangular, sawtooth, and chirp waves. The team built 
a dataset of 1,000 labelled samples, each mixed with different levels of additive white Gaussian 

noise. They extracted twelve carefully chosen features from every sample, covering things like 

root-mean-square amplitude, crest factor, spectral centroid, spectral roll-off, and zero-
crossing rate. Then, they tested three supervised classifiers—Random Forest, Gradient 

Boosting, and a Radial-Basis-Function Support Vector Machine—using five-fold cross-

validation. The SVM topped the charts, reaching a mean cross-validated accuracy of 99.60 ± 

0.37%, but all models scored above 97% accuracy, even with signal-to-noise ratios as low as 
10 dB. Principal Component Analysis shows that the different signal types are clearly 

separated in the 12-dimensional feature space. The results indicate that a small set of spectro-

statistical features is enough for robust signal classification, even across the noisy conditions 

typical in laboratory simulations. 
 

Key Words: signal classification, feature extraction, FFT, random forest, SVM, SNR analysis, 

waveform analysis. 

 

I.INTRODUCTION 
Simulated signals drive a wide range of experiments in communications engineering, fault diagnostics, biomedical 

devices, and control systems. Being able to identify and separate waveform shapes accurately is at the heart of any real-

world signal-processing pipeline, especially in noisy environments. There’s plenty of research on single waveform types, but 

it’s rare to find direct comparisons across different signal classes, all tested under the same, repeatable framework. 

The Data of Simulation Signal Experiments dataset (from Kaggle, thanks to contributor jiumingmao) brings together 

these waveforms in a systematic way, making it a strong benchmark for feature extraction and classification methods. In this 

work, I dig into this dataset with three goals: first, to profile each signal class using key time-domain and spectral statistics; 
second, to measure how different supervised learning models handle classification; and third, to test how robust these 

methods are when noise creeps in, focusing on the trade-off between accuracy and signal-to-noise ratio (SNR). 

 
II. DATASET AND SIGNAL GENERATION 

A. Signal Classes 
The dataset includes five standard waveform archetypes. For each class, I use a fundamental frequency chosen at 

random from 5 to 25 Hz. Each waveform is sampled at 1,000 Hz over one second, which gives 1,000 points per sample. To 

make the signals more realistic, I add white Gaussian noise—its standard deviation is randomly picked between 0.02 and 

0.20—to each waveform Sinusoidal waves offer pure harmonic oscillations, captured by s(t) = sin(2πft), and people rely on 

them as reference signals because they're clean and predictable. Square waves come as unit-amplitude pulses with a 50% 

duty cycle, and their Fourier spectra burst with odd harmonics. Triangular waves show a symmetric rise and fall, built from 

piecewise-linear segments, and they carry only odd harmonics—those harmonics fade with 1/k². Sawtooth waves ramp up 

asymmetrically, so they pack both odd and even harmonics together. Chirp signals sweep frequencies linearly, jumping 

between one and five times the fundamental, making them perfect for injecting non-stationary spectral features into a system. 

 

B. Dataset Composition 
The dataset includes 200 samples for each class, making 1,000 samples in total. I split the data 75/25 for training 

and held-out evaluation, keeping the class balance steady in both sets. Figure 1 shows example waveforms from every class. 
Figure 1. Representative waveforms for the five simulated signal classes. Each trace includes additive Gaussian 

noise. 
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Figure 1. Representative waveforms for the five simulated signal classes. Each trace includes additive Gaussian noise. 

 

III. METHODOLOGY 

A. Feature Extraction 
I calculated twelve features for each sample, dividing them into time-domain and spectral categories. For the time-

domain, there are eight features: arithmetic mean, standard deviation, RMS amplitude, peak absolute amplitude, crest factor 

(peak divided by RMS), excess kurtosis, skewness, and zero-crossing rate. These features capture the shape of the amplitude 
distribution and how densely the signal oscillates. 

For the frequency domain, I used four features: spectral centroid, spectral spread, spectral roll-off at the 85% energy 

threshold, and dominant frequency index. I pulled all of these from the single-sided FFT power spectrum using scipy.fft. 

 

B. Classifier Configuration 
Three classifiers come under evaluation here. First up, the Random Forest with 150 trees and the Gini impurity 

measure—this one leans on ensemble averaging, which helps cut down variance. The Gradient Boosting model uses 100 

estimators and a learning rate of 0.1, steadily ironing out residual errors, one step at a time. The RBF-SVM (C set to 5, 

gamma on ‘scale’) pushes features into a high-dimensional kernel space, making linear separation possible. Before fitting, I 

standardize all feature matrices, so they have zero mean and unit variance. 

 

C. Evaluation Protocol 
We use stratified 5-fold cross-validation to get primary performance estimates. A separate 25% holdout set gives us 

precision, recall, F1-score, and the confusion matrix. To check how robust the models are to different SNRs, we retrain and 

re-evaluate both Random Forest and SVM classifiers on synthetic datasets with twelve specific noise levels that cover SNR 

values from around 0 up to 34 dB. 

 

IV. RESULT AND DISCUSSION 

A. Spectral Analysis 
Figure 2 shows the normalized power spectral densities for one sample from each class. The sinusoidal spectrum 

stands out with a single sharp spike at the fundamental frequency, which shows it’s purely monochromatic. The square wave 

has a comb-like pattern made up of decreasing odd harmonics, each one smaller than the last. The triangle wave also has odd 

harmonics, but here, the amplitudes drop off faster, scaling as 1/k² instead of 1/k. This makes its spectrum much more band-

limited. With the sawtooth wave, you see both odd and even harmonics, and these fill out the spectrum more densely than 

the other periodic signals. The chirp is different—its energy spreads out across the entire sweep bandwidth, so it covers the 

broadest spectral range. That’s what marks it as non-stationary. 
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Figure 2. Single-sided FFT power spectra for each signal class. Note the distinct harmonic signatures enabling class discrimination. 

 

B. Descriptive Statistics 
Table 1 presents the per-class mean values for the four most discriminative features. The square wave stands out 

with the highest RMS (1.007), thanks to its constant amplitude. Both triangular and sawtooth waveforms have the same 

theoretical RMS (√(1/3) ≈ 0.577), which shifts to around 0.591 once noise is added. The chirp sets itself apart with a higher 

dominant frequency (35.99 Hz), showing where its frequency sweep centers. 

 

Signal Class Mean RMS Crest Factor Kurtosis 
Dom. Freq (Hz) 

ZCR 

Sinusoidal 0.718 1.816 -1.411 14.88 0.020 

Square 1.007 1.338 -1.942 14.97 0.018 

Triangular 0.591 2.110 -1.105 14.93 0.019 

Sawtooth 0.591 2.132 -1.094 14.77 0.021 

Chirp 0.718 1.805 -1.418 35.99 0.022 

Table 1. Mean descriptive statistics per signal class (n = 200 per class). ZCR = zero-crossing rate. 

 

C. Classifier Performance 
Table 2 shows how the three classifiers stack up in terms of 5-fold cross-validated accuracy. All models turn in high 

accuracy, which means the 12-feature representation really does a good job of capturing the differences between classes. The 

SVM stands out, hitting the top accuracy at 99.60% and showing the least variance—just 0.37%. That highlights why SVM 

works well for this kind of linearly separable problem (in kernel space). Gradient Boosting comes next at 98.20%, with 

Random Forest close behind at 97.40%. 

 

Classifier CV Accuracy (%) Std Dev (%) Precision / Recall 

Random Forest 97.40 1.88 0.97 / 0.97 

Gradient Boosting 98.20 1.17 0.98 / 0.98 

SVM (RBF) 99.60 0.37 0.99 / 0.99 

Table 2. Classifier benchmark — 5-fold stratified cross-validation. All models trained on standardised features. 
 

D. SNR Robustness 
Look at Figure 3, left side—you see how classifier accuracy shifts as SNR changes. With high SNRs, above 20 dB, 

both Random Forest and SVM just nail it—accuracy shoots past 99%. As the noise picks up, the drop isn't sudden. SVM still 

holds strong at 92% when SNR drops to around 6 dB, and Random Forest stays close behind at 88%. That kind of stability 

comes from using spectral features like centroid and roll-off. These features work by averaging across frequency bins, so 

random spikes of narrow-band noise don't throw them off much. 

On the right, there's the 12 by 12 Pearson correlation matrix. Patterns jump out: RMS, peak, and standard deviation 

all track closely, showing strong positive colinearity. Crest factor, on the other hand, pulls in the opposite direction from 

RMS, which lines up with what waveform morphology theory predicts. 
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Figure 3. Left: Classification accuracy vs SNR for Random Forest and SVM. Right: Pearson correlation matrix of the 12-

dimensional feature set 

 

E. PCA Feature-Space Analysis 
Figure 4 (left) shows the per-class confusion matrix for the 25% held-out dataset using the Random Forest, with an 

overall accuracy of 97%. Most of the confusion happens between triangular and sawtooth waveforms—no surprise since 

they have identical RMS values and similar crest factors. Distinguishing them depends mainly on spectral roll-off and ZCR. 

The right panel, with the PCA projection, backs this up: triangular and sawtooth clusters sit right next to each other, their 

convex hulls almost touching in PC-1/PC-2 space but not overlapping. Meanwhile, chirp, sinusoidal, and square waveforms 

end up in their own clusters, nicely separated from each other. 

Figure 4. Left: Confusion matrix for Random Forest on the 25 % held-out set (accuracy 97.0 %). Right: PCA projection onto the first two 

principal components — the five signal classes are clearly separated in feature space 

 

V. CONCLUSION  
This study shows that using just twelve spectro-statistical features from one-second signal windows lets us tell 

apart five different simulated waveform classes, and it works well. The RBF-SVM reached a cross-validated accuracy 

of 99.60%, and all classifiers stayed above 88% accuracy even when the SNR dropped to 6 dB. The hardest part was 
separating triangular from sawtooth waveforms, but bringing in higher-order spectral features like spectral flatness or 

wavelet sub-band energies could improve this. Next steps include testing this approach on multi-channel signals, 

working with non-stationary environments, and using real hardware. In real-world cases, device-specific noise profiles 

will need tailored, domain-adaptive feature engineering. 
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