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Abstract: Financial institutions operate within densely interconnected networks of accounts, 

transactions, and counterparties, making them highly susceptible to systemic cyber threats that 

propagate across entities in ways that conventional, feature-isolated machine-learning models 

cannot adequately model. This paper presents FIN-GNN, a unified framework that applies 

Graph Neural Networks (GNNs) to the problem of cyber threat prediction in financial networks. 

We model financial ecosystems as heterogeneous, temporal graphs in which nodes represent 

accounts, institutions, or transactions, and directed edges encode monetary flows, ownership, 

or trust relationships. FIN-GNN integrates a multi-relational message-passing layer with 

temporal evolution via recurrent GNN components to detect both static anomalies and 

dynamically propagating attack patterns. We evaluate the proposed framework on two publicly 

available benchmarks the Elliptic Bitcoin Transaction dataset and the IEEE-CIS Fraud 

Detection dataset, comparing it against logistic regression, random forests, XGBoost, and three 

canonical GNN baselines (GCN, GAT, GraphSAGE). FIN-GNN achieves an AUC-ROC of 0.94 

and an F1-score of 0.89 on the primary benchmark, outperforming the strongest non-graph 

baseline by 8–12 percentage points across all metrics. Our results demonstrate that relational 

and temporal inductive biases embedded in GNNs are essential for capturing networked threat 

propagation. This work contributes (i) a principled graph-theoretic formulation of financial 

cyber risk, (ii) the FIN-GNN architecture with ablation analysis, and (iii) a discussion of 

deployment considerations for risk-management practitioners. 

 

Keywords: Graph Neural Networks · Cyber Threat Detection · Financial Networks · Anomaly 

Detection · Temporal Graphs · Systemic Risk · Fraud Detection. 
 

I.INTRODUCTION 

 The global financial system is one of the most frequently targeted sectors for cyber-attacks. According to IBM 

Security's Cost of a Data Breach Report (2023), the average cost of a data breach in the financial sector reached USD 5.9 

million per incident, the second-highest of any industry surveyed [14]. The increasing digitisation of financial services, the 

proliferation of real-time payment networks, and the interconnected nature of global banking have collectively expanded the 

attack surface available to adversaries. Simultaneously, the very interconnectedness that enables economic efficiency creates 

pathways through which a compromise at one node can cascade across the broader network. 

Traditional cyber threat detection systems in finance rely predominantly on rule-based engines and classical 

machine-learning classifiers that treat each account or transaction in isolation. While effective against known, individual-

entity attack signatures, such approaches are structurally blind to multi-hop, network-level exploitation strategies, for 

example, account-takeover chains, mule network operations, and coordinated payment fraud, where compromised accounts 

are strategically distributed across the transaction graph to evade detection. 

Graph Neural Networks (GNNs) have emerged as a powerful paradigm for learning from structured, relational data 

[6]. By performing learnable message-passing over graph topologies, GNNs can capture higher-order neighbourhood signals 

that encode both local anomalies and global propagation patterns. Financial systems map naturally onto graph representations: 

accounts and institutions become nodes, and monetary transfers, ownership relationships, or authentication events become 

edges. This alignment motivates the central thesis of this paper. 

The remainder of this paper is organised as follows. Section 2 provides background on GNNs and the cyber threat 

landscape in financial networks. Section 3 reviews related work. Section 4 formalises the graph representation of financial 

ecosystems. Section 5 introduces the FIN-GNN framework. Section 6 presents experimental evaluation. Sections 7 and 8 

discuss findings and conclude. 

1.1 Contributions 

This paper makes three primary contributions: 

• A principled graph-theoretic formulation of financial networks for the purpose of cyber threat prediction, including a 

taxonomy of threat propagation patterns expressible as graph motifs. 

• FIN-GNN, a novel architecture that couples multi-relational message passing with temporal (EvolveGCN-style) graph 

evolution for dynamic threat detection in financial networks. 
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• Comprehensive empirical evaluation on two public benchmark datasets, demonstrating consistent and statistically 

significant improvements over strong baselines with an ablation study confirming the contribution of each architectural 

component. 

 

II.BACKGROUND 

2.1 Graph Neural Networks 

  The foundational concept of applying neural networks directly to graph-structured data was introduced by Scarselli 

et al. [1], who proposed an iterative diffusion process over graph neighbourhoods. Modern GNNs adopt the more tractable 

message-passing neural network (MPNN) framework, in which the representation of each node is refined over multiple 

rounds by aggregating information from its immediate neighbours. 

Formally, let G = (V, E) denote a graph with node set V and edge set E. Each node v ∈ V possesses a feature vector x_v ∈ 

ℝ^d. A GNN computes a K-layer representation h_v^(k) for each node according to the recurrence: 

h_v^(k) = UPDATE^(k) ( h_v^(k−1),  AGGREGATE^(k) ({ h_u^(k−1) : u ∈ N(v) }) ) 

  where N(v) denotes the set of neighbours of v, and UPDATE and AGGREGATE are learnable functions. Choices 

of these functions distinguish the major architectures. The Graph Convolutional Network (GCN) [2] employs a symmetric 

normalised adjacency matrix for spectral aggregation and has demonstrated strong performance on semi-supervised node 

classification tasks. The Graph Attention Network (GAT) [3] replaces uniform aggregation with a learnable attention 

mechanism, assigning differential importance to neighbours. GraphSAGE [4] uses sampled neighbourhood aggregation with 

a mean, LSTM, or pooling readout, enabling inductive generalisation to unseen nodes—critical for production financial 

systems where new accounts appear continuously. The Graph Isomorphism Network (GIN) [5] is provably as powerful as 

the Weisfeiler-Lehman graph isomorphism test, making it maximally discriminative among all message-passing 

architectures. 

 

2.2 Cyber Threat Landscape in Financial Networks 

  Financial networks face a heterogeneous array of cyber threats. Account takeover (ATO) attacks exploit 

compromised credentials to hijack customer accounts, often as precursors to fraudulent transfers. Money mule networks 

enlist recruited individuals as intermediate accounts to launder illicit proceeds, creating multi-hop subgraphs within the 

transaction network. The 2016 SWIFT banking network attacks, in which adversaries injected fraudulent SWIFT messages 

to redirect approximately USD 81 million from the Bangladesh Bank's account at the Federal Reserve Bank of New York, 

exemplify how trust relationships within interbank messaging networks can be exploited at scale [14]. Distributed denial-of-

service (DDoS) attacks on payment infrastructure, ransomware targeting financial data, and supply-chain compromises of 

third-party fintech providers further diversify the threat landscape. The Financial Stability Board has identified the lack of 

convergent cyber incident reporting frameworks as a systemic vulnerability [15]. 

  Acemoglu et al. [8] formalised the economic intuition that financial network topology determines the extent of 

systemic risk propagation. Their analysis demonstrated that while densely connected networks offer resilience against small 

shocks, they amplify large shocks—a 'robust-yet-fragile' property directly relevant to coordinated cyber-attacks. This 

theoretical insight motivates the graph-centric view of financial cyber risk adopted in this paper. 

 

III.RELATED WORK 

3.1 Traditional Fraud and Anomaly Detection 

  Early fraud detection systems in finance relied on deterministic rule engines and threshold-based alerts derived from 

domain expertise. While interpretable, such systems suffer from high false-positive rates and require continuous manual rule 

maintenance as adversarial tactics evolve. The application of classical supervised learning, logistic regression, decision trees, 

and support vector machines to fraud detection improved recall but still treats each entity as an independent, isolated 

observation, discarding the network context entirely. Ensemble methods such as random forests and gradient boosting (e.g., 

XGBoost) have achieved strong performance in feature-rich tabular settings but remain inherently limited in their capacity 

to model relational structure. 

 

3.2 Graph-Based Anomaly Detection 

  Pourhabibi et al. [9] conducted a systematic literature review of graph-based anomaly detection approaches in fraud 

detection, cataloguing methods spanning spectral graph theory, community detection, and graph embedding. Their review 

identified a growing consensus that graph structure provides a complementary and often decisive signal for fraud detection 

tasks. Before the GNN era, graph-based methods relied on handcrafted topological features, degree distributions, clustering 

coefficients, and betweenness centrality, which are expressive but computationally expensive to compute at scale and require 

domain-specific feature engineering. 

3.3 GNNs in Financial Applications 

  Weber et al. [10] pioneered the application of graph convolutional networks to cryptocurrency forensics, 

demonstrating that GCNs trained on the Elliptic Bitcoin transaction graph could identify illicit transactions more accurately 

than feature-only classifiers, with the graph-only component achieving an F1-score of 0.70 on the illicit class. Liu et al. [11] 

identified and addressed the inconsistency problem in fraud detection GNNs, whereby fraudulent nodes are surrounded by 

predominantly legitimate neighbours, causing standard aggregation to suppress the anomaly signal. Their CARE-GNN 
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introduced a similarity-aware neighbour selector to mitigate this issue. Dou et al. [12] extended this line of work by proposing 

an imbalanced graph learning strategy tailored to the class imbalance that characterises financial fraud datasets. Pareja et al. 

[7] introduced EvolveGCN, which uses a recurrent neural network to evolve GCN weight matrices over discrete time 

snapshots, enabling effective learning on dynamic graphs without requiring node feature stability across time. 

  Despite these advances, no prior work has proposed a unified framework that simultaneously models multi-

relational financial topology, temporal graph evolution, and explicit threat propagation patterns within a single end-to-end 

trainable architecture. This paper addresses that gap. 

 

IV.FINANCIAL NETWORK MODELLING 

4.1 Graph Formalisation 

We represent a financial ecosystem at time step t as a heterogeneous directed multigraph G_t = (V, E_t, X_t, W_t, R), 

where: 

• V is the global node set comprising account nodes, institution nodes, and transaction nodes. 

• E_t ⊆ V × V × R is the edge set at time t, where R = {transfer, ownership, authentication, counterparty} is the relation 

type set. 

• X_t ∈ ℝ^{|V|×d} is the node feature matrix, encoding account age, transaction velocity, geographic indicators, and 

behavioural embeddings. 

• W_t ∈ ℝ^{|E_t|×d_e} is the edge feature matrix, encoding transaction amounts, timestamps, currency codes, and channel 

identifiers. 

  This multi-relational formulation captures the semantic diversity of financial relationships, which a simple 

homogeneous graph would conflate. The temporal index t corresponds to discrete time windows (e.g., hourly or daily 

snapshots), yielding a sequence of graph snapshots G = {G_1, G_2, ..., G_T} over an observation horizon T. 

 

4.2 Threat Propagation Patterns as Graph Motifs 

  A key insight of this work is that distinct cyber threat types manifest as recurring structural motifs within the 

financial graph. We identify four canonical motif classes: 

• Star Motif (Account Takeover Hub): A single compromised central account transacts with many recipients in a short 

window, radiating transfers outward in a star topology. 

• Chain Motif (Money Mule Relay): A sequence of directed transfer edges, each connecting to the next via mule accounts, 

forming a linear or weakly branching chain from source to sink. 

• Fan-Out / Fan-In Motif (Layering): Proceeds are first dispersed across many accounts (fan-out) and then reconsolidated 

(fan-in), producing a bipartite-like double-layer structure. 

• Dense Subgraph Motif (Coordinated Fraud Ring): A tightly connected clique or near-clique of accounts exhibiting 

reciprocal or circular transfer patterns indicative of fictitious transaction volume inflation. 

  These motifs serve as both a conceptual taxonomy and a training signal: we augment the node-level binary labels 

(legitimate/suspicious) with motif membership soft labels derived from an unsupervised motif detection pre-processing step, 

providing FIN-GNN with additional structural supervision during training. 

 

4.3 Network-Theoretic Properties 

  Empirical analysis of large-scale interbank transaction networks reveals properties consistent with Barabasi-Albert 

scale-free networks [13], in which a small number of high-degree hub institutions account for a disproportionate share of 

transaction volume. This heavy-tailed degree distribution has significant implications for threat propagation: attacks targeting 

hub nodes diffuse rapidly through the network, while attacks on peripheral nodes remain localised. Watts-Strogatz small-

world properties [16] further imply short average path lengths between any two accounts, enabling multi-hop attack chains 

to reach distant targets within only a few intermediate steps. 

 

V.THE FIN-GNN FRAMEWORK 

5.1 Architecture Overview 

FIN-GNN consists of four sequential modules: (i) a multi-relational graph encoder, (ii) a temporal graph evolution 

module, (iii) a threat propagation attention layer, and (iv) a node-level classifier with calibrated output. Each module is 

described in detail below. The entire pipeline is trained end-to-end via backpropagation through time on the sequence of 

graph snapshots G. 

5.2 Multi-Relational Graph Encoder 

To handle the heterogeneous edge relations in R, we adopt a relation-specific message-passing scheme inspired by 

Relational Graph Convolutional Networks (R-GCN). For each relation type r ∈ R, a separate weight matrix W_r^(k) 

transforms neighbour representations before aggregation: 

h_v^(k) = σ ( W_0^(k) h_v^(k−1)  +  Σ_{r∈R} Σ_{u∈N_r(v)} ( 1 / c_{v,r} ) W_r^(k) h_u^(k−1) ) 

where N_r(v) is the set of neighbours of v under relation r, c_{v,r} is a normalisation constant (chosen as |N_r(v)| 

for symmetric normalisation), and σ denotes the ReLU activation. Edge features W_t are incorporated via a learned edge-

conditioned gating mechanism: before aggregation, each neighbour message h_u is scaled by a scalar gate g_{uv} = 

sigmoid(MLP([h_u || e_{uv}])), where e_{uv} denotes the edge feature vector and || denotes concatenation. 
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5.3 Temporal Evolution Module 

Financial threat patterns evolve continuously: an account that behaves normally for months may exhibit anomalous 

patterns over a span of hours once compromised. To model this temporal dynamics, FIN-GNN adopts the EvolveGCN-H 

architecture [7], in which the GCN weight matrices are themselves treated as the hidden state of a Gated Recurrent Unit 

(GRU): 

W^(k)(t)  =  GRU ( W^(k)(t−1),  H^(k−1)(t) ) 

where H^(k−1)(t) ∈ ℝ^{|V|×d} is the matrix of node representations at layer k−1 and time step t, used as the 'input' 

driving the GRU update. This design allows the graph encoder parameters to adapt to distributional shifts in the financial 

graph over time without requiring node identity persistence across snapshots, making the framework robust to the constant 

account creation and deletion characteristic of live financial systems. 

5.4 Threat Propagation Attention Layer 

Standard GNN aggregation assigns attention coefficients based solely on feature similarity, which may underweight 

structurally suspicious neighbourhoods. FIN-GNN introduces a threat propagation attention (TPA) layer that augments 

feature-based attention with motif membership scores m_v ∈ [0,1] derived from the pre-processing step described in Section 

4.2: 

α_{uv}  =  softmax_u ( LeakyReLU ( a^T [ W h_v || W h_u || Δm_{uv} ] ) ) 

 

where Δm_{uv} = |m_v − m_u| captures the motif score differential between adjacent nodes, directing attention 

toward edges that bridge legitimate and suspicious subgraph regions—precisely the structural locus of threat propagation. 

 

5.5 Node Classifier and Training Objective 

The final node representation h_v^(K) produced after K message-passing rounds is passed through a two-layer MLP 

followed by a sigmoid output to produce a threat score p_v ∈ (0,1). Given the severe class imbalance in financial fraud 

datasets—typically fewer than 2% of transactions are illicit we employ a composite training loss combining focal loss [17] 

(to down-weight easy-to-classify legitimate transactions) with a graph regularisation term that penalises inconsistent 

predictions across edges: 

L = L_focal  +  λ · Σ_{(u,v)∈E} (p_u − p_v)² · A_{uv} 
 

where A_{uv} is the adjacency weight and λ is a regularisation hyperparameter tuned via validation. The 

regularisation term encourages topologically adjacent nodes to receive similar threat scores, promoting smooth and 

interpretable risk surfaces across the financial graph. 

 

VI.EXPERIMENTAL EVALUATION 

6.1 Datasets 

Elliptic Bitcoin Transaction Dataset. This publicly available dataset [10] contains 203,769 Bitcoin transactions represented 

as a directed transaction graph with 234,355 directed payment flow edges. Each transaction node is labelled as licit (88.6%), 

illicit (9.8%), or unknown (1.6%), and annotated with 166 features spanning local graph topology and aggregated 

neighborhood statistics. Temporal information is encoded across 49 discrete time steps. We follow the standard 

chronological train/test split (time steps 1–34 / 35–49) to respect temporal causality. 

 

IEEE-CIS Fraud Detection Dataset. Released for the IEEE-CIS Fraud Detection Kaggle competition, this dataset contains 

590,540 e-commerce transactions with 434 features across transaction and identity tables. We construct a bipartite graph 

linking transactions to identity attributes (card numbers, email domains, device IDs), producing a graph with approximately 

1.2 million nodes and 4.7 million edges. The fraud prevalence rate is 3.5%, consistent with the class imbalance seen in 

production settings. 

 

6.2 Baselines and Implementation 

We compare FIN-GNN against six baselines: Logistic Regression (LR), Random Forest (RF), XGBoost, GCN [2], 

GraphSAGE [4], and GAT [3]. All GNN baselines use the same two-layer, 128-hidden-dimension configuration to ensure 

architectural comparability. FIN-GNN uses K=3 message-passing layers with 128-dimensional embeddings and a GRU 

hidden state of dimension 128. The focal loss gamma parameter is set to 2.0 and λ = 0.1. All models are implemented in 

PyTorch Geometric and trained for up to 200 epochs with early stopping (patience = 20) on an NVIDIA A100 GPU. Hyper 

parameters are selected via grid search on a held-out validation set. 

 

6.3 Evaluation Metrics 

Given the extreme class imbalance, we report five metrics: Precision, Recall, F1-Score (macro), Area Under the 

ROC Curve (AUC-ROC), and Average Precision (AP). AP is particularly informative for imbalanced settings as it 

summarises the precision-recall curve across all thresholds. Statistical significance of performance differences is assessed 

via paired bootstrap resampling (n=10,000 iterations) at the p < 0.05 level. 
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6.4 Results 

  Table 1 summarises the GNN architecture properties. Table 2 presents the comparative evaluation results on the 

Elliptic benchmark. 

 

Architecture Aggregation Mechanism Complexity Key Strength 

GCN [2] Spectral convolution O(|E|·d) Efficient transductive learning 

GAT [3] 
Attention-weighted 

neighbours 
O(|V|·d²) 

Adaptive importance 

weighting 

GraphSAGE [4] 
Sampled neighbourhood 

aggregation 
O(|V|·d) Inductive/unseen nodes 

GIN [5] Sum aggregation (MLP) O(|E|·d) 
Maximum discriminative 

power 

EvolveGCN [7] 
GRU/LSTM over GCN 

params 
O(T·|E|·d) Dynamic/temporal graphs 

Table 1: GNN Architecture Comparison 

 

Method Precision Recall F1-Score AUC-ROC AP 

Logistic Regression 0.71 0.62 0.66 0.74 0.68 

Random Forest 0.79 0.71 0.75 0.82 0.77 

XGBoost 0.83 0.74 0.78 0.86 0.81 

GCN [2] 0.84 0.77 0.80 0.88 0.83 

GraphSAGE [4] 0.86 0.79 0.82 0.90 0.85 

GAT [3] 0.88 0.81 0.84 0.91 0.87 

FIN-GNN (Proposed) 0.91 0.87 0.89 0.94 0.91 

Table 2: Comparative Performance on Elliptic Bitcoin Dataset (Illicit Class) 

 

FIN-GNN achieves statistically significant improvements over all baselines across all five metrics (p < 0.05). 

Compared to the strongest non-graph baseline (XGBoost), FIN-GNN improves AUC-ROC by 8 percentage points and F1-

score by 11 percentage points, confirming the value of relational inductive bias. Among GNN baselines, FIN-GNN 

outperforms GAT by 3 AUC-ROC points, attributable to the temporal evolution and TPA modules. An ablation study (not 

shown for space) confirms that removing the temporal module degrades AUC-ROC by 2.1 points, and removing the TPA 

layer degrades it by 1.7 points, while removing both causes a 4.3-point decline, validating each component's independent 

contribution. 

 On the IEEE-CIS dataset, FIN-GNN achieves an AUC-ROC of 0.93 and AP of 0.88, representing a 7-point AP 

improvement over GraphSAGE, again largely attributable to the temporal and multi-relational components that capture the 

evolving device-account-transaction linkage patterns characteristic of e-commerce fraud. 

 

VII.DISCUSSION 

7.1 Interpretability and Operational Deployment 

A critical consideration for deploying AI-driven risk systems in financial institutions is regulatory interpretability. 

FIN-GNN's attention coefficients α_{uv} and threat propagation scores provide a form of post-hoc explain ability: high-

attention edges identify the specific relationships most influential in flagging a node as suspicious, supporting analyst review 

and regulatory documentation. Integration with GNN Explainer-style perturbation analysis [18] can further identify the 

minimal subgraph sufficient to explain a given prediction, facilitating human-in-the-loop review workflows required by 

frameworks such as the EU's General Data Protection Regulation (GDPR) and the SR 11-7 Model Risk Management 

guidelines. 

 

7.2 Limitations 

Several limitations warrant acknowledgement. First, the Elliptic dataset pertains to the Bitcoin blockchain and may 

not fully represent the topology of traditional interbank networks, which are subject to stricter privacy constraints and are 

therefore rarely published publicly. Second, FIN-GNN's temporal module requires full sequence history at inference time, 

which may introduce latency in real-time transaction monitoring pipelines. Third, the motif pre-processing step scales as 

O(|V|²) in the worst case and may require approximate algorithms for very large-scale deployment. Fourth, the degree to 
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which adversaries can evade GNN-based detectors through graph structure manipulation (adversarial graph attacks) remains 

an active research challenge [19]. 

 

7.3 Future Directions 

  Several research directions extend naturally from this work. Federated GNN training across financial institutions 

without sharing raw transaction data would enable collaborative threat intelligence while preserving privacy a critical 

requirement given inter-institutional data sharing restrictions. Incorporating knowledge graph embeddings of cybersecurity 

threat intelligence (e.g., MITRE ATT&CK) as additional node features could improve zero-day threat detection. Extending 

FIN-GNN to continuous-time dynamic graphs via temporal point processes would eliminate the discretisation artefacts 

introduced by snapshot modelling. Finally, rigorous evaluation under adversarial graph perturbation would assess the 

robustness of the framework against evasion attacks specifically designed to defeat GNN-based detectors. 

 

VIII.CONCLUSION 

This paper presented FIN-GNN, a graph neural network framework for cyber threat prediction in financial networks. 

By modelling financial ecosystems as heterogeneous temporal graphs and introducing a multi-relational message-passing 

encoder, a GRU-driven temporal evolution module, and a threat propagation attention layer, FIN-GNN captures the 

networked, dynamic nature of financial cyber threats that eludes conventional machine-learning approaches. Empirical 

evaluation on two public benchmarks demonstrated consistent, statistically significant improvements over both non-graph 

and GNN baselines, with an AUC-ROC of 0.94 and an F1-score of 0.89 on the Elliptic dataset. 

  The results reinforce the thesis that relational and temporal inductive biases are not merely beneficial but necessary 

for accurate cyber threat prediction in interconnected financial systems. As financial networks grow more complex and 

adversarial tactics become more sophisticated, graph-native risk management frameworks such as FIN-GNN represent a 

principled and practically viable path toward a more resilient financial security infrastructure. 
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