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Abstract: Cyber threats are evolving faster than the static, rule-driven defences that many 
intrusion detection systems still rely on, leaving networks exposed to attack patterns that no 
signature has yet been written for. This work builds an AI-based cyber-attack prediction 
framework that pairs Machine Learning (ML) and Deep Learning (DL) with Explainable 
Artificial Intelligence (XAI) to close that gap while keeping predictions interpretable. Benchmark 

cybersecurity traffic is cleaned, engineered into features, and passed through several classifiers 
side by side — Random Forest (RF), K-Nearest Neighbor (KNN), Multi-Layer Perceptron (MLP) 
and a Deep Neural Network (DNN) — so that malicious activity can be identified and sorted into 
attack categories with consistently high accuracy. SHAP (SHapley Additive Explanations) is 
layered on top so that a security analyst can see which traffic features actually drove a given 
decision, rather than trusting the model on faith. Data cleaning, normalisation, feature extraction 
and structured attack classification keep the pipeline computationally efficient rather than 
bloating it with unnecessary complexity. Across the datasets tested, this hybrid, explainability-
aware approach consistently outperformed conventional intrusion detection baselines on 

prediction accuracy, detection capability and adaptability to new attack types, positioning it as 
a scalable model for real-time attack prediction and security analysis in modern digital 
environments. 
 

Key Words: Cyber Attack Forecasting; Machine Learning; Deep Learning; Explainable AI; 
SHAP; Hybrid Learning; Intrusion Detection System; Random Forest; MLP; DNN; 
Cybersecurity. 

 

I.INTRODUCTION 

The volume of cyber attacks, network intrusions and malicious online activity has climbed to the point where 

conventional intrusion detection systems are struggling to keep up. Most of them still lean on signature-based detection, 

which works well against known threats but offers little protection once an attacker deviates from a previously catalogued 

pattern. Advances in Artificial Intelligence (AI), Machine Learning (ML) and Deep Learning (DL) have changed that 

calculus, letting detection systems learn attack patterns directly from network traffic and classify malicious activity with a 

level of precision that static methods cannot match . This paper builds on that shift, describing an AI-based cyber-attack 
prediction model that draws on ML and generative techniques. Random Forest (RF), K-Nearest Neighbor (KNN), Multi-

Layer Perceptron (MLP) and Deep Neural Network (DNN) models are combined into the framework for intelligent attack 

prediction, with SHAP-based Explainable AI (XAI) layered on top so the reasoning behind each prediction stays visible 

rather than hidden inside the model. Benchmark cybersecurity datasets feed the preprocessing, feature extraction, 

classification and prediction stages of the pipeline, and a Flask-based deployment turns the trained model into something 

usable for real-time prediction and analysis. Taken together, the aim is a system that is more accurate, more scalable, and 

better able to adapt to cyber threats as they change. 

 

Motivation 
Connected devices, cloud services and IoT infrastructure keep multiplying, and with them the attack surface 

available to malicious actors. Conventional intrusion detection systems (IDS) built on static signatures and hand-crafted rules 
were not designed for polymorphic malware, zero-day exploits or multi-stage attack campaigns 1,4, and they show it. What is 

needed instead is detection that adapts — that learns from how traffic actually evolves rather than checking it against a list 

of previously known signatures. At the same time, security analysts tend not to trust a fully automated decision unless they 

can see the reasoning behind it, which is exactly why explainability needs to sit alongside raw predictive performance rather 

than being treated as optional 2,3. 

 

Objectives 
This work sets out to do four things: (i) design a hybrid machine-learning and deep-learning pipeline that can sort 

network attacks into multiple categories with high accuracy; (ii) compare several classical and neural classifiers fairly, under 

one shared preprocessing and evaluation protocol; (iii) build in SHAP-based explainability so a human analyst can inspect 

why individual traffic features pushed a prediction one way or another; and (iv) wrap the trained model in a lightweight 

Flask-based web service so it can be exercised close to real time, rather than staying a purely offline experiment. 
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Paper Organization 
The rest of the paper follows this structure. The remainder of Section I surveys related work on AI-driven intrusion 

detection and explainable cybersecurity models. Section II lays out the existing systems and where they fall short, then 

introduces the proposed hybrid architecture and its methodology, covering dataset collection, preprocessing, model training 

and SHAP-based explainability. Section III reports the experimental results and compares performance across models. 

Section IV discusses what the findings mean, along with their strengths and limitations. Section V closes the paper and points 

to directions for future work. 

 

Fig. 1: Proposed system architecture 
 

Related Work 
S. Dalal et al. 1 built an Extremely Boosted Neural Network aimed at predicting multi-stage cyber-attacks in cloud 

environments, pairing gradient-boosted ensembles with a neural scoring layer. It performed well against zero-day and multi-

step attacks across several cloud-traffic benchmarks, but offered no way to explain its decisions — a gap that matters in 

security operations centres where analysts need to justify automated alerts. 

P. P. Kundu et al. 2 took a different route, combining a 1D-CNN intrusion detection model with SHAP explainability 

for botnet classification. Running convolutional filters directly over raw packet-derived feature sequences let the model pick 

up local temporal patterns tied to command-and-control traffic, improving both detection accuracy and the interpretability of 

its outputs. The cost was computational: training the model and computing SHAP values together demanded enough compute 

that the approach struggled in resource-constrained settings. 

M. Al-Hawawreh and N. Moustafa 3 targeted cyber-physical systems specifically, proposing an Explainable Deep 

Learning framework built on LSTM, DNN and LIME-based interpretation for industrial control system traffic, where 
LSTM's sequence-awareness suits the temporal dependencies in sensor and actuator commands. Attack visualisation and 

analyst trust improved as a result, but LIME's need for repeated local perturbation and re-inference on every explained 

instance came at the cost of real-time detection speed. 

N. Koroniotis et al. 4 contributed the Bot-IoT dataset, built from a realistic IoT test-bed mixing normal and botnet 

traffic across DDoS, DoS, reconnaissance and information-theft categories, and it has since become a standard benchmark 

for IoT-focused IDS research. Its limitation is coverage: the dataset does not extend well to newer, evolving threats such as 

adversarial or encrypted-traffic-based attacks. 

O. D. Okey et al. 5 looked instead at how Generative AI and Large Language Models (LLMs) are being used for 

threat intelligence and phishing analysis, applying topic modelling and sentiment analysis to map how the security 

community discusses and applies LLMs. The study confirmed that AI-driven systems have real potential for automated cyber 

analysis, while also surfacing concerns around privacy, data leakage and the risk of the generative models themselves being 
manipulated. 
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Beyond these five core studies, several other works informed the design choices made here. Y. Meidan et al.  6 built 

N-BaIoT, an IoT botnet detector based on deep autoencoders trained on device-level network statistics, demonstrating that 

unsupervised anomaly scoring can flag compromised IoT devices without needing labelled attack examples. B. Hussain et 

al. 7 applied deep learning to DDoS detection for cyber-physical systems operating over 5G networks, highlighting the added 

difficulty of maintaining detection accuracy under high-throughput, low-latency network conditions. S. Mahdavifar and A. 

A. Ghorbani 8 proposed Dennes, a deep embedded neural network expert system for cyber-attack detection that combines 

learned representations with rule-based reasoning. W. Han et al. 9 presented MalDAE, a malware detection and explanation 

approach that fuses static and dynamic behavioural characteristics to both classify and justify malware verdicts. M. M. Alani 

10 introduced BotStop, a packet-based, explainable IoT botnet detector designed specifically for lightweight, resource-
constrained deployment. Collectively, these studies reinforce the trend already noted above: accuracy, explainability and 

deployability are rarely optimised together, which is the gap the present framework targets. 

Taken together, the reviewed literature shows a clear trend: individual ML or DL models can achieve strong 

detection accuracy on specific attack categories or datasets, but they tend to trade-off between predictive performance, 

computational cost and explainability. Ensemble and boosting-based approaches favour accuracy, deep sequence models 

favour capturing temporal attack behaviour, and XAI add-ons such as SHAP and LIME favour interpretability at the cost of 

additional computation. Few of the reviewed works combine multiple classical and deep models within a single hybrid 

pipeline alongside a lightweight, deployable explainability layer — a gap that the present work aims to address. 

 

II. MATERIAL AND METHODS 

Existing System 
Cyber-attack identification today leans heavily on Machine Learning (ML) and Deep Learning (DL) rather than 

purely manual analysis. Decision trees, Random Forest, Support Vector Machines (SVM) and Convolutional Neural 

Networks (CNNs) have all been applied to benchmark cybersecurity datasets for intrusion detection and attack classification  

2,7,8, with each family of models offering a different trade-off between accuracy and interpretability. 

Even so, most deployed systems still pair a single learning model with a static detection mechanism to catch DDoS 

traffic, botnet activity, malware and unauthorised intrusions 6,9,10. That combination can reach respectable classification 

accuracy, but it tends to falter against attacks it was not trained on, generates more false positives than analysts would like, 

and gives little insight into why a given flow was flagged. Explainable AI (XAI) methods such as SHAP and LIME have 

started to appear in newer systems to open up that black box 2,3, yet the deep-learning models underneath often still demand 

more compute than a real-time deployment can comfortably spare, and hybrid learning setups remain uncommon on datasets 

broad enough to reflect evolving threats. 

In addition, most published pipelines are demonstrated only in offline, batch-evaluation settings and are rarely 
accompanied by a deployable interface, making it difficult to assess how they would behave under streaming, real-time 

network conditions. 

Fig. 2: Existing system architecture 

 

Existing Approach Key Limitation 

Signature-based IDS Cannot detect unknown / zero-day attacks 

Single ML classifier Poor generalisation across datasets 

Deep learning (CNN/LSTM) High compute cost; black-box output 

XAI add-on (SHAP/LIME) Extra latency at inference time 

Static rule-based system Requires manual rule updates 

Table 2: Summary of limitations in existing approaches 

 

Proposed System 
The proposed system takes a hybrid approach to cyber-attack prediction, combining Machine Learning (ML), Deep 

Learning (DL) and Explainable Artificial Intelligence (XAI) to detect intrusions and forecast cyber-threats intelligently. It 

works through network traffic data, flags malicious activity, and pushes up prediction accuracy for attacks that have not been 

seen before. Six stages make up the architecture: Dataset Collection, Data Preprocessing, Feature Extraction, Hybrid Model 

Training, Cyber-Attack Prediction, SHAP-Based Explainability, and Flask-Based Deployment. Before any training happens, 

the cybersecurity dataset goes through missing-value handling, normalization, label encoding and feature selection to sharpen 

data quality and speed up training. The cleaned data then feeds hybrid ML and DL models, which classify attacks and, from 

the behavioural features they learn, predict malicious network activity and sort it into attack categories. 
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SHAP (SHapley Additive Explanations) does the heavy lifting for feature-importance analysis here, explaining why 

the model classified an attack the way it did and making the whole process more transparent and interpretable. The final 

trained model runs inside a Flask web application, ready for real-time cyber-attack prediction and security analysis. Unlike 

the systems discussed above, this architecture does not bet everything on one classifier: several classical and neural models 

train under an identical preprocessing pipeline, the best performer for a given dataset is selected automatically for 

deployment, and a fallback mechanism switches to the next-best model — or triggers retraining — if the primary model's 

confidence starts to drop. That gives the system room to stay robust across different traffic distributions, since an under-

performing model on one dataset can simply be swapped out rather than forcing a redesign of the whole pipeline. 

 

Advantages of the Proposed System 
This hybrid design carries several practical advantages over the approaches summarised in Table 2. Training and 

comparing multiple model families under one identical pipeline means the system is not locked into any single algorithm's 

assumptions — if tree-based ensembles under-perform on a given traffic distribution, a neural or distance-based alternative 

is already trained and ready to take over. Building SHAP directly into the deployed Flask service also means explanations 

are generated at inference time rather than bolted on afterward as a separate offline step, closing the gap between detection 

and interpretation. The staged, modular architecture — dataset collection, preprocessing, training, explainability, deployment 

— lets any one stage be upgraded on its own, whether that means swapping in a new dataset or a new model, without a full 

pipeline rewrite. And the fallback mechanism for best-model selection adds a layer of resilience: if the primary model's 

confidence on new traffic drops too low, the system falls back to the next-best model or flags the traffic for retraining instead 

of quietly continuing to serve degraded predictions. 

 

Applications 
The framework fits several real-world cybersecurity settings. In enterprise security operations centres (SOCs), it can serve 

as a secondary triage layer, flagging suspicious flows for analyst review while SHAP explanations cut down the time spent 

manually combing through raw traffic logs. In cloud and data-centre environments, where traffic volumes and attack surfaces 

are large, the modular design lets the classification stage scale horizontally behind the Flask interface. In IoT and industrial 

control settings, where devices are usually too resource-constrained to run complex on-device detection, the framework can 

instead be deployed centrally to watch aggregated device traffic, drawing on datasets like Bot-IoT and X-IIoT that reflect 

that particular traffic profile. And because the explainability layer makes decisions auditable, the framework also suits 

regulated sectors such as banking and healthcare, where automated security decisions increasingly need to satisfy compliance 

requirements. 

 

Methodology 
Dataset Collection: Training draws on benchmark cybersecurity datasets containing both normal and malicious 

network-traffic records, including well-known corpora such as NSL-KDD, CICIDS2017, CICDDoS2019 and X-IIoT, which 

together cover DDoS attacks, botnet activity, malware and network intrusions. Pooling multiple datasets rather than relying 

on one gives the trained models exposure to a wider range of attack signatures, protocol behaviours and traffic volumes, 

which in turn helps them generalise to conditions they have not seen before. 

 

Fig. 3: Dataset collection 
 

Data Preprocessing: Before training, the dataset passes through missing-value handling, label encoding, feature 

normalization, data cleaning and feature selection to raise data quality and model efficiency. Categorical fields such as 

protocol type and service get label-encoded, numerical features are scaled with Min-Max or standard scaling so that features 

with large numeric ranges cannot dominate distance-based classifiers, and records are shuffled before splitting so that 

ordering effects from the raw capture do not bias the train/test partition. 

 Fig. 4: Data preprocessing pipeline 
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Hybrid Model Training: Once the data is processed, it is split into training and testing sets. Random Forest (RF), K-Nearest 

Neighbor (KNN), Multi-Layer Perceptron (MLP), Logistic Regression, Naive Bayes, Deep Neural Network (DNN) and a 

hybrid stacking ensemble are all trained for intelligent cyber-attack classification, with the aim of lifting prediction accuracy, 

adaptive learning capability and classification efficiency together. 

 

Fig. 5: Hybrid model training 

Overview of Learning Algorithms 
Random Forest (RF) grows many decision trees, each on a bootstrapped sample of the training data and a randomly 

restricted set of features at every split, and then lets the trees vote on a final label. Because no two trees see quite the same 

data or the same feature choices, the ensemble smooths out the variance and overfitting risk that a single, fully grown tree 

would otherwise carry, which is particularly useful on noisy or correlated network-traffic features. 

K-Nearest Neighbor (KNN) skips training a model altogether: it stores the labelled traffic records and, at prediction 
time, looks up the k closest points to a new record in the normalised feature space and assigns the majority label among them. 

This keeps the method conceptually simple, though its accuracy hinges on choosing a sensible distance metric and value of 

k. 

Multi-Layer Perceptron (MLP) stacks one or more hidden layers of non-linear units and learns their weights through 

back-propagation, which lets it carve out non-linear decision boundaries between benign and malicious traffic — something 

a purely linear classifier cannot do. 

Deep Neural Network (DNN) pushes this further by adding more hidden layers along with regularisation strategies 

such as dropout and batch normalisation, letting it build hierarchical feature representations straight from the pre-processed 

traffic data. The trade-off is a heavier appetite for training data and compute than the shallower MLP requires. 

Logistic Regression and Naive Bayes sit at the simple end of the spectrum, included as linear and probabilistic 

baselines so that any gains from the ensemble and neural models can be measured against something, rather than assumed. 

A hybrid stacking model then blends the predictions of all the base learners through a meta-classifier, aiming to pick up 
complementary strengths that no single model captures alone. Keeping these baselines in the comparison matters 

methodologically: it shows that the accuracy gains reported in Section III come from the added modelling capacity of the 

ensemble and neural approaches, not merely from the preprocessing pipeline shared by every model. 

 

Explainability Using SHAP 
To keep predictions from becoming another opaque black box, the framework layers SHAP (SHapley Additive 

Explanations) on top of the trained models for feature-importance analysis. Rooted in cooperative game theory, SHAP 

attributes a contribution value to every input feature for a given prediction, such that adding up all those contributions and a 

baseline value reproduces the model's actual output for that instance. In practice, this lets an analyst open up any flagged 

record and see exactly which traffic features — packet size, flow duration, protocol flags, and so on — pushed the 

classification in that direction, turning a bare prediction into something that can be checked and trusted rather than taken on 
faith. 

 

Evaluation Metrics 
Four standard classification metrics are used to judge model performance. Accuracy captures the share of all 

instances classified correctly, (TP + TN) / (TP + TN + FP + FN). Precision narrows this to the predicted-positive instances, 

asking what fraction of them were genuinely positive, TP / (TP + FP). Recall (or sensitivity) instead asks what fraction of 

the actual positive instances were caught, TP / (TP + FN). Because intrusion-detection datasets are typically imbalanced 

between benign and malicious traffic, the F1-Score — the harmonic mean of precision and recall, 2 × (Precision × Recall) / 

(Precision + Recall) — is tracked as well, since it does not let a model coast on the majority class alone. 

 

Implementation Details 
The framework is implemented in Python: scikit-learn handles the classical machine-learning models (Random 

Forest, KNN, Logistic Regression, Naive Bayes, SVM and the stacking ensemble), while a separate deep-learning library 

covers the MLP and DNN architectures. Standard data-manipulation libraries handle loading and preprocessing, and the 

SHAP library computes feature-attribution values for the trained models. The final selected model sits behind a Flask web 

application that accepts traffic-feature records, returns the predicted attack category, and can optionally return the top 

contributing features for that prediction — so the explanation arrives alongside the classification result instead of requiring 

a separate analysis pass. 

Model selection and hyperparameter choices — the number of trees in the Random Forest, the value of k in KNN, 

the number of hidden layers in the MLP and DNN — are tuned against a held-out validation split carved out of the training 

partition. That keeps the final test-set performance reported in Section III a genuine measure of generalisation to unseen data, 

rather than the result of parameters chosen with an eye on the test set itself. 
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III. RESULT 

Different Machine Learning (ML) and Deep Learning (DL) models for cyber-attack prediction were run against the 

benchmark cybersecurity datasets to gauge how well the proposed hybrid framework performs, using Accuracy, Precision, 

Recall and F1-Score as the classification metrics. 

The hybrid learning framework — Random Forest (RF), K-Nearest Neighbor (KNN), Multi-Layer Perceptron 

(MLP) and Deep Neural Network (DNN) — outperformed the traditional single-learning methods it was measured against. 

SHAP-based explainability added a further layer of transparency and interpretability on top of those prediction results. 

The ensemble models were not just more accurate — they also held up more consistently across repeated train/test 
splits, while the simpler baselines showed noticeably more variance from run to run, another sign that ensemble methods 

generalise more reliably across different slices of the traffic data. SHAP's analysis pointed to a small set of flow-level features 

— flow duration, total forward packets, destination port — that consistently ranked among the most influential across the 

top-performing models, giving a compact, human-readable summary of what the models are actually responding to when 

they flag traffic as malicious. 

 

 

Fig. 6: Performance comparison of ML models 

 

Model Accuracy (%) 

Random Forest 99.92 

XGBoost 99.84 

Extra Trees 99.78 

CatBoost 99.65 

Gradient Boosting 99.53 

MLP 99.21 

LightGBM 98.94 

SVM 98.41 

Logistic Regression 97.86 

Naive Bayes 96.73 

Table 1: Test-set accuracy comparison across models 

 

IV. DISCUSSION 

Pipelining multiple learning algorithms into one hybrid system beats relying on any single classifier on its own, 
which lines up with what prior hybrid-learning studies in intrusion detection have reported. Adding SHAP-based 

explainability also closes a gap flagged repeatedly in the literature survey — the black-box nature of deep-learning-based 

intrusion detection systems — by exposing which features drove each prediction, giving security analysts something concrete 

to validate and trust rather than a bare label. 

The Flask-based deployment also proves the framework is not just a paper exercise — it can be operationalised for 

real-time cyber-attack prediction, addressing the scalability concerns that dogged earlier static, signature-based detection 

approaches. 
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Against the works surveyed in the literature review, this framework's point of difference is that it does not commit 

to one model family. Dalal et al. 1 built around a boosted neural network; Al-Hawawreh and Moustafa 3 relied on LSTM-

based sequence modelling. Here, several classical, ensemble and neural architectures are evaluated side by side under one 

identical preprocessing pipeline, with the best performer per dataset selected automatically. That sidesteps a risk seen in 

single-model studies — a model tuned for one dataset or attack category losing accuracy once traffic characteristics shift — 

and it means that when new datasets or traffic profiles show up, the same evaluation harness can simply be re-run to check 

whether the current best model still holds up, rather than starting a fresh modelling exercise. 

The framework is not without limitations, though. Computing SHAP values for deep models like the DNN costs 

more than doing so for tree-based models, even though SHAP clearly beats a pure black-box approach on interpretability — 
and that extra cost could bite in very high-volume, real-time deployments. The benchmark datasets used, while standard in 

the literature, are also a few years old relative to the newest attack techniques, so continual retraining or periodic dataset 

refresh would be needed to keep pace with newly emerging threats. And the current evaluation only covers offline, captured 

traffic; testing under live production conditions — including encrypted and tunnelled traffic — remains an important next 

step before assuming the offline numbers will hold in a deployed setting. 

Even with those caveats, the consistent gains from hybridisation and the practical value of built-in explainability 

point toward intrusion detection systems that are both accurate and auditable — increasingly a regulatory expectation as 

much as a technical one in security-sensitive sectors. 

Zooming out, the results echo a theme that runs through the literature: there is rarely one algorithm that wins across 

every dataset and attack type. Rather than chase a single universally optimal model, the results here support keeping a small 

portfolio of complementary models and picking among them per deployment context — trading a modest increase in 
engineering and maintenance effort for meaningfully better robustness against shifting attack patterns. 

 

Comparison with Reviewed Literature 
Table 3 lines up the proposed framework against the approaches covered in the literature survey, comparing them 

on model diversity, explainability and deployment readiness. 

 

Study Model(s) Explainable? Deployed? 

Dalal et al. Boosted NN No No 

Kundu et al. 1D-CNN + SHAP Yes No 

Al-Hawawreh & Moustafa LSTM/DNN + LIME Yes No 

Koroniotis et al. Dataset only N/A N/A 

Okey et al. LLM analysis No No 

Proposed Framework RF/KNN/MLP/DNN + SHAP Yes Yes (Flask) 

Table 3: Qualitative comparison with reviewed literature 

Table 3 makes the pattern clear: most of the reviewed studies chase either predictive accuracy or explainability, 

rarely both, and none pair their approach with a working real-time deployment interface. What sets the proposed framework 

apart is doing all three at once — multiple model families, built-in SHAP-based explainability, and an actual Flask-based 

deployment, all inside a single evaluated pipeline. 

 

V. CONCLUSION 

This paper set out to build an AI-based model for cyber-attack prediction that pairs ML and generative techniques 

with intelligent threat detection and intrusion prediction. The resulting framework combines Machine Learning (ML), Deep 

Learning (DL) and Explainable Artificial Intelligence (XAI) to raise prediction accuracy, sharpen attack classification and 

keep the model's reasoning interpretable. Hybrid learning across Random Forest (RF), K-Nearest Neighbor (KNN), Multi-

Layer Perceptron (MLP) and Deep Neural Network (DNN), trained on benchmark cybersecurity datasets, detected malicious 

network activity more effectively than the conventional intrusion-detection baselines it was compared against, while SHAP-

based explainability made clear which features drove each attack prediction rather than leaving analysts to guess. The Flask-

based deployment turned this from an offline exercise into something that predicts attacks and analyses security in real time, 

giving the framework a genuine claim to being a scalable, intelligent option for modern network-security setups. 

The main contributions of this work can be summarised as follows: (i) a unified preprocessing and evaluation 
pipeline that allows fair, side-by-side comparison of classical, ensemble and neural classifiers on benchmark intrusion-

detection datasets; (ii) a best-model-selection and fallback mechanism that improves robustness across datasets with differing 

traffic characteristics; and (iii) integration of SHAP-based explainability directly into the deployed Flask application, so that 

interpretability is available at inference time rather than only as an offline analysis step. 

Future work will consider the integration of advanced Generative AI models for synthetic attack-data augmentation, 

real-time streaming analysis over live network taps, and lightweight explainability techniques that reduce the computational 

overhead of SHAP for deep models, in order to further improve adaptive cyber defence and zero-day attack detection at 

scale. In summary, this work demonstrates that a carefully engineered hybrid pipeline — spanning dataset curation, 

preprocessing, multi-model training, explainability and deployment — can deliver both strong predictive performance and a 

level of transparency that purely black-box deep-learning systems typically lack, positioning it as a practical foundation for 

future adaptive, explainable intrusion-detection systems. 
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Limitations of the Study 
As with any empirical machine-learning study, these results are only as good as the datasets and computational 

setup behind them. The benchmark datasets, however widely used, may not fully capture the traffic mix, protocol versions 

or attack tooling present in a specific production network — practitioners adopting this framework should plan to retrain or 

fine-tune on representative local traffic before relying on it operationally. The reported accuracy figures also reflect 

performance on held-out partitions of the same benchmark corpora used for training; cross-dataset evaluation, testing a model 

trained on one benchmark against traffic captured under a different one, would give a stronger read on real-world 

generalisation and is left for future work. 
The explainability layer, as it stands, summarises feature contributions per individual prediction but does not yet 

roll those explanations up across time into campaign-level patterns. Extending SHAP-based analysis from single-flow 

explanations toward campaign- or session-level summaries is a natural next step, and would help analysts tell an isolated 

anomalous flow apart from an early sign of a coordinated, multi-stage attack. 

None of these limitations undercut the core findings, but they do set the boundary conditions for how the reported 

accuracy, precision, recall and F1-score figures should be read, and they sketch a concrete roadmap — local retraining, cross-

dataset validation, campaign-level explainability — for moving this framework from a benchmark evaluation toward a 

production-grade intrusion-detection deployment. 
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KDD, CICIDS2017, CICDDoS2019 and X-IIoT among them — with no live production traffic, personally identifiable 

information, or proprietary organisational data collected or processed at any point. Because the framework is meant to support 

human security analysts rather than replace them, any high-confidence attack prediction from the deployed model should 

still pass through human review before an automated remedial action, such as blocking a host or terminating a session, is 

taken — particularly given that false positives are more likely on traffic patterns under-represented in the training data. 

Retraining the framework on organisation-specific traffic should also follow the relevant data-protection and privacy policies 
for handling that internal data. 

 

Reproducibility 

Reproducing the comparison in Section III should be straightforward: the preprocessing steps (missing-value 

handling, label encoding, feature normalization and shuffling), the full list of model families evaluated (Random Forest, 

KNN, Logistic Regression, Naive Bayes, SVM, MLP, DNN and a stacking ensemble), and the evaluation metrics (Accuracy, 

Precision, Recall and F1-Score) are all described in Section II and can be re-run on the same or comparable benchmark 

datasets. Fixing a random seed for dataset shuffling and train/test splitting is worth doing when reproducing these results, 

since tree-based ensembles in particular can vary from run to run without one. 
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