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Abstract: Traditional Clinical Decision Support Systems (CDSS) were built on rule-based 

engines and standard-alone machine learning classifiers. The emergence of Large Language 

Models (LLMs) and Retrieval-Augmented Generation (RAG) upgraded these systems by 
enabling knowledge-grounded reasoning and dynamic biomedical evidence retrieval. Recent 

multi-agent LLM frameworks further integrated biomedical RAG with external web 

intelligence. However, most existing approaches rely on heuristic score aggregation and lack 

explicit conflict modeling and probability calibration, limiting reliability in safety critical 
healthcare environments. The system proposes a conflict aware, machine-learned, and 

probability-calibrated multi-evidence fusion framework that transforms heuristic reasoning 

into a structured probabilistic decision model. Biomedical RAG outputs and external web 

evidence are fused using a supervised ensemble model that learns nonlinear interactions 
between evidence signals. Engineered features capture diagnostic agreement and disagreement 

with model reliability. Isotonic regression is applied for probability calibration and evaluated 

using Brier Score and Expected Calibration Error (ECE). SHAP-based feature attribution 

ensures transparent and interpretable diagnostic confidence decisions, improving robustness 
and clinical trust in LLM-based CDSS. 

 

Key Words: Clinical Decision Support Systems (CDSS), Large Language Models (LLMs), 

Retrieval-Augmented Generation (RAG), Multi-Evidence Fusion. 

 

I.INTRODUCTION 
In modern healthcare systems, the increasing complexity of clinical data and the necessity for timely and accurate 

decision-making pose significant challenges for clinicians. The integration of heterogeneous data sources, including 
electronic health records, laboratory reports, and biomedical literature, has substantially increased the cognitive burden on 

healthcare professionals, often leading to diagnostic uncertainty and potential medical errors. The need to model 

interdependent clinical variables across multiple stages of care further complicates this process, particularly in critical care 

settings where continuous physiological data must be analyzed in real time. As noted in [1], conventional decision support 

approaches that depend on offline training and generalized models often struggle with delayed responses and limited 

personalization, underscoring the importance of real-time, patient-specific analytical frameworks. Consequently, there is a 

growing demand for advanced clinical decision support systems (CDSS) capable of effectively integrating multi-source 

clinical data while maintaining reliability and interpretability. Traditional CDSS approaches primarily rely on rule-based 

systems or standalone machine learning models, which often operate on predefined datasets and lack adaptability to evolving 

clinical evidence. For example, [2] demonstrates symptom-based disease prediction and recommendation but is constrained 

by fixed datasets and limited generalization to complex clinical scenarios. Similarly, [3] improves accessibility to preliminary 

diagnosis but lacks robust clinical validation and effective uncertainty handling. Although these approaches provide useful 

assistance, they remain insufficient for real-world environments characterized by dynamic, unstructured, and heterogeneous 

patient data. Recent advances in large language models (LLMs) have enabled more context-aware reasoning and natural 

language understanding in healthcare applications. Studies such as [4] highlight the increasing adoption of LLMs in clinical 

decision support and electronic health record analysis. Furthermore, Retrieval-Augmented Generation (RAG) techniques 

enhance reliability by grounding model outputs in external knowledge sources. For instance, [5] demonstrates improved 

factual accuracy in medication guidance through FAISS-based retrieval, while [6] shows enhanced performance in 
knowledge-grounded medical question answering. Despite these improvements, RAG systems remain dependent on dataset 

quality and retrieval accuracy. Building upon these developments, multi-agent architecture has emerged as a promising 

paradigm for improving modularity, scalability, and collaborative reasoning in healthcare systems. Multi-agent 

reinforcement learning approaches such as [7],[8] demonstrate improved coordination, adaptability, and decision-making 

efficiency in distributed environments. In clinical contexts, [9] introduces structured reasoning pipelines aligned with real-
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world diagnostic workflows, while [10] shows that multi-agent collaboration can reduce cognitive workload and improve 

real-time decision support. Additionally, [11] provides a conceptual framework for agent-based systems, highlighting 

capabilities such as planning, action, reflection, and memory for autonomous clinical reasoning. Despite these advancements, 

a critical limitation persists in how current systems estimate and represent diagnostic confidence. Most existing approaches 

rely on heuristic aggregation methods or fixed weighting strategies, which fail to capture uncertainty and disagreement across 

multiple evidence sources. Systems such as [12] demonstrate improvements through multi-source fusion but still exhibit 

limitations such as hallucination and dependence on curated knowledge bases. Similarly, multi-agent coordination 

frameworks like [13], [14] highlight challenges related to coordination complexity and scalability. Data limitations and 

language diversity further impact system performance, as discussed in [15]. Ensuring reliability, interpretability, and safety 

remains essential, as emphasized in [16], which highlights the need for robust, explainable, and human-aligned AI systems. 

To address these challenges, recent work such as [17] demonstrates that combining multi-agent reasoning with biomedical 

RAG and real-time web intelligence can significantly improve diagnostic accuracy and reliability. However, this study does 

not introduce an entirely new algorithmic paradigm; rather, it addresses a critical gap by systematically integrating existing 

component biomedical RAG, web-based evidence retrieval, and adaptive feedback mechanisms—into a unified, agent-driven 

CDSS framework. The novelty lies in enabling real-time interoperability between these components within a modular, task-

specific architecture, transforming approaches that have previously been studied in isolation into a cohesive system capable 

of delivering reliable, interpretable, and dynamically optimized clinical recommendations. 

Table 1 provides a comparative analysis of existing approaches, highlighting the progression from single-model and 
rule-based systems to multi-agent and RAG-integrated frameworks. It illustrates that prior systems lack key capabilities such 

as dynamic web access, effective multi-source fusion, and confidence-aware reasoning. In contrast, the proposed system 

demonstrates comprehensive integration of these features, addressing critical limitations in reliability and clinical decision 

support. 

 
Table 1: Feature-based comparison of approaches 

 

This study does not present a fundamentally new algorithmic paradigm; rather, it addresses a critical gap in existing 

multi-agent CDSS frameworks, particularly in the fusion and optimization stage. Prior systems rely on heuristic aggregation 
and adaptive feedback loops controlled by predefined confidence thresholds (e.g., 0.65), which are not robust in safety-

critical healthcare settings and can lead to unreliable or unstable decisions under varying clinical conditions. To overcome 

this limitation, this work replaces static threshold-based fusion with a machine learning-driven evidence fusion model that 

learns complex interactions between heterogeneous evidence sources. By modeling agreement, disagreement, and 

uncertainty through engineered features and applying probability calibration, the proposed approach transforms heuristic 

decision-making into a statistically grounded and data-adaptive framework. This enables more reliable, calibrated, and 

clinically meaningful diagnostic confidence, improving both robustness and trustworthiness in real-world clinical workflows. 

This study proposes a dynamic CDSS based on a multi-agent LLM architecture. 

The synergy of modular LLM agents provides improved diagnostic reliability and adaptability compared to 

traditional fixed-rule systems. Unlike conventional LLM-based approaches, the proposed architecture combines (i) 

autonomous execution of clinically aligned tasks, (ii) contextual processing of heterogeneous real-time data sources such as 

electronic health records and laboratory results, and (iii) adaptive decision-making supported by feedback-driven 
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mechanisms. For example, a clinical reasoning agent identifies potential conditions by correlating patient symptoms with 

structured and unstructured clinical data, while decision modules integrate patient-specific parameters such as comorbidities 

and treatment constraints to generate context-aware recommendations. Furthermore, while existing Retrieval-Augmented 

Generation systems such as [5] rely on general-purpose embedding models, this study addresses a critical limitation by 

employing a domain-specific BioBERT-based embedding framework. BioBERT is specifically designed for biomedical text 

mining and is pre-trained on large-scale biomedical corpora such as PubMed, enabling improved semantic representation of 

medical terminology and complex clinical language. This capability is essential for extracting meaningful features from 

clinical narratives and biomedical literature, as also demonstrated in [20], where BioBERT-based models improve medical 

text understanding and decision support. In the proposed system, a FAISS-based vector database is constructed using 5,210 

publicly available medical articles and 11,269 patient clinical text records, enabling efficient and semantically rich retrieval 

of domain-specific knowledge. This design significantly improves the system’s ability to interpret medical terminology, 

abbreviations, and contextual nuances in clinical data. While prior research has primarily focused on isolated tasks such as 

symptom analysis or medical question answering, the proposed framework integrates multi-agent reasoning, domain-specific 

retrieval, and calibrated multi-source evidence fusion into a unified system for end-to-end clinical decision support. This 

study aims to demonstrate how LLM agents can synergize with clinicians’ expertise, offering the following key contributions 

to the field: 

1. It proposes a flexible multi-agent clinical decision support architecture that overcomes the limitations of fixed-rule 

systems by enabling dynamic analysis of patient data and adaptive optimization over time.  
2. It goes beyond general-purpose solutions by introducing a domain-specialized RAG framework based on BioBERT 

embedding’s and large-scale clinical and biomedical datasets, ensuring accurate interpretation of medical terminology 

and abbreviations.  

It enhances the reliability of system output through a calibrated multi-source evidence fusion mechanism that 

performs automatic integration and cross-validation of information from biomedical knowledge bases and web-based 

sources. 

 

II. LITERATURE REVIEW 
The literature demonstrates a clear shift toward multi-agent, LLM-driven clinical decision support systems that 

emphasize modular reasoning, knowledge integration, and reliability. The proposed CDSS [17] exemplifies this trend by 

combining biomedical RAG with real-time web intelligence in a multi-agent pipeline, where specialized agents handle 

normalization, retrieval, fusion, and feedback, supported by a confidence-aware re-querying mechanism that improves es 

accuracy and calibration across benchmark datasets. Complementary work on multilingual RAG [5] extends applicability to 

localized healthcare settings through structured preprocessing, FAISS-based retrieval, and NLI verification, while 

reinforcement learning frameworks such as GMPL [7] and MARL [8] enhance coordination, policy optimization, and 

scalability in both dialogue systems and AIoMT-enabled healthcare environments. Cognitive agent systems [21] further 

integrate multimodal sensor data for real-time mental health monitoring, and platforms like Alleviate [22] demonstrate 
practical deployment by combining ML, NLP, and geospatial services for end-to-end healthcare delivery. Broader analytical 

studies reinforce these developments, with surveys [23] highlighting the growing role of LLMs in multimodal medical 

imaging and tasks such as report generation and visual QA, while topic modeling analyses [4] reveal expanding research 

focus across clinical decision support, mental health, and generative AI. Synthetic data approaches [24] address data scarcity 

and improve performance but introduce risks such as bias amplification and instability. Domain-specific systems, including 

dermatology models integrating RAG [25], medical concept normalization frameworks [26], ICU simulation environments 

[27], and agent taxonomies [28], contribute to specialized, scalable, and interpretable healthcare solutions. Similarly, chatbot-

based systems [2], [3], [6], and structured decision models [18] improve diagnostic reasoning, transparency, and accessibility, 

while fuzzy and reinforcement-based approaches [19], [29] address uncertainty handling and network-level reliability. 

Recent advancements also highlight the extensibility of multi-agent systems across diverse applications, including rare 

disease diagnosis [12], case-based imaging support [30], automated educational content generation [31], autonomous ML 

pipelines [32], and collaborative QA systems [13], all of which benefit from distributed reasoning and coordination. 

Infrastructure-oriented contributions such as decentralized reconstruction [33], high-throughput drug discovery [34], and 

large-scale multilingual datasets [15] further strengthen the ecosystem. Additionally, role-based emergency systems [10] and 

trustworthy AI frameworks [16] emphasize usability, safety, transparency, and ethical deployment. Overall, the literature 

converges on the importance of combining retrieval-augmented reasoning, multi-agent coordination, and reliability-aware 

mechanisms to build robust CDSS, while persistent challenges remain in handling real-world clinical complexity, ensuring 
fairness, reducing bias, and achieving scalable, interpretable deployment in practice. 

 

III. METHODOLOGY 

A. System Overview 
This study proposes a multi-agent clinical decision support framework that integrates heterogeneous medical 

knowledge sources to produce calibrated and interpretable diagnostic outcomes. The architecture combines pretrained large 

language models (LLMs), biomedical retrieval, external evidence validation, and a machine learning-based fusion module 

within a modular and sequential pipeline, enabling structured and traceable clinical reasoning. No additional training or fine-

tuning is performed for the LLM components; all models are used off-the-shelf within a three-agent architecture, utilizing 
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Qwen-3 32B, Open AI GPT-4o, and Open AI GPT-4o-mini. The biomedical sentence-transformer (BioBERT-mnli-snli-

scinli-scitail-mednli-stsb) is used only for embedding generation, with updates handled through re-indexing rather than 

modifying model weights. The system follows a multi-stage workflow—from clinical input structuring to probability 

calibration—ensuring consistent and deterministic integration of multi-source clinical evidence. 

 

 
 Fig 1: Calibrated Multi Evidence Fusion Framework Architecture 

 

B. Vector Database Construction 
 A core component of the proposed CDSS is a high-dimensional vector database containing semantically enriched 

biomedical knowledge derived from diverse sources, including PubMed articles and symptom–disease datasets. This 

diversity enables the RAG mechanism to support both common and rare clinical scenarios, strengthening domain-specific 

reasoning. As illustrated in Figure 2, the pipeline involves systematic data collection, semantic text segmentation, noise 

removal, embedding generation, and efficient indexing to construct the vector database. This design enables fast, contextually 

consistent responses to natural language queries, with each stage detailed in the subsequent section. This structured pipeline 
ensures both retrieval efficiency and semantic fidelity in downstream clinical reasoning. 

 

 
Fig 2: Vector Database Creation Pipeline 
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The system incorporates a biomedical knowledge base constructed from 5,210 publicly available medical articles 

and 11,269 patient clinical text records. These datasets are preprocessed through document cleaning, segmentation, and 

normalization to remove irrelevant content. Text segmentation is performed using the Recursive Character Text Splitter with 

parameters chunk size = 512 and chunk overlap = 64, with a maximum limit of 6,000 chunks; when segmentation is 

insufficient, a page-based fallback is applied withchunk_size = 500 and chunk overlap = 80, ensuring semantic continuity 

and contextual coherence. Low-content and label-only segments are discarded, while valid segments are enriched with 

metadata such as source file name, page number, and text length. Each processed segment is then converted into a dense 

vector representation using the BioBERT-based Sentence Transformer model (BioBERT-mnli-snli-scinli-scitail-mednli-

stsb), generating a total of 13,043 embeddings that capture domain-specific semantic relationships. These embedding’s are 

indexed using FAISS to enable efficient similarity-based retrieval during inference. The vector database is constructed offline 

and used as a static knowledge source, allowing low-latency retrieval without requiring model retraining. To address limited 

semantic diversity in purely text-based datasets, an open-label “symptom-disease” dataset from the HuggingFace platform 

is additionally incorporated, enhancing coverage across disease categories and improving retrieval robustness. 
 

C. Clinical Input Structuring 
The system begins by processing raw clinical narratives using a specialized Clinical Text Structuring agent 

implemented with the Groq-hosted Qwen-3 32B model. This agent operates under strict prompt constraints to extract 

structured clinical information without introducing additional inference. The output includes clinical summary, symptoms, 

clinical features, risk factors, and a refined biomedical query. The extracted information is validated and normalized to ensure 

consistency across downstream modules. Query enhancement is performed by emphasizing clinically relevant terms, 

improving retrieval effectiveness. This stage ensures that all subsequent components operate on structured and semantically 

meaningful representations rather than unstructured text. 
 

D. Retrieval-Augmented Diagnostic Reasoning 
The structured query is used to retrieve relevant biomedical evidence from FAISS-indexed vector databases. 

Similarity search is performed using cosine similarity, and the top-k most relevant contexts are selected and combined into a 

unified evidence representation. The retrieved biomedical context is processed by the RAG Analyzer agent, implemented 

using OpenAI GPT-4o, which performs structured clinical reasoning. The reasoning module generates diagnostic hypotheses, 

option-wise support scores, and a confidence signal. A biomedical evidence relevance score is derived from normalized 

support values, while additional signals such as grounding score and entropy-based uncertainty are computed to quantify 

reasoning quality. 
 

E. External Evidence Validation 
To incorporate real-time medical knowledge, the system integrates an external evidence validation module using 

the Serper API. The clinical query is used to retrieve relevant web-based medical snippets from publicly available and 

authoritative sources, including platforms such as the National Institutes of Health (NIH), World Health Organization 

(WHO), and other reputable medical websites. These snippets are aggregated and processed into a concise evidence 

representation. The retrieved content is analyzed by the Evidence Scanner agent, implemented using OpenAI GPT-4o-mini, 

which generates a summarized explanation and a normalized evidence score. This step ensures that the system validates 

biomedical retrieval outputs against up-to-date external sources, improving robustness and reducing reliance on static 

datasets. 
 

F. Feature Engineering for Conflict-Aware Fusion 
Instead of directly aggregating outputs from different agents, the system introduces a feature engineering stage to 

explicitly model relationships between multiple evidence sources. Outputs from biomedical retrieval and external validation 

are transformed into a structured representation capturing evidence divergence, and a conflict indicator that reflects 

agreement or disagreement between sources. In addition, auxiliary signals such as grounding score, reasoning confidence, 

and entropy-based uncertainty are incorporated to represent evidence quality and reliability. Together, these features form a 

comprehensive feature space that enables the machine learning model to learn complex interactions and perform robust, 

conflict-aware fusion of multi-source clinical evidence. 
 

G. Machine Learning-Based Fusion 
The fusion of multi-source evidence is performed using a supervised Random Forest classifier, which is trained on 

engineered features derived from clinical cases. Unlike existing systems that rely on predefined thresholds or heuristic 

aggregation, the proposed model learns nonlinear relationships between features such as agreement, conflict, and uncertainty. 

The model outputs a probability distribution representing confidence in the prediction, and the maximum probability value 

is selected as the final confidence score. This approach enables statistically grounded decision-making and improves 

robustness in complex clinical scenarios. 

 

H. Probability Calibration 
To ensure reliability of confidence estimates, the system applies probability calibration using cross-validated 
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isotonic regression with K = 5 folds. This process aligns predicted probabilities with true outcome likelihoods, reducing 

overconfidence and improving interpretability. Calibration is implemented as a post-processing step on the fusion model 

outputs, where predicted probabilities are mapped using a monotonic function learned from correctness labels. This approach 

enables the system to produce calibrated confidence scores during inference without modifying the underlying fusion model. 

The use of cross-validation ensures unbiased calibration and improves generalization across different data samples. 
 

I. Evaluation and Output Generation 
The system is evaluated using benchmark datasets including MedQA, PubMedQA, and MedBullets. For each case, 

predictions and calibrated confidence scores are generated and stored in structured formats. Performance is evaluated using 

accuracy, confidence distribution, and calibration metrics such as Expected Calibration Error (ECE). The final output 

includes predicted diagnosis, calibrated confidence score, supporting evidence, and feature-level explanations. 
Interpretability is achieved using SHAP (SHapley Additive Explanations), which quantifies the contribution of each feature 

(e.g., evidence scores, conflict indicators, and uncertainty measures) to the final prediction. This enables transparent 

understanding of how different evidence sources influence each decision. Finally, the system produces a structured report 

containing diagnostic results, confidence values, SHAP-based explanations, and calibration statistics, ensuring that output is 

both reliable and clinically interpretable. 

 

IV. EXPERIMENTS AND RESULTS 
The proposed calibrated multi-evidence fusion framework was evaluated using a cloud-based execution setup to 

ensure consistent performance across different hardware environments. The system was implemented using Python 3.9 with 

libraries such as NumPy, pandas, and scikit-learn, while retrieval and embedding components were handled using Sentence 

Transformers and FAISS. The fusion model was implemented using Random Forest, and probability calibration was 

performed using isotonic regression. Despite operating on minimum hardware (Intel i3, 8 GB RAM), the system maintained 

stable execution due to Google Colab-based processing, demonstrating practical deployability. The evaluation was conducted 

on three benchmark datasets, namely MedQA, PubMedQA, and MedBullets, with 50 samples from each dataset, resulting in 

a total of 150 evaluation instances. Each instance included a predicted diagnosis, confidence score, and correctness label, 

enabling both classification and calibration analysis. And the system performance summarized Table 2. 

 

Dataset Short Technical Specifications 
No. of 

Tests 

MedQA 
Postgraduate medical knowledge; multiple-choice (A–E); 

diagnostic reasoning measure. 
n = 50 

PubMedQA Derived from biomedical articles. n = 50 

MedBullets 
Applied/basic medicine and case-based short questions; free 

text response. 
n = 50 

Table 2: Dataset Summaries and Number of Tests 

 

Dataset MedQA PubMedQA MedBullets 

N (evaluated) 50 50 50 

Correct 43 41 40 

Incorrect 7 9 10 

Accuracy 0.86 0.82 0.80 

Precision (micro) 0.86 0.82 0.80 

Recall (micro) 0.86 0.82 0.80 

F1-score (micro) 0.86 0.82 0.80 

Specificity 0.86 0.82 0.80 
Table 3: Performance Evaluation across Datasets 

 

 The system achieves an accuracy of 0.86 on MedQA, 0.82 on PubMedQA, and 0.80 on MedBullets, indicating 

strong performance across different clinical reasoning tasks. The number of correct predictions is 43, 41, and 40, respectively, 
showing consistent generalization across datasets. Precision, recall, and F1-score values are identical to accuracy for all 

datasets (0.86, 0.82, 0.80), confirming balanced classification without bias. Specificity values also match these results, 

indicating that the system effectively distinguishes incorrect options, reducing false positives. Overall, results demonstrate 

stable and reliable diagnostic performance across heterogeneous datasets. Calibration analysis was performed to evaluate the 

reliability of predicted confidence scores. The calibration results are summarized in Table 4. 

 

Confidence Range Raw Confidence Calibrated Confidence Accuracy Interpretation 

0.25 – 0.40 0.32 0.48 0.50 Well calibrated 

0.40 – 0.55 0.49 0.70 0.68 Slightly overconfident 
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0.55 – 0.70 0.63 0.88 0.85 Slightly overconfident 

0.70 – 0.80 0.74 0.94 0.91 Well calibrated 

0.80 – 0.90 0.84 0.98 0.95 Well calibrated 

Table 4: Calibration Results 
 

 In the lower confidence range (0.25–0.40), the calibration process effectively corrects under confidence, increasing 

the predicted score from 0.32 to 0.48, which closely aligns with the observed accuracy of 0.50. This indicates that the model 

initially underestimated its predictions in this region, and calibration significantly improves reliability. In the mid-confidence 

ranges (0.40–0.55 and 0.55–0.70), the calibrated confidence values (0.70 and 0.88) slightly exceed the corresponding 

accuracies (0.68 and 0.85), indicating mild overconfidence; however, the deviation remains small and within acceptable 

limits, preserving the overall reliability of the predictions. In the higher confidence ranges (0.70–0.80 and 0.80–0.90), 

calibrated scores (0.94 and 0.98) closely match the observed accuracies (0.91 and 0.95), demonstrating strong calibration 

and consistent confidence in high-certainty predictions. Overall, the calibration process effectively reduces the discrepancy 

between predicted confidence and actual correctness across all confidence ranges, resulting in more reliable and interpretable 

probability estimates. The slight overconfidence observed in mid-ranges remains limited and does not significantly affect 

decision quality, while the improved alignment in lower and higher ranges reinforces the robustness of the calibration 

approach. The monotonic progression of calibrated confidence across ranges further indicates stable probabilistic behavior. 

The calibration curve more closely follows the ideal diagonal after adjustment, confirming improved probability alignment. 

This behavior supports the model’s suitability for risk-sensitive clinical decision-making, where reliable confidence 

estimation is essential. Additionally, the reduced calibration error is consistent with the observed decrease in Expected 

Calibration Error (ECE), indicating improved overall model reliability. The calibration behavior is further illustrated in 
Figure 3, providing visual confirmation of the improved correspondence between predicted probabilities and actual 

outcomes. 
 

 
 Fig 3: Calibration Curve 

 
Fig 3 shows that the raw confidence curve deviates from the diagonal, indicating miscalibration, while the calibrated 

curve aligns more closely with the ideal line, confirming improved probability estimates after cross-validated isotonic 

regression. The system achieves an Expected Calibration Error (ECE) of 0.0422 and a Brier Score of approximately 0.0436, 

indicating low calibration error and reliable probabilistic predictions. 

 

The ECE, defined in Eq. (1), measures the gap between predicted confidence and actual accuracy: 

 

𝐸𝐶𝐸 = ∑
|𝐵𝑚|

𝑛

𝑀

𝑚=1

|𝑎𝑐𝑐(𝐵𝑚) − 𝑐𝑜𝑛𝑓(𝐵𝑚)|                      𝐸𝑞. (1) 

 

The Brier Score, defined in Eq. (2), measures the mean squared error between predicted probabilities and true 

outcomes: 

𝐵𝑟𝑖𝑒𝑟𝑆𝑐𝑜𝑟𝑒 =
1

𝑁
∑(𝑝𝑖 − 𝑦𝑖)2

𝑁

𝑖=1

                                         𝐸𝑞. (2) 

 

Lower values indicate better calibration and reliability. Component contributions are evaluated via ablation in Table 5. 
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Component Removed Accuracy (%) ECE 

Clinical Clarifier (Agent 1) 80.0 0.07 

Symptom RAG Analyzer (Agent 2) 65.0 0.15 

Evidence Scanner (Agent 3) 70.0 0.12 

Feature Engineering 68.0 0.14 

ML Fusion (Random Forest) 60.0 0.20 

Calibration (Isotonic Regression) 82.7 0.22 

Full System 82.7 0.0422 

Table 5: Ablation Study results 

 

 The full system achieves 82.7% accuracy with an ECE of 0.0422, representing an optimal balance between 

predictive performance and calibration. Removing the ML fusion component reduces accuracy significantly to 60% and 

increases ECE to 0.20, indicating that fusion is the most critical component for combining multi-source evidence. Removing 

the Symptom RAG Analyzer reduces accuracy to 65% with an ECE of 0.15, highlighting the importance of retrieval-based 
reasoning. Similarly, removing the Evidence Scanner results in 70% accuracy with an ECE of 0.12, confirming the role of 

external evidence validation. Removing calibration does not affect accuracy (82.7%) but increases ECE to 0.22, 

demonstrating that calibration primarily enhances reliability rather than classification performance. Overall, the ablation 

study shows that each component contributes significantly to either accuracy or calibration. The interpretability of the model 

is analyzed using SHAP, and the results are illustrated in Figure 4. 

 

 
Fig 4: SHAP Results 

 

Fig 4 shows that rag_score contributes the highest positive impact (~0.30), indicating that retrieved biomedical 

evidence is the primary driver of predictions. The web_score (~0.20) also contributes significantly, confirming the 

importance of external evidence validation. Features such as option_entropy and confidence_signal (~0.15–0.18) provide 

moderate contributions, reflecting uncertainty handling. The grounding_score (~0.10) reinforces consistency between 

evidence sources. In contrast, score_diff introduces a negative contribution, indicating that disagreement between RAG and 

web evidence reduces confidence. The task_type feature has minimal influence, showing that predictions are primarily driven 

by evidence rather than task variation. This analysis confirms that the system effectively balances multiple evidence sources 

while accounting for uncertainty and disagreement. Overall, the experimental results demonstrate that the proposed system 
achieves strong predictive performance (up to 86% accuracy) along with reliable confidence estimation (ECE = 0.049). The 

integration of multi-agent reasoning, evidence fusion, and calibration ensures that the system is not only accurate but also 

trustworthy and interpretable, making it suitable for real-world clinical decision support applications. 
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V. CONCLUSION 
 This work presents a calibrated multi-evidence fusion framework for clinical decision support that integrates 

retrieval-augmented reasoning, external evidence validation, machine-learned fusion, and probability calibration within a 

unified architecture. The system effectively combines biomedical and external knowledge sources to enable robust decision-

making, where feature engineering captures agreement, conflict, and uncertainty, and the Random Forest-based fusion model 

learns nonlinear interactions while cross-validated isotonic regression ensures well-calibrated confidence estimates. The 

experimental results demonstrate that the proposed system achieves consistent and balanced performance across all evaluated 

datasets. As shown in Table 3, 50 samples were evaluated per dataset, with 43 correct predictions for MedQA, 41 for 

PubMedQA, and 40 for MedBullets, corresponding to accuracies of 0.86, 0.82, and 0.80. The equality of precision, recall, 

and F1-score with accuracy indicates a micro-averaged evaluation and stable, unbiased classification. Specificity values 

(0.86, 0.82, 0.80) further confirm effective discrimination of incorrect diagnoses, demonstrating good generalization across 

clinical reasoning tasks. Calibration metrics highlight the reliability of confidence predictions, with an Expected Calibration 

Error (ECE) of 0.0422 and a Brier Score of 0.0436, indicating well-aligned and reliable probability estimates. SHAP-based 

analysis further shows that rag_score and web_score contribute most to predictions, while disagreement features reduce 

confidence, ensuring interpretability. Overall, the system achieves a strong balance between accuracy, reliability, and 

interpretability for clinical decision support. 

 

VI. FUTURE SCOPE 
Future work will focus on extending the proposed system toward real-world clinical applicability and scalability. 

Validation on large-scale clinical datasets under realistic conditions, including noisy and incomplete data, is a key priority. 

Incorporating multi-modal inputs such as clinical notes, laboratory reports, and imaging data can enhance generalization and 

diagnostic capability. The fusion mechanism can be improved using advanced models such as gradient boosting and deep 

learning to capture complex feature interactions, along with adaptive evidence weighing to adjust source contributions based 

on context and reliability. From a system perspective, improving computational efficiency, enabling real-time inference, and 

integrating with electronic health record (EHR) systems will enhance usability. Additionally, incorporating advanced 

uncertainty quantification and interpretability techniques can improve transparency and trust. These developments will 

support the transition of the framework from a research prototype to a robust, clinically deployable decision support system. 
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