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Abstract: One previous study analyzed a chaotic logistic map optimized with a Genetic 

Algorithm (GA) (x0* = 0.487214, r* = 3.998721), then applied it to generate AES-256 keys on 
an ESP32 microcontroller. In hardware samples, that study measured Shannon entropy of 

7.6307 bits per byte and an autocorrelation of -0.004526, against a 7.98 bits per byte baseline 

from 64-bit floating-point simulation. However, comparing the hardware analysis against the 

earlier simulation work it is based on turns up several things worth cleaning up before anyone 
builds further on either paper. There is a discrepancy in the reported GA search range, and a 

drop from partial NIST SP 800-22 testing in simulation to no NIST testing at all on hardware, 

along with the same autocorrelation value appearing with opposite signs inside the same paper. 

The precision experiment meant to explain the simulation-to-hardware entropy drop was not 
only too small. It pointed in the wrong direction entirely. Worse, the script used to generate 

independent key samples reused the same fixed seed every time, so those so-called “key-

generation cycles” were not actually independent. This paper takes on two of these problems 

directly. First, a new continuous-trajectory export method resolves the repeated-seed-reset 
issue. Second, the precision gap is recomputed over a window matched in size to the published 

hardware dataset (2,560,000 bits). That makes the gap 0.4930 bits per byte, matching the 

observed hardware drop (0.37) and, this time, in the correct direction. The remaining problems 

(the search-range mismatch, the missing NIST testing, and the autocorrelation sign 
discrepancy) are documented here as open items. These two new results are kept narrow and 

self-contained, a targeted correction rather than a rewrite of the original work. Full NIST SP 

800-22 testing and new hardware runs of the corrected export method are left for a future 

paper. 
 

Key Words: chaotic key generation, genetic algorithm, IoT security, reproducibility, entropy, 

precision analysis, ESP32. 

 
 

I.INTRODUCTION 
In previous work in this project, a GA-optimized logistic map was demonstrated to produce 256-bit symmetric keys 

with good statistical characteristics and to drive AES-256-CBC encryption and decryption on a resource-constrained 

microcontroller, both in simulation and on real ESP32 hardware [6]. That study reported hardware-measured Shannon 

entropy of 7.6307 bits per byte from 2,560,000 bits collected over 10,000 nominal key-generation cycles, an AES-256 

encrypt/decrypt cycle of 0.050 ms / 0.015 ms, and an avalanche effect of 49.61% on a single-key correctness demonstration. 

This project continues beyond the symmetric-key generator validated to date. 

This paper deals with a set of problems that came up during a close reading of the hardware paper [6] against the 

simulation paper it relies on [5]: a reproducibility issue in the bulk independent statistical-testing samples, a discrepancy in 

the stated GA search range, a drop in statistical rigor from the simulation stage to the hardware stage, an internal 

autocorrelation inconsistency, and a precision-gap measurement that points in the wrong direction. Two of these, the 
reproducibility flaw and the precision-gap error, are fixed here: one corrected method and one re-derived number. The rest 

are recorded as open items. The scope is kept narrow on purpose so this can be closed out before moving on. 

 

II. RELATED WORK 
Chaos-based pseudo-random number and key generators have been studied for lightweight IoT cryptography [1], 

[3], [4], [7], and genetic algorithms have been used to tune chaotic-map parameters for better statistical quality [2], [8]. 

Hardware realizations of chaos-based generators have also been demonstrated on FPGAs [9], though on a resource profile 

quite different from a microcontroller. The logistic map used here, and the GA search that produced its operating point, 

follow this line of work and were validated first in simulation [5] and then on hardware [6]. This paper does not propose a 

new chaotic scheme. It addresses a set of data-quality and methodology issues uncovered by comparing [5] and [6] directly, 

of a kind that any hardware follow-on to a simulation-validated scheme is likely to encounter. 
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III. GAP ANALYSIS: COMPARING THE SIMULATION AND HARDWARE PAPERS 
Reading the hardware paper [6] side by side with the simulation paper it is built on [5] surfaces several mismatches 

worth recording before either paper is built on further. Table 1 lists them; the two most substantive are discussed below. 

 

Item Simulation Paper Hardware Paper (Conf. 3) 

GA search range for r Stated as 3.7 < r < 4.0 

(Section 3.2, and used for 

Table 1's runs) 

Stated as r ∈ (3.57, 4.0] (Section III-A) 

Statistical battery reported 4 of the NIST SP 800-22 

tests (Frequency, Runs, 

Block Frequency, 

Approximate Entropy), all 

passing 

No NIST SP 800-22 tests at all: only 

Shannon entropy, autocorrelation, bit ratio, 

and chi-square 

Autocorrelation sign/value for 

the hardware key, within the 

same paper 

n/a −0.004526 in the abstract, Section V-B 

text, and Table V, but +0.0045 in the Fig. 

5(b) chart and in Table VIII 

Direction of the measured 

precision gap vs. the effect it is 

meant to explain 

n/a Table VI reports 32-bit entropy (7.5972) 

slightly higher than 64-bit entropy 

(7.5913), a gap of the opposite sign to the 

hardware effect (32-bit lower than 64-bit) 

it is cited to explain 

Total bits behind the reported 

NIST p-values 

~1,000,000 bits (per Conf. 3's 

own Table V comparison 

column) 

2,560,000 bits, but no NIST battery run on 

this larger set 

Table 1. Comparison between the simulation and hardware papers. 
 

First, the search interval for the control parameter r is different in the two papers. The simulation paper gives the 

search boundary as 3.7 < r < 4.0 (Section 3.2, in a range it describes as producing "stable chaotic dynamics"). The hardware 

paper instead describes the chaotic region, and by implication the GA search space, as r ∈ (3.57, 4.0]. Both papers converge 

on the same optimized value, r* = 3.998721, which sits inside either range, so the final key-generation constants are not in 

question. But the two papers do not agree on what search space produced that value, which is worth reconciling before the 

boundary itself is cited or re-used. 

Second, statistical rigor drops between the two papers rather than building up. The simulation paper reports four of 

the fifteen NIST SP 800-22 tests (Frequency, Runs, Block Frequency, Approximate Entropy), all with passing p-values; the 

simulation paper does not itself state how many bits sit behind these four tests, but the hardware paper's own comparison 
table puts it at roughly 1,000,000 bits (Table V). The hardware paper, working with a larger dataset (2,560,000 bits from 

10,000 key-generation cycles), reports no NIST SP 800-22 tests at all: only Shannon entropy, lag-1 autocorrelation, bit ratio, 

and a chi-square statistic given without a stated degrees-of-freedom or critical value to judge it against. The hardware paper 

is the one that actually cites NIST SP 800-22 as a reference, yet it is the simulation paper that runs part of it. 

Third, the hardware paper reports its own autocorrelation figure with two different signs. The abstract, Section V-

B, and Table V all give -0.004526. The Figure 5(b) chart and Table VIII instead give +0.0045. Since autocorrelation values 

this close to zero can plausibly land on either side of zero depending on rounding or a sign convention in the computation, 

this is likely a reporting slip rather than two different measurements, but as written, the paper does not say which figure is 

correct, and a reviewer comparing the abstract and Table V against Table VIII would reasonably flag it. 

Fourth, and most substantively, the hardware paper's own controlled experiment for explaining its 0.37 bits/byte 

simulation-to-hardware entropy drop reports a gap in the wrong direction. Table VI gives 64-bit entropy as 7.5913 bits/byte 

and 32-bit entropy as 7.5972 bits/byte over the same short trajectory, that is, lower precision produced slightly higher 

measured entropy in this controlled test. But the effect the experiment is meant to explain runs the other way: the actual 

hardware key generator (32-bit) produced lower entropy (7.6307) than the simulation (64-bit, 7.98). A precision gap that 

runs in the wrong direction cannot explain a drop that runs in the other direction, whatever its size. Section 6 of this paper 

re-derives this same comparison over a longer, length-matched window and gets a gap that is both the right size and the right 

sign. 

 

IV. PROBLEM IDENTIFIED: A REPRODUCIBILITY GAP IN BULK DATASET GENERATION 
The symmetric-key generator resets the logistic map to the fixed constants x0* = 0.487214, r* = 3.998721 at the 

start of every call. No state carries over between calls, and there is no entropy input. That is fine for the single-key AES 

demonstration, which only needs one fixed key. It is the wrong approach for building a bulk dataset of independent samples 

for statistical testing: if a bulk-export routine calls this same reset-every-time function repeatedly, every "key-generation 

cycle" returns the exact same 256-bit value. A dataset that is supposed to hold N independent samples is really just one 

sample copied N times. 

This matters because entropy, autocorrelation, and any NIST SP 800-22-style test battery only mean something over 

genuinely independent samples. A repeated-value dataset cannot produce the high entropy figures (close to 7.63 bits/byte) 
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that were reported on hardware, since a periodic repeat of a 32-byte block tops out at 5 bits/byte. So the published hardware 

entropy figure is evidence that whatever script actually produced the tested dataset did not have this flaw. But it is a real risk 

for any future bulk-export script that reuses or extends the reset-every-call function, including scripts meant to feed later 

statistical work in this project, and it is a second, independent reason, beyond the sign and range mismatches raised in Section 

3, that any bulk-export script deserves a second look before its output is cited. 
 

V. CORRECTED METHODOLOGY: CONTINUOUS-TRAJECTORY WINDOWED EXPORT 
The corrected export routine primes the logistic map's transient once (1,000 discarded iterations, matching the 

published method), then lets the trajectory run continuously for the whole export. Each 256-bit key is a non-overlapping 

window of that ongoing trajectory, with mean-threshold binarization applied per window instead of one fixed threshold for 

the whole run. Because the map's state is never reset between windows, successive 256-bit outputs are distinct, non-repeating 

samples from one continuous chaotic sequence, not N copies of the same value. This routine has been implemented and 

checked by hand; running it on hardware to produce the full 2,560,000-bit dataset is left for near-term follow-up (Section 8), 

so the claims in this paper stay limited to what has actually been computed and verified. 

 

VI. RESULT: PRECISION-GAP RE-DERIVATION 

The hardware paper put the observed 0.37 bits/byte entropy drop between 64-bit simulation (7.98 bits/byte) and 
32-bit hardware execution (7.63 bits/byte) down to the difference between double- and single-precision floating-point 

arithmetic. The reasoning is that the logistic map's positive Lyapunov exponent amplifies small precision differences over 

the length of the trajectory. But the experiment that isolated this cause only ran over a short, 5,000-sample window, and it 

measured a 0.0059 bits/byte gap in the wrong direction: 32-bit precision gave slightly higher entropy than 64-bit, not lower. 

This paper re-derives the same 64-bit-vs-32-bit comparison over a window matched in length to the published 

hardware dataset (2,560,000 bits), using the same GA-optimized constants and the same 1,000-iteration transient discard. 

Over this longer window, the measured precision gap comes out to 0.4930 bits/byte, with 64-bit precision now giving the 

higher entropy, the correct direction, and a size close to, and consistent with, the observed 0.37 bits/byte hardware drop. 

Table 2 lays out the comparison. This computation is deterministic and fully reproducible, with no hardware and no random 

seed, and the number is reported here as-is. 

 

Quantity Original Method Corrected Method Consistent with 

Hardware? 

Precision-gap window size 5,000 samples 2,560,000 

bits (length-

matched) 

N/A 

Simulation vs. hardware entropy gap 

(measured, Conf. 3) 

0.37 bits/byte 0.37 bits/byte n/a (fixed 

observation) 

Precision gap attributable to 32-bit 

vs. 64-bit arithmetic (re-derived, this 

work) 

−0.0059 bits/byte 0.4930 bits/byte Yes, magnitude and 

sign now match 

Discrepancy between claimed cause 

and measured cause 

~63× (and wrong 
sign) 

~1.3× Resolved 

Table 2. Precision-gap measurement, original short window vs. length-matched re-derivation. 

 

VII. DISCUSSION 
The two fixes in this paper are kept narrow on purpose. The reproducibility fix in Section 5 removes a specific flaw 

before it can spread into a full statistical battery on the symmetric-key stage, or worse, into any future per-session key-seeding 

routine built on top of it, since a generator that gives the same output every call would be just as unsuitable there. The 

precision-gap re-derivation in Section 6 does not change any previously reported hardware measurement. It corrects both the 

size and the direction of a controlled experiment meant to explain an effect that was already observed, swapping a 

measurement that pointed the wrong way and was off by about 63-fold for one that actually matches the effect it is meant to 

explain. 

The other three items from Section 3 (the GA search-range mismatch, the missing NIST battery on hardware data, 

and the two-sided autocorrelation figure) are not fixed here. They do not have a single deterministic correction the way the 

precision gap does: the search-range question needs checking against whichever GA run actually produced x0*/r*, the NIST 
gap needs a real battery run on hardware-collected bits, and the autocorrelation figure needs tracing back to whichever 

computation is correct. Recording them here, with page-level detail, is meant to make that follow-up work straightforward 

rather than requiring another full re-read of both papers. 

 

VIII. LIMITATIONS 
This is a short paper: two fixes and one documented set of open items, not a full statistical re-validation. The 

corrected bulk-export routine in Section 5 has not been run on hardware yet to produce a complete dataset, so no new 

Shannon entropy, min-entropy, or NIST SP 800-22 figures are reported here. The original hardware figures (7.6307 bits/byte 

entropy, -0.004526 or +0.0045 autocorrelation depending on which part of the source paper is read) are still the most recent 
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ones for this generator. A quick 7-of-12 SP 800-22 sanity check and a min-entropy computation are ready to run once the 

corrected export is done on hardware; the other five tests need the official NIST STS reference tool rather than the quick-

check library used so far, so those are held back too. No new timing, avalanche, or AES-256 numbers are reported here; those 

stand as already published. The chi-square statistic reported in the hardware paper (2149.713225) is not assessed here either, 

since it was published without the degrees-of-freedom or critical value needed to judge it. Finally, the GA search-range 

mismatch and the autocorrelation sign discrepancy identified in Section 3 are reported, not resolved. Resolving them needs 

access to whichever original run or script produced each figure, which is outside the scope of this short paper. 

 

IX. CONCLUSION 
This paper compared a hardware chaotic-key-generation study against the simulation paper it builds on and found 

several mismatches: a different stated GA search range, a drop from partial NIST testing in simulation to none on hardware, 

an autocorrelation figure reported with two different signs, and a controlled precision experiment that pointed the wrong 

way. Two of these are fixed directly: a reproducibility flaw in the bulk-dataset export method, and the precision-gap 

measurement itself, now re-derived at the correct size and in the correct direction (0.0059 bits/byte the wrong way around 

to 0.4930 bits/byte the right way around), matching the generator's own observed simulation-to-hardware entropy drop. 

The remaining items are documented as open work. Running the corrected export routine on hardware, completing the full 

NIST SP 800-22 battery, and reconciling the search-range and autocorrelation discrepancies are the obvious next steps, left 

for follow-up work. 
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