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Abstract: Transformer-based detectors for Solidity smart contracts almost universally 

encode a contract within a single 512-token window, then attribute performance differences to 
the choice of pre-trained encoder. We show this attribution is misplaced. On DIVE-25 (22,330 
deployed contracts, eight DASP categories, multi-label at 2.46 labels per contract) the median 
contract occupies 2,994 sub-word tokens and only 5.48% fit a single window. We segment each 

contract at top-level declaration boundaries, pack the segments greedily into at most 24 chunks 
of 510 tokens for an effective context of 12,240 tokens covering 98.25% of the corpus, and 
recombine the chunk representations with a bidirectional LSTM under additive attention. 
Holding preprocessing, chunk budget, pooling, aggregator, loss, schedule, seeds and split 
identical, the extended context is worth +0.1038 micro-F1 and +0.1722 macro-F1 over single-
window truncation, roughly four times the benefit of the best available encoder. The loss under 
truncation is markedly uneven: Front Running falls by 0.294 and Time manipulation by 0.262, 
while Access Control, whose indicators sit near the top of a file, loses 0.010. Fifty-one 

structural measurements and a five-relation contract graph enter the classifier through per-
class gates initialised at σ(−4) ≈ 0.018, so any contribution must be learned; both open, and 
the resulting gain is 1.9 times larger on categories below 900 test instances. Under family-
aware leakage-controlled partitioning the complete system reaches 0.8435 micro-F1 and 
0.7775 macro-F1, with the fusion gain significant under a paired bootstrap (macro-F1 
+0.0173, 95% CI [+0.0113, +0.0236]). We report every result additionally on a twin-free test 
subset from which the 39.58% of test contracts sharing a structural twin with training are 
removed. Finally, evaluated against human-verified exploitability judgements the detector 

scores 0.455 mean AUC, below a baseline built from contract size and compiler version alone 
(0.735), bounding what any detector trained on analyser consensus can be claimed to do. 
 

Key Words: smart contract security; vulnerability detection; multi-label classification; long-
context encoding; gated feature fusion; label provenance. 

 

I.INTRODUCTION 

 A deployed smart contract cannot be patched. Its code is permanent, it holds value directly, and it is published for 

anyone to read. Detection has to happen before deployment, and it must happen on the whole contract, because an attacker 

will read the whole contract. 

 

A. Requirements on the representation 

A vulnerability in Solidity is rarely a suspicious token. Reentrancy is a relationship between two statements: an 

external call, and a state update that should have come before it. Access control is a relationship between a modifier 

declaration and the functions that do or do not carry it. Denial of service concerns whether an unbounded loop or an external 
call can block execution. In every case the evidence is distributed, and it is relational. 

The design follows from that observation, not from any architectural preference. A detector needs three things the 

literature has tended to supply only one of: the whole contract, not a prefix; the learned lexical and semantic representation 

a pre-trained encoder provides; and explicit access to how values and control move between declarations. We therefore give 

the model three views of the same code. These are the learned token sequence, 51 explicit structural measurements, and a 

typed graph over its declarations. We combine them through per-class gates initialised almost closed, so that any contribution 

the auxiliary views make must be earned during training rather than assumed by construction. 

Encoding the whole contract is not free. Encoders in the BERT family [1] accept 512 sub-word tokens; the median 

contract in our corpus occupies 2,994, and only 5.48% fit a single window. Fig. 1 shows what each budget buys. We therefore 

segment each contract at top-level declaration boundaries and pack the segments into at most 24 chunks of 510 tokens, giving 

an effective context of 12,240 tokens that covers 98.25% of contracts completely. 
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Fig 1: Contracts fully covered as a function of the encoder context budget. Standard practice covers 5.48% of the corpus; the 24-chunk 

budget adopted here covers 98.25%. Every point is measured on the exact GraphCodeBERT tokenisation. 

 

B. Corpus selection 

Having settled what the model should see, the question becomes what to train it on. Such a corpus would consist of 

contracts audited by human experts, so that each label marks a real defect and no more; coverage of all eight DASP 

categories [2]; multi-label annotation at contract level, since a real contract carries several weaknesses at once; and tens of 

thousands of examples, because the rarest categories appear in under 3% of contracts. 

No such corpus exists. Every manually verified Solidity dataset fails at least one of those requirements, and the 

shortfalls are not marginal. SmartBugs Curated [3] has the right taxonomy and genuine human annotation, but comprises 

143 contracts carrying 208 tagged vulnerabilities across ten categories. SCRUBD [4] is crowdsourced with expert review 

and is recent, but covers only reentrancy and unhandled exceptions; two categories cannot supervise an eight-category model. 

DAppSCAN [5] is the most ambitious attempt and quantifies precisely why the ideal is unavailable: 22 participants and 44 

person-months spent analysing 1,199 audit reports from 29 security teams yielded 1,618 SWC weaknesses. The labels are of 
high quality, but the cost per label is prohibitive at scale. The benchmark of Hu et al. [6] is the largest at 4,364 manually 

verified contracts, but it was assembled by passing 136,969 contracts through seven detectors and hand-checking only the 

findings those tools produced. 

The construction of that last corpus matters for how it can be used. It is not an independent sample of contracts but 

a manual verification of tool output, since every contract in it was flagged by a detector before any human examined it. That 

makes it exactly the right instrument for asking whether a detected weakness is exploitable, since detection is held constant 

by construction. It is the wrong instrument for training a detector, since the tools, not the code, define its negative class. 

Training on human-verified labels was never an option this work rejected for convenience; it is an option that does not exist 

at the required scale. The remaining alternative, synthetic bug injection, is worse: defects are injected into a fixed pool of 

host contracts and models are evaluated on that same pool, so a model can score well by recognising the residue of the 

transformation, and injected defects are exploitable by construction where 75.25% of the weaknesses analysers report in 

deployed code turn out not to be [6]. 
DIVE-25 [7] is accordingly the best available option, chosen on stated grounds: 22,330 contracts genuinely 

deployed to the public chain between 2016 and 2024; multi-label annotation at 2.46 labels per contract; the standardised 

DASP taxonomy; labels assigned by power-based weighted voting across six analysers [8] with rule-based post-hoc 

validation, with no single detector acting as sole authority; and an explicit statement by its authors that the labels are 

systematically derived, with no manual verification behind them. 

 

C. Testing the label-imitation objection 

That last property defines what a score on this corpus means. The target is analyser consensus. For a fast pre-

deployment screen that is the right target, since running six tools is slow and they disagree. It is not, however, agreement 

with a human auditor, and the obvious objection to any model trained this way is that it has learned to imitate the tools 

without finding defects. 
We treat that objection as a hypothesis to test, not a caveat to note. We evaluate the trained model without 

modification on human-annotated contracts, and on a corpus where every contract already carries a detected weakness so 

that only exploitability varies. These gold-standard corpora are small, and we report their limitations. They are nevertheless 

decisive in kind, because they answer a question the training benchmark cannot answer about itself. 

 

D. Contributions 

1. A measurement of the context effect. Holding every other factor constant, extending the encoded context from 512 to 

12,240 tokens is worth +0.1038 micro-F1 and +0.1722 macro-F1, roughly four times the benefit of the best available 

encoder choice and more than twelve times that of the fusion branches. The loss under truncation falls unevenly across 
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categories, with direct consequences for how truncated evaluations should be read. 

2. A controlled encoder comparison. Three encoders compared with the encoder as the sole variable, sharing a sub-word 

vocabulary so chunk boundaries are identical and each arm produces exactly 189,770 chunks. Domain adaptation and 

structure-aware pre-training prove close to interchangeable once the window is fixed, and both clearly exceed the general-

purpose baseline. 

3. A gated three-view fusion architecture whose auxiliary branches contribute +0.0226 mean F1 on categories below 900 

test instances against +0.0120 above, and in which the two branches open on different categories, correlating at r = −0.75. 

4. A duplication audit acted upon, not merely reported. Every result is given both on the full leakage-controlled test set and 

on a twin-free subset with the 39.58% of test contracts having a structural twin in training removed. 
5. A bound on what analyser supervision can buy. Evaluated against human-verified exploitability judgements the detector 

performs below a confound baseline built from contract size and compiler version alone, with no category clearing its 

confound. 

The remainder of the paper is organised as follows. Section II reviews related work. Section III sets out the corpus 

protocol, chunking scheme, aggregator and fusion architecture. Section IV describes the experimental setup. Section V 

reports the results. Section VI concludes. 

 

II.LITERATURE SURVEY 

A. Pre-trained encoders for source code 

CodeBERT [9] established bimodal pre-training over code and natural language as the practical default for source 

code, replacing task-specific models trained from scratch. GraphCodeBERT [10] augments that objective with two data-
flow tasks: recovering edges between variables, and matching each variable to where it appears in source. The rationale is 

that data flow is semantic where syntax is not, and so less sensitive to superficial variation. The graph is consumed during 

pre-training alone; the released encoder takes ordinary token sequences at inference time. SmartBERT [11] adapts 

CodeBERT to Solidity through continued masked-language-model pre-training. 

All three are constrained to 512 tokens. SmartBERT’s pre-training corpus is tokenised at function level expressly 

to stay inside that bound, which is the clearest evidence that the field has come to treat the limit as a design premise, not as 

a problem to solve. Section V-B compares the three with the encoder as the only variable. 

 

B. Learning-based smart contract vulnerability detection 

Automated analysis of Ethereum contracts began with symbolic execution: Oyente [12] established the pattern most 

subsequent tools follow, and Slither [13] moved to an intermediate representation over the abstract syntax tree, trading path 

precision for speed and coverage. Both remain among the analysers whose consensus supplies the labels used here. On the 
learning side, Zhuang et al. [14] introduced the canonical graph formulation, converting a contract into a graph of critical 

invocations and variables with edges capturing execution order and control dependency. Peculiar [15] paired a reduced data-

flow representation with a pre-trained code model, establishing that pre-training and explicit structure are complementary, 

though restricted to a single vulnerability category at function level. SCVHunter [16] extended this to heterogeneous graphs 

with hierarchical attention over node and meta-path types. 

These approaches encode graph nodes and leave the contract text itself unread, so long-context coverage is not 

addressed, and none reports duplicate-aware partitioning or examines the provenance of its supervising labels. The base 

paper for this study [17] represents the prevailing pipeline shape: feature vectors from opcodes and the control flow graph, 

class balance obtained by injecting synthetic defects via AST transformation, and several classifiers compared. Its difficulty 

is circularity. Injected defects come from the same host pool used for evaluation, and Slither supplies both the feature 

semantics and the labels. 
 

C. Corpora and the labelling problem 

SmartBugs Curated [3] remains the reference human-annotated corpus for the DASP taxonomy at 143 contracts and 

208 tagged vulnerabilities. SCRUBD [4] applies crowdsourcing with expert review but covers two vulnerability types. 

DAppSCAN [5] establishes the practical ceiling, expending 44 person-months across 22 participants to obtain 1,618 SWC 

weaknesses. All three produce labels qualitatively superior to tool output; none approaches the scale contract-level multi-

label learning requires. DIVE-25 [7] is the corpus used here, and its authors state explicitly that its labels are systematically 

derived high-confidence annotations, short of manually verified ground truth. 

 

D. Leakage and evaluation validity 

Kang et al. [18] re-examined a widely cited warning-classification approach and found its reported performance 

rested on label-leaking features and duplicated instances, with average F1 falling from 0.88 to 0.38 once leaking features 
were removed and to 0.31 once duplicates were also removed. Allamanis [19] had already shown that code duplication 

inflates reported performance across machine learning models of code generally, and Croft et al. [20] document the same 

pattern specifically in vulnerability datasets. Ding et al. [21] audited the benchmarks used for code language models in 

vulnerability detection, reporting label accuracy as low as 36% in one widely used dataset and identifying both exact-copy 

and temporal leakage modes. Neither proposes a standard partitioning protocol, and neither covers smart contract languages. 

Section V-F measures the residual duplication our family-aware scheme leaves behind, instead of assuming there is none. 
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E. Detection versus exploitability 

Perez and Livshits [22] first showed that vulnerable does not imply exploited, finding that only a small fraction of 

analyser-flagged contracts had ever been attacked. Hu et al. [6] ran seven detectors over 136,969 deployed contracts and 

manually assessed every flagged contract, finding 75.25% unexploitable and only about 6% of the genuinely exploitable 

ones ever exploited in practice. Independent work [23] confirms the effect on a curated corpus, successfully exploiting 91 of 

143 annotated contracts and attributing most failures to owner-gated access or absence of adverse effect. Both establish that 

detection and exploitability are distinct properties; neither determines whether a detector trained on tool labels carries any 

exploitability signal. Section V-G addresses that directly. 

 

F. Long-context encoding 

Two families of solution exist outside the smart contract literature. Sparse-attention architectures such as 

Longformer [24] modify the attention pattern to admit longer sequences directly; hierarchical approaches segment a 

document and aggregate the segment representations. StagedVulBERT [25] is the nearest architectural precedent in the 

second family, observing that the 512-token limit prevents pre-trained code models from scaling to long programs and 

introducing a hierarchical scheme that segments input and aggregates segment representations, with the largest gains on the 

longest inputs. 

We make no novelty claim for chunk-then-aggregate as a mechanism. What is novel here is the application and the 

measurement: segmentation respects Solidity declaration boundaries and does not fall at arbitrary token offsets, and to our 

knowledge no prior work quantifies what the extended context is worth for contract vulnerability detection under otherwise 

identical conditions, or reports how that benefit is distributed across categories. 
 

G. Positioning 

Table 1 situates this work against the dimensions above. No single component is unprecedented. What differs is 

that the components are separated and measured: context against encoder, structural against graph, analyser labels against 

human labels, and detection against exploitability. 

It is worth being explicit about why no column of published accuracy figures appears beside Table 1. Reported 

results on this corpus and on its predecessors are obtained under different partitioning schemes, different label subsets and 

different input budgets. A model evaluated on a randomly partitioned corpus is measured on a materially easier problem than 

one evaluated under family-aware partitioning, and the difference documented in adjacent domains [18], [19] exceeds the 

margins that separate most published detectors from one another. Placing such numbers in a single column would compare 

protocols at least as much as it compares models, and would lend a spurious precision to the ranking. 

What Table 1 records instead is which questions each line of work leaves open: whether the input covers the 
contract, whether the encoder is isolated as a variable, whether duplication between partitions is measured, and whether 

anything is established about exploitability. Section V answers those questions inside one pipeline, where every arm shares 

a split, a chunk budget, an aggregator, a seed set and a threshold procedure. 

 

Dimension Prior transformer detectors Prior graph methods This work 

Context encoded 512 tokens, truncated graph nodes, no full text 12,240 tokens, 98.25% 

complete 

Context effect measured no n/a yes, isolated per category 

Sequence + structure sequence only structure only both, per-class gated 

Encoder comparison ranked, uncontrolled n/a encoder as sole variable 

Duplicate audit rarely rarely family split, residual 

quantified 

Exploitability tested no no yes, against confound 
baselines 

Table 1: Positioning against prior transformer and graph-based detectors 

 

III. METHODOLOGY 

A. Corpus and label provenance  

DIVE-25 [7] comprises 22,330 Solidity contracts deployed to the public Ethereum chain between 2016 and 2024, 

annotated against the first eight DASP categories [2] and carrying 54,919 positive label instances at 2.46 labels per contract. 

Labels are assigned by power-based weighted voting over six analysers: MAIAN, Mythril, Semgrep, Slither [13], Solhint 

and VeriSmart. Rule-based post-hoc validation then that reassesses positive findings against category-specific code evidence. 

 Prevalence is markedly uneven. Access Control appears in 74.9% of contracts and Reentrancy in 51.1%, while Bad 

Randomness and Front Running each appear in fewer than one contract in thirty, a ratio of roughly twenty-seven to one 

between the most and least common categories. Table 2 gives the distribution and the realised split. 

 

Fig. 2 gives the pipeline end to end. Each stage is described below. 
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Fig 2: End-to-end pipeline. The split is verified, not assumed, and the three representations are built once and shared by every ablation 

variant, and the test partition is scored exactly once after thresholds have been fixed on validation data. 
 

Category Corpus Prevalence Test Test prevalence 

Access Control 16,723 74.9% 2,509 74.9% 

Reentrancy 11,400 51.1% 1,712 51.1% 

Arithmetic 9,542 42.7% 1,431 42.7% 

Time manipulation 6,322 28.3% 949 28.3% 

Unchecked Return Values 5,911 26.5% 886 26.5% 

Denial of Service 3,781 16.9% 567 16.9% 

Bad Randomness 634 2.8% 95 2.8% 

Front Running 606 2.7% 91 2.7% 

Split: train 15,632 (70.0%) · validation 3,350 (15.0%) · test 3,348 (15.0%) 

Invariants: 0 straddling families · maximum per-label prevalence drift 0.0015 
Table 2: Label distribution and split composition 

 

B. Family-aware leakage-controlled splitting 

Solidity corpora are highly redundant: one contract is deployed to many addresses, and widely copied templates 

reappear with only cosmetic edits. Random partitioning therefore places near-identical contracts on both sides of the 

evaluation boundary, and prior work in adjacent domains has shown reported performance to fall by more than half once 
such duplicates are removed [18, 21, 19, 20]. 

Each cleaned contract is reduced to a canonical form and hashed; contracts sharing a hash form a family, and all 

members of a family are assigned to a single partition. Assignment proceeds greedily over families in descending size order, 

assigning each to the partition currently furthest from its target share, provided that doing so does not push label prevalence 

outside tolerance. Two properties are checked once the split exists, and checked again whenever a later stage loads it: that 

no family spans two partitions, and that per-label prevalence stays within tolerance across all three. Neither is taken on trust 

from a stored file. The realised split satisfies both, with zero straddling families and a maximum drift of 0.0015. 

The scheme merges verbatim redeployments but not contracts renamed or reformatted while remaining structurally 

identical. We quantify that residual, and report it: 39.58% of test contracts share a structural feature vector with a training 

contract, and Section V-F reports every result on the twin-free subset as well. 

 

C. Source cleaning and function-aware chunking 

Block and line comments are removed and runs of horizontal whitespace collapsed, since comments record authorial 

intent, not program behaviour and are a common source of cosmetic variation between otherwise identical redeployments. 

Segmentation then splits immediately before each top-level declaration keyword: function, contract, library, interface, 

modifier, constructor, receive and fallback. A zero-width lookahead keeps the keyword at the head of the segment it 

introduces. 

Each segment is tokenised without special tokens and packed greedily, as Fig. 3 illustrates. A segment joins the 

current chunk if doing so keeps it within Lmax = 510 tokens; otherwise the chunk is emitted and a new one begins. A segment 

exceeding Lmax alone is the one exception: the current chunk is emitted first, then that segment is cut into consecutive Lmax 

pieces, so source order is preserved. At most Cmax = 24 chunks are retained, giving 

 

 
a little over four times the median contract length of 2,994. Applied to the corpus this yields 189,770 chunks at a 

mean of 8.50 per contract, with 98.25% of contracts inside the budget against 5.48% under a single window. The true chunk 

count is recorded so the aggregator can mask unused positions instead of attending to padding. 
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Fig 3: Declaration-aware segmentation and greedy packing. Token counts in stages 2 and 3 are illustrative; the corpus statistics in 
stage 4 are measured. Splitting at declaration boundaries means a chunk boundary falls inside a function body only when a single 

declaration exceeds the window. 

 

D. Chunk encoding and rich pooling 

Each chunk is passed through the encoder, producing contextual token representations H ∈  ℝn×d with d = 768. Three 
pooled views are concatenated, 

 

 
with mean and maximum taken over valid token positions only. Each view answers a different question about the 

chunk. The classification vector carries whatever summary pre-training deposited there. The mean describes typical content. 

The maximum picks out the single strongest response on each dimension, which is what a detector needs when a construct 

occurs once somewhere inside the window and not throughout it. Encoding runs at half precision without gradients, and 

batches are formed from length-sorted chunks to keep padding low. 

For the encoder comparison of Section V-B all three candidates are used frozen and off the shelf, which keeps the 

encoder the only variable. For the fusion ablation the selected encoder is first fine-tuned on the training partition alone and 

then frozen, so no gradient from validation or test data reaches it; this is why the sequence-only figures in Section V-C exceed 

the frozen figures in Section V-B. 

 

E. Structural feature extraction 

A regular-expression parser extracts 51 measurements in six groups: external interaction counts; state-after-call 
patterns, counting assignments to state that follow an external call inside one function body; block property references; 

control flow counts; access surface counts; and size measures including compiler version. 

None of the 51 measurements reads analyser output, and the constraint is deliberate. Several DIVE categories are 

decided by Slither, Mythril or Solhint rules; a feature computed from those same rules would smuggle the label back into the 

input, reintroducing by another route the circularity we criticise in the base paper [17]. Features are standardised using 

training-partition statistics only then clipped at ±8, which prevents machine-generated contracts carrying thousands of 

functions from dominating the scale. 

 

F. Contract graph construction 

Each contract is represented by up to N = 96 nodes, one for each declared function, modifier or contract. Thirty 

attributes are computed per node: visibility and mutability, parameter count, body length, and flags for external calls and 

block property reads. These are appended to a 192-dimensional reduction of that node’s encoder embedding, with the 
principal components fitted on training nodes alone. Node features come to dnode = 222 dimensions. Edges are typed, with R 

= 5 relations capturing calls between functions, state variable reads, state variable writes, modifier application and declaration 

containment. 

 

G. The fusion model 

Fig. 4 gives the architecture. The model receives three representations of the same contract and combines them at 

the level of logits, where a feature-level merge is the usual choice. That choice is what makes per-class gating possible. 

Sequence branch. The chunk embedding sequence is projected to 512 dimensions and passed through a bidirectional 

LSTM [26] with 320 hidden units per direction, with sequences packed to their true length so padding never enters the 

recurrence. Additive attention [27] then collapses the variable-length sequence, 
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padded positions receiving a large negative score ahead of the softmax. The weights αt can be read directly: they 

show which parts of a contract carried weight, and nothing biases them toward the opening chunks. 

Structural branch. The 51 standardised measurements pass through a two-layer perceptron 51 → 128 → 64 
followed by layer normalisation. 

Graph branch. Writing Hl for node representations at layer l, Ar for the adjacency of relation r and Dr for its row-

wise degree, 

 

 
 

over three layers, where M is the node mask. The formulation is the relational graph convolution of Schlichtkrull et 
al. [28], extended with separate forward and reverse weights per relation. These are learned separately because a call edge 

and its inverse carry different meaning, and one-directional passing loses the inverse. Node representations are pooled by 

attention of the same additive form. 
 

 
Fig 4: The fusion model. Each branch produces its own eight-way logit vector; the auxiliary logits are scaled by per-class gates 

initialised at σ(−4) ≈ 0.018 and added to the sequence logits, so the model begins numerically almost identical to the sequence-only 
baseline and any contribution must be learned. 

 

Gated fusion. Each branch has its own classification head, and the auxiliary logits enter scaled by learned per-class gates, 

 

 
with both gate vectors initialised at −4, so σ(−4) ≈ 0.018. The initialisation is what makes the gates informative. A 

factor near 0.018 leaves the auxiliary logits negligible, so the network at epoch zero is to a close approximation the sequence-

only baseline. For either branch to matter, gradient descent has to push its gate open, and it does so only where the loss 

rewards it. Read afterwards, the gates are therefore a measurement, not a design assumption: they record how far the model 

chose to lean on each branch, category by category, instead of a reliance the designer imposed by concatenating everything 

together. 

 

H. Loss function 

For a logit ℓ and target y ∈  {0, 1} the weighted binary cross-entropy is BCE(ℓ, y) = −[w⁺ y log σ(ℓ) + (1 − y) log(1 

− σ(ℓ))], with the positive weight for category j set from the training partition as w+
j = min(n−

j / n+
j, 10). Without the cap the 

two rarest categories, whose untruncated ratios pass thirty, destabilise training. Writing pt for the probability assigned to the 
correct outcome, the focal modulation [29] gives 

 

 
over N contracts and K = 8 categories. The factor (1 − pt)γ down-weights examples the model already classifies 

confidently, so gradient accumulates on the borderline cases instead of on the large population of easy negatives. 
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IV. EXPERIMENTAL SETUP 

A. Environment and optimisation 

All experiments ran in a single Kaggle accelerator session on one NVIDIA Tesla T4 (Turing, 16 GB GDDR6) under 

Python 3.11 with PyTorch and HuggingFace Transformers. We optimise with AdamW [30] at learning rate 10⁻³ and weight 

decay 10⁻³, clipping gradient norms at 1.0. Two consecutive epochs without a validation macro-F1 improvement halve the 

learning rate; six end the run. Whichever epoch scored best on validation supplies the parameters used for scoring. 

 

B. Pre-registration and selection 
The primary comparison was fixed before the test partition was scored: variant A against whichever of D, E or F 

leads on the validation selection split. The validation partition is divided once into a fitting portion governing early stopping 

and a selection portion used only for comparing configurations, so the two roles never contaminate one another. Per-category 

thresholds are chosen on validation to maximise F1 over a grid and applied unchanged to the test partition, which is scored 

exactly once. 

 

C. Ablation configurations 

Six configurations isolate each design decision, together with two sensitivity arms: 

• A: sequence only, fine-tuned encoder 

• B: A plus the structural branch 

• C: A plus the graph branch 
• D: A plus both, with a single scalar gate per branch 

• E: A plus both, with per-class gate vectors 

• F: E plus auxiliary supervision on the branch logits 

• S1: E with the contract graph capped at 48 nodes instead of 96 

• S2: E without the separate gate learning rate 

Primary arms are trained with ten seeds and the remainder with three or five; reported figures are seed means. 

Differences are tested by a paired bootstrap over test contracts with 10,000 resamples, and a difference is called significant 

only when its 95% interval excludes zero. 

 

D. Metrics 

Four aggregate forms are reported: micro-F1, macro-F1 over all eight categories, macro-F1 over the six excluding 

the two rarest, and macro-averaged AUC. Frequent categories drive micro-F1 and scarce ones drive macro-F1. We give both 
because either alone conceals a trade: a configuration that lifts micro while dropping macro has bought its gain on common 

categories by giving ground on rare ones. 

 

V. RESULTS AND DISCUSSION 

A. The effect of full-contract context 

 

 
Fig 5: Per-category F1 under truncation against full context, GraphCodeBERT, with every other pipeline element held identical. 

Categories are ordered by the size of the gap. 
 

Of all the factors varied in this study, context length produced the largest effect. To isolate it we built a truncated 

arm from the same cached embeddings with the sequence length set to one, leaving only the opening chunk visible. Nothing 

else moves between the two arms, so whatever separates them is attributable to the window and to nothing else. 

Extending the window is worth +0.1038 micro-F1 and +0.1722 macro-F1, against +0.0141 and +0.0319 for the best 
available encoder choice, a factor of roughly four on micro and five on macro. Fig. 5 shows that the loss is distributed very 

unevenly. Front Running falls by 0.294 and Time manipulation by 0.262 under truncation, because the block-derived values 

and ordering-sensitive writes these categories depend on typically appear deep inside function bodies. Access Control, whose 

indicators are often declared near the top of a file, loses 0.010. 

This comparison also exposes a limitation of 512-token evaluation. Truncated evaluation does not sample the 
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taxonomy evenly. Categories whose evidence happens to sit near the head of a file are measured well; those whose evidence 

sits deeper are measured badly. An aggregate figure obtained that way is partly a statement about where Solidity authors 

place their code, and only partly a statement about what the model can do. 

 

B. Encoder comparison 

Table 3 reports the three encoders with the encoder as the only variable. All three share a sub-word vocabulary, so 

tokenisation and therefore chunk boundaries are identical and each arm produces exactly 189,770 chunks. 

 

Configuration micro-F1 macro-F1 (8) macro-F1 (6) macro-AUC 

CodeBERT, truncated 0.7047 0.5729 0.6719 0.8138 

SmartBERT, truncated 0.7298 0.6046 0.6886 0.8395 

GraphCodeBERT, truncated 0.7397 0.6053 0.7013 0.8468 

CodeBERT, 24 chunks 0.8116 0.7209 0.7870 0.9090 

SmartBERT, 24 chunks 0.8260 0.7528 0.8091 0.9246 

GraphCodeBERT, 24 chunks 0.8257 0.7518 0.8077 0.9247 

context effect (GraphCodeBERT) +0.0860 +0.1465 +0.1064 +0.0779 

best encoder gap (24 chunks) +0.0144 +0.0319 +0.0221 +0.0157 
Table 3: Encoder comparison and the context effect (DIVE test, frozen off-the-shelf) 

 

Both domain-adapted and structure-aware pre-training clearly exceed the general-purpose baseline, by roughly 

0.014 micro-F1. The two are not meaningfully separable from one another: SmartBERT leads GraphCodeBERT by 0.0004 
micro-F1, well inside seed variation. GraphCodeBERT is carried forward for the fusion experiments on the strength of its 

marginally higher macro-AUC and its data-flow pre-training objective, but once the window is fixed the two non-generic 

candidates are close to interchangeable. 

 

C. Fusion ablation 

Table 4 reports all configurations. Fig. 6 shows the cumulative effect of each design decision from the truncated 

baseline to the proposed system. 

 

Var. Description seeds macro8 micro macro6 val_sel twin-free 

A sequence only 10 0.7602 0.8295 0.8122 0.7577 0.7317 

B + structural 5 0.7725 0.8365 0.8214 0.7662 0.7431 

C + graph 5 0.7666 0.8350 0.8140 0.7708 0.7371 

D + both, scalar gates 10 0.7764 0.8424 0.8269 0.7789 0.7503 

E + both, per-class gates 10 0.7775 0.8435 0.8290 0.7799 0.7513 

F E + auxiliary supervision 10 0.7855 0.8474 0.8321 0.7728 0.7582 

S1 E, 48-node graph 3 0.7766 0.8441 0.8279 0.7713 0.7490 

S2 E, no gate learning rate 3 0.7763 0.8428 0.8288 0.7773 0.7491 
Table 4: Ablation of the fusion branches (DIVE test, seed means) 

 

 
Fig 6: Cumulative effect of each design decision on the DIVE test partition. Split, chunk budget, aggregator, seeds and thresholds are 

shared across every row, which is what makes them comparable as one sequence, where eight unrelated runs would not be. 
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Variant E is the pre-registered primary system, having led on the validation selection split at 0.7799. Against the 

sequence-only baseline it improves macro-F1 by +0.0173 (95% CI [+0.0113,+0.0236]) and micro-F1 by +0.0140 (95% CI 

[+0.0103,+0.0177]); both intervals exclude zero. 

Three observations qualify this. First, variant F leads on every test metric and on the twin-free subset, but placed 

fourth of six on the validation selection split; reporting it as the primary system would abandon the selection rule fixed in 

advance, so it is given here as a secondary result. Second, the graph branch alone is not significant on macro-F1 (+0.0064, 

95% CI [−0.0001,+0.0127]); it pays off only in combination with the structural branch. Third, both sensitivity arms are 

indistinguishable from E, so the result does not depend on the 96-node graph budget or on the separate gate learning rate. 
 

D. Where the fusion contributes 

 The aggregate gain understates what the branches do. Fig. 7 plots the per-category improvement against category 
support: for the four categories below 900 test instances the mean gain is +0.0226, against +0.0120 for the four above, a ratio 

of 1.9. What the branches do is narrower than the aggregate suggests. Where the encoder has thousands of examples it needs 

no assistance. Where it has ninety-one, a compact hand-computed signal contributes more than a further pass over the same 

scarce text. 

 

 
Fig 7: Per-category gain from fusion against category support. Values are differences between variant E and variant A, not absolute 

scores; the dashed lines are group means, not a fitted trend. 
 

E. The branches are complementary 

 Fig. 8 reads out the learned gates. Because a gate exists per category and per branch, its value is a direct measurement 

of how much the model chose to rely on that evidence for that decision. 

 

 
Fig 8: Learned per-class gate values for variant E. Both gate vectors were initialised at σ(−4) ≈ 0.018; the values shown are what 

training produced. 
 

The two profiles anti-correlate at r = −0.75. The structural branch opens widest on Bad Randomness (0.226), Time 

manipulation (0.212) and Unchecked Return Values (0.208), whose indicators are lexical: a reference to blockhash, or an 

ignored return value. The graph branch opens widest on Access Control (0.272), Arithmetic (0.235) and Reentrancy (0.214), 

whose indicators are relational. This is why D and E beat both B and C, where matching whichever was stronger is all one 

might expect, and it is the mechanism behind the aggregate result. 

 

http://www.fdrpjournals.org/ijire


An Enhanced Deep Learning Framework for Smart Contract Vulnerability Detection in Ethereum Blockchain 

Published By: Fifth Dimension Research Publication             www.fdrpjournals.org/                                           190 | P a g e  
 

 

 

 

 

F. Duplication audit 

Our family key is the hash of normalised source text. Verbatim redeployments collapse into a single family, but a 

contract that has been renamed or reformatted while remaining structurally the same does not. Measured per test contract, 

39.58% have an exact structural twin in the training partition. 

The twin-free column of Table 4 reports every variant with those contracts removed. Absolute scores fall by roughly 

0.028 macro-F1 across the board, variant E from 0.7775 to 0.7513, but the ordering of variants is unchanged and the fusion 

gain is slightly larger on the harder subset (+0.0196 against +0.0173). The duplication therefore produces a level shift, not a 

distortion of the comparison, which is the outcome that matters for an ablation. 
 

G. External validation 

Two studies test what the model has actually learned. Fig. 9 reports both. 

 

 
Fig 9: External validation. Panel (a): agreement with human auditors on SmartBugs Curated, thresholds carried over unchanged 

from DIVE validation. Panel (b): zero-shot exploitability, where every contract already carries a detected weakness so that only 
exploitability varies. Task codes DC, NC, TD, TOD and UcC denote Access Control, Denial of Service, Time manipulation, Front 

Running and Unchecked Return Values respectively. 

 

Transfer to human annotation. Applied without modification to SmartBugs Curated [3], the sequence-only model reaches 

0.717 mean AUC and the fused model 0.739; support-weighted, the gap widens from 0.689 to 0.760. Fusion therefore helps 

more under a change of annotator than it does on the training benchmark, which is consistent with explicit structural evidence 

surviving a change of labelling regime better than a memorised sequence pattern. Per-category figures on this corpus rest on 

very small samples. Six of eight categories have fewer than twenty positives and two have four, so they should be read as 

indicative, not precise. 
 

Exploitability. On the corpus of Hu et al. [6], restricted to contracts not overlapping DIVE, each contract already carries a 

finding, so what differs across the corpus is not whether a weakness was detected but whether it can be reached. Detection 

is constant by construction. The fused model scores 0.455 mean AUC and the sequence-only model 0.457, against a confound 

baseline built from contract size, compiler version and function count alone that reaches 0.735. No category clears its own 

confound. 

The result is unambiguous and negative, and the cause lies in the supervision, not in the architecture. A DIVE label 

encodes exactly one fact: that some analyser produced a finding. Analysers key on syntactic presence and say nothing about 

whether an attacker can reach the code in question. Exploitability is thus absent from the training target altogether, and no 

amount of fitting recovers a property that was never encoded in it. Independent manual verification supports this reading: 

75.25% of contracts flagged as vulnerable by static analysers have been found to be unexploitable [6], and only a small 

fraction of flagged contracts are ever attacked in practice [22]. This places a ceiling on the claims available to any detector 
supervised this way, ours included, and equally the published systems reporting high accuracy on comparable benchmarks. 

 

H. Limitations 

Three limitations qualify these conclusions. The structural parser is built on regular expressions and not on a 

compiler front end, and a self-test found four of seven features peaking on their intended category; one feature column is 

constant across the corpus, so 51 declared features are effectively 50. Approximately 12% of contracts carry no positive label 

under DIVE’s annotation, and are retained as all-negative examples. And the comparison against prior work is necessarily 
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indirect, since published figures on this corpus are obtained under different partitioning protocols; the ablation here is internal 

and controlled, not a cross-paper benchmark. 

 

VI. CONCLUSION AND FUTURE SCOPE 

 This work set out to build a vulnerability detector for Solidity from what a vulnerability actually is, namely a 

relationship distributed across a contract, and to establish what a score on a tool-labelled benchmark means. 

The architecture was designed around that definition. Encoding the full contract by declaration-aware chunking into 

24 windows of 510 tokens, giving an effective context of 12,240 tokens that covers 98.25% of the corpus, is worth +0.1038 

micro-F1 and +0.1722 macro-F1 over the single-window truncation that remains standard practice. That is roughly four times 
the benefit of the best available encoder choice. Adding explicit structural and relational evidence through per-class gates 

initialised almost closed improves macro-F1 by a further +0.0173 with a bootstrap interval excluding zero, and that gain 

concentrates by a factor of 1.9 in the categories with fewest examples. The learned gates show the two auxiliary branches 

opening on different categories, correlating at r = −0.75, which explains why combining them beats either alone. The 

complete system reaches 0.8435 micro-F1 and 0.7775 macro-F1 under family-aware partitioning, and 0.7513 on a twin-free 

subset with 39.58% of test contracts removed. 

The external studies establish the boundary of what this means. Applied unchanged to human-annotated contracts 

the model reaches 0.739 mean AUC, and fusion helps more there than on the training benchmark. Applied to human-verified 

exploitability annotation it performs below a baseline that knows only how large a contract is and which compiler produced 

it. Detection and exploitability are different problems, and analyser consensus supervises the first while carrying no 

information about the second. 
 

A. Future scope 

Our results indicate what a suitable corpus would require, category by category. It would be human-verified, because 

a label reproduced by a single analyser rule teaches a model that rule, and nothing about the defect. Contract-level and multi-

label, because real contracts carry 2.46 weaknesses each while the available human-annotated corpora file one label per 

contract. Covering all eight DASP categories, since the most recent expert-reviewed corpus covers two. Not tool-gated: the 

negatives must be sampled independently of detector output, or the corpus inherits in a subtler form the circularity it was 

meant to remove. Annotated for exploitability separately from presence, since three quarters of flagged weaknesses are 

unexploitable. De-duplicated at family level with the residual measured, since a structural-twin rate near 40% is worth 

roughly 0.028 macro-F1. And large enough for the rare classes: at 2.8% prevalence, Bad Randomness needs on the order of 

10,000 contracts to yield 280 positives. 

Manual annotation will not reach that scale by scaling the current method: DAppSCAN spent 44 person-months to 
obtain 1,618 weaknesses [5]. The tractable route is semi-automated: symbolic execution or fuzzing proposes exploitability 

judgements which human auditors confirm or reject, converting expert effort from discovery into verification. Two further 

directions are cheap and genuinely open. Our partitioning controls for duplication but says nothing about time, so a 2024 

deployment can currently inform a prediction about a 2018 one; splitting chronologically would show whether the model 

generalises forward as well as sideways. Separately, the Arithmetic label may simply be tracking compiler era, given that 

overflow checking became automatic in Solidity 0.8 and our corpus straddles that change. Regressing the label on declared 

compiler version would settle it. 
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