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Abstract: The increasing volume of legal documents and the complicated nature of legal 
complications pose significant challenges to legal professionals, academics, and clients who 
need effective document analysis. We present a hybrid NLP and Machine Learning approach 
to automate legal text processing. This paper introduces a comprehensive approach to 
an AI-powered legal document analysis tool that can automate legal text processing using an 
integrated NLP and ML model for summarization, clause extraction, document classification, 
and question-answering. Through multilingual features, fine-grained clause risk assessment, 
and jurisdiction specific legal mapping, the system identifies key flaws of established legal 
document analysis tools. We demonstrate that this hybrid approach makes substantial gains 

over single-method baselines with 91.37% precision in extractive summarization and 85.24% 
precision in abstractive summarization. This helps automate legal workflows up to a 60% 
reduction in manually reviewing data from multiple types of legal sources by increasing the 
accessibility of legal material across jurisdictions. 
 

Keywords: Artificial Intelligence, Natural Language Processing, Legal Document Analysis, 
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I.INTRODUCTION 

A. Background and Motivation 

 There are millions of legal documents that require processing every year which includes contracts, agreements, 

court decisions, regulations [1][2][3]. Manually reviewing and preparing legal documents is time consuming and tedious and 

most often leads to errors. This also requires a substantial amount of resources on behalf of law firms, companies and 

government institutions. Legal documents have sophisticated language that includes a lot of terminology, formal processing 

procedures and a lot of legal jargon[4][5]. However, there have recently been breakthroughs in Natural Language Processing 

(NLP) and Deep Learning (DL) technology which enable the automation of many different types of legal documents. 

Transform-based NLP architectures such as; BERT, GPT, T5 and BART, have made great progress within different areas of 

NLP such as; text summarization, question and answer generation, and information extraction [6][7][8]. Nevertheless, using 
several of these architectures will pose unique challenges with respect to understanding the vocabulary and sentence structure 

used within legal documents. 
 

B. Problem Statement 

Current legal document analysis systems face several critical limitations: 
1. Language Complexity: Legal text uses jargon and long sentences making it hard for generic NLP models to function [4]. 

2. Multilingual Requirements: The legal operations demand cross-jurisdictional support, yet existing tools lack robust 

multilingual capabilities [9]. 

3. Clause-Level Precision: It becomes ever more difficult to extract and understand specific legal clauses with 

context-aware risk assessment [10]. 

4. Jurisdiction Alignment: The Link between Extracted Content and Jurisdiction Alignment: Extracted clauses have not 

been mapped to their respective legal codes in the relevant system to support the legal code (IPC/BNS for Indian 

jurisdictions) [11]. 

5. Accessibility: The sophisticated legal language is still out of reach for some of the lawyers and the non-lawyer clients 

[12]. 
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C. Proposed Solution 

 This paper presents a comprehensive AI-powered legal document analysis system that integrates multiple NLP and 

ML techniques into a unified platform. It includes: 

1. A hybrid dual-stage summarization framework that integrates extractive (all-MiniLM-L6-v2) and abstractive 

(BART-large-cnn) techniques to balance exactness versus interpretability. 

2. Fine-tuned Legal BERT-based clause extraction with rule-based pattern matching with a set of rules based on text 
extraction for detecting obligations, penalties, rights and definitions. 

3. Multilingual legal document analysis with ML processing for English, Hindi, and Marathi with mBART neural 

machine translation. 

4. Automated risk classification of the extracted clauses using Random Forest, to find out the severity of the 

terminologies and rank them. 

5. A generative AI-powered question-answering module for interactive legal assistance. 

6. A comprehensive evaluation framework using ROUGE, BLEU, and standard machine learning metrics demonstrating 

superior performance compared to single-method baselines. 
 

D. Paper Organization 

 The remainder of this paper is as follows: Section II presents the literature review of existing legal NLP techniques 

and systems. Section III presents the proposed system architecture, methodology, and implementation details. Section IV 
presents the experimental setup and evaluation results. Section V presents the results of the experimental setup. Section VI 

concludes the paper with future directions. 

 

II.RELATED WORK 

A. Legal Document Summarization 

The legal document summarization task is a core application for NLP in the field of law. Initially, a variety of 

extractive techniques were developed that extracted key sentences from documents, using algorithms such as TF-IDF and 

Text Rank [18]. Recently, there has been growing interest in abstract techniques, specifically neural networks for document 

summarization. In a comparative study of neural networks, Ghosh et al. [19] found that transformer models using the BART 

and PEGASUS architectures performed better than RNN architectures when generating summaries of Indian judgments. Jain 

et al. [20] proposed the use of an ensemble of MLP models based on the Legal-BERT embedding to produce competitive 

ROUGE scores for Indian legal document summarization. The AILA 2021 shared task on legal document summarization 

identified the value of legal domain specific pre-training and preservation of legal terminology in the training of models used 

for this task [20]. Swamy et al. [21] recently presented Valid Ease, a transformer model using T5 that was fine tuned on the 
Indian Legal Database Corpus (ILDC), and demonstrated that domain specific fine-tuning will improve both the accuracy 

and semantic preservation of generated summaries. Thus, the research referenced above demonstrates the appropriateness 

of transformer-based models with legal domain adaptation for summarizing legal documents. 

 

B. Clause Extraction and Information Extraction 

There have been two types of approaches (rule-based and ML) for extracting clauses and entities from legal 

documents. Dragoni et al. [22] proposed a hybrid approach by combining syntactic, semantic and rule-based NLP techniques 

for extracting rules from legal documents. Zhangyer and Agarwal [23] surveyed information extraction techniques including 

Named Entity Recognition (NER), relation extraction, and dependency parsing for legal document processing. More recent 

work uses transformer-based approaches. PromptNER [24] uses Named Entity Recognition as a span level prompting task, 

showing improved performance in entity boundary detection. LegalBERT, a domain-specific BERT model pre-trained on 
legal corpus, has shown higher performance in legal text understanding compared to general-purpose BERT [15]. 

 

C. Legal Document Classification 

 Document classification is essential for organizing legal corpora. Schweighofer and Merkl [25] using self-

organizing neural networks for legal document classification. Recent approaches focuses on transformer models for multi-
class classification tasks. This combination of feature extraction and ML algorithms like Random Forest and SVM has proven 

effective for risk classification in legal documents [26]. 
 

D. Multilingual Legal Processing 

The multilingual approach towards the legal field hasn’t been explored much. Existing systems typically focus on 
English language documents. mBART, a multilingual variant of BART, enables translation across multiple language pairs 

[16]. This paper is among the first to systematically integrate multilingual translation into a legal document analysis pipeline.  
 

E. Legal Question-Answering 
 Legal question-answering systems combine information retrieval with generative models. GPT-based approaches 

enable context-aware responses to legal queries [17][27]. User understanding and engagement has increased after integrating 

QA modules in legal document analysis systems [28]. 
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III.PROPOSED ARCHITECTURE 

 The proposed system is used to create an AI-powered legal document analysis tool that can work in multiple 

languages, understand clauses, and be legally correct. It improves traditional legal summarization systems by using a dual-

stage summarization method, fine-grained clause extraction, IPC/BNS section mapping, a generative Q&A module, and 

back-translation for language restoration. This is made for people to understand the legal jargon in simple terms and for 

lawyers who need accuracy, the ability to track things, and support for multiple languages. The proposed system architecture 
is illustrated in Fig. 1. 

Fig 1: Architecture of the proposed AI-Powered Legal Document Analysis System 

 

A. Implementation Details 
  The AI legal document analysis tool is enabled by a hybrid, multi-phase pipeline leveraging NLP, ML, and 

legal domain-specific methods. Language detection, tokenization, and entity recognition are all part of the preprocessing that 

takes place when the legal documents are uploaded for the first time. mBART translates documents of other languages into 

English. This framework uses a two step process to summarize: all-MiniLM-L6-v2 for extractive summarization to keep 

important legal sentences intact and facebook/bart-large-cnn for abstractive summarization to make the text easier to 

understand. At the same time, a fine-tuned LegalBERT model and rule-based patterns are used to find important legal clauses 

like obligations, penalties, and rights. The clauses are then sorted into groups using a Decision Tree algorithm and given a 

risk score (Low, Medium, High) based on their legal context and importance. This system finds clauses that match up with 

IPC/BNS sections in a legal reference database that is stored in PostgreSQL. A generative Q&A module powered by GPT 

answers user questions based on the documents and previous interactions. MongoDB and PostgreSQL store all the outputs, 

including summaries, clauses, risk, and query logs. A simple frontend makes them available, and final reports can be back-
translated into the original language for the end user to understand. 

 

1. Translation (mBART + Post-Processing) 

  This method uses a complex translation pipeline that combines cutting-edge neural machine translation with smart 

text processing and quality validation to make sure that legal documents are translated correctly while keeping their structure 

and legal terms. Legal documents are then preprocessed and broken up into sentences. A combination of FastText and 

Character N-gram is used to figure out what language it is. Single translation is used for short texts (less than 512 characters), 

sentence splitting is used for medium texts (512–2000 characters), and paragraph splitting with progress tracking is used for 

long texts (more than 2000 characters). Then, mBART neural translation is used, and then post-processing and reconstruction 

are done to make sure that the reassembled chunks flow together. 

 

2. Dual Summarization (all-MiniLM-L6-v2 + facebook/bart-large-cnn) 
  This method uses a hybrid summarization model that combines extractive and abstractive summarization methods 

to make sure that the facts are correct and the language is clear. The fine-tuned transformers all-MiniLM-L6-v2 model 

changes each sentence into a number vector (embedding). We find the cosine similarity between each sentence embedding 

and the document embedding, and then we rank the sentences based on their similarity scores. With these scores the extractive 

summary is generated, which are kept in the same order as they were in the original document. The BART model then uses 

beam search to make a new summary by guessing what the next token in a sequence will be based on the input text. If the 

source document was in Hindi or Marathi, you can use mBART to translate both summaries back to the original language. 
 

3. Clause Extraction (LegalBERT + Rule-Based Patterns) 

  This method is about finding important legal terms in legal documents, like obligations, penalties, rights, and 

definitions. LegalBERT uses the preprocessed texts and breaks it up into tokens, and then tags the clauses. A matcher uses 
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rules to look for clause patterns in plain text. The results from both methods are combined, with duplicates removed and 

overlaps resolved. The database stores extracted clauses along with information about the clause type, severity, and source 

sentence. 
 

4. Clause Classification and Risk Scoring (Random Forest) 

  This method gives each extracted clause a risk level so that lawyers can quickly find high risk terms in contracts. 

The Random Forest model gets the extracted clauses. A risk level is given based on things like keywords (like "penalty" or 

"breach"), the length of the clause, and the type of clause. The results are color-coded (for example, red for high risk) and 

shown on the front end so that users can see them. 

 

5. Generative Q&A using GPT and Ngrok 

  This technique enables users to communicate with the system by using natural language queries to receive responses 
that are both legally accurate and contextually appropriate. This communication will be done using both GPT to generate 

intelligent responses, and Ngrok for secure local hosting, allowing for smooth and real-time user model communication. To 

use this technology, users will ask their questions about the uploaded legal documents, the system will send the information 

to the GPT model, GPT will generate a response, and all of the queries and responses will be provided to the user and the 

data will be stored in the database for future use. 

 

6. Legal Section Mapping (IPC/BNS Integration) 

 This method connects the document's obligations and penalties to its appropriate sections of the Indian Penal Code 

(IPC) and the Bharatiya Nyaya Sanhita (BNS). The extracted clauses are compared to legal keywords in the IPC/BNS 

database. Using embedding based or keyword matching methods, a similarity score is found out. If a match is found that is 

above a certain level, the clause is linked to the legal section, and the references are added to the final output summary. The 

report can then be downloaded. 
 

IV.EXPERIMENTAL SETUP 

A. Dataset Description and Preparation 

 In order to assess the effectiveness of the proposed system, a variety of legal documents were used. This includes 

legal contracts, legal agreements, legal notices, legal documents, etc. This dataset was collected from publicly available legal 

document repositories. This dataset consists of legal documents in English, along with a few documents in Hindi and Marathi. 

This dataset was annotated to assess the extraction of legal clauses such as obligation, penalty, rights, etc. This dataset was 

used to assess the supervised risk classification. In order to find the effectiveness of the legal document summarizer, reference 

summaries were created. These reference summaries were created based on existing legal NLP dataset available. All 

documents were converted to a standard text format. Documents containing scanned pages were converted to a text format 

by performing OCR. 
 

B. Preprocessing Pipeline 

 Each document will undergo an extensive preprocessing stage before any inference is performed. Language 

detection is carried out using a FastText classifier with character n-gram features. Documents of other languages are 

converted to documents in the English language using a multilingual neural machine translation model, mBART. Then, 

tokenization, normalization, and segmentation are performed on the document data. Stop words are removed selectively, if 

necessary, to ensure that important words are not removed. After this, the document data is transferred to additional models 

to carry out tasks such as summarization, clause identification, etc. 

 

C. Model Configuration and Training 

 The experimental setup includes a series of transformer-based models that are subject to a pre-training and fine-
tuning process. In the case of Extractive Summarization, a sentence transformer model named all-MiniLM-L6-v2 is fine-

tuned to produce sentence embeddings and determine the cosine similarity score. In the case of Abstractive 

Summarization, a facebook/bart-large-cnn model is used to produce concise and coherent summaries of the extracted 

sentences. A LegalBERT model is used for Clause Extraction and fine-tuned for this specific task; a rule-based approach 

is also used in this case for increased recall rates. A Random Forest classifier is used for Risk Classification on the basis of 

lexical features, clause types, and contextual features. The mBART model is utilized for translating multiple languages, 

enabling back-translation. Fine-tuning and evaluating the model are performed with specific hyperparameters that have been 

optimized for legal documents. 

 

D. Experimental Environment 

 To check if our system works well in real-life situations with resources we test it on a regular computer with a 

CPU.We use Python, PyTorch and Hugging Face Transformers for the backend part of our system.Our system stores 
information like clauses, summaries and query logs in a MongoDB database.It also uses PostgreSQL for mapping IPC and 

BNS sections.For the user interface we use web technologies, like HTML, CSS and Javascript. 
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E. Evaluation Metrics 

 The following metrics are used to evaluate the performance of the proposed AI-powered Legal Document Analyzer: 

Accuracy: It represents the ratio of correctly classified instances to the total number of instances and is defined as: 

Accuracy = (TP + TN) / (TP + TN + FP + FN) 

 

Precision: Precision measures exactness that is the fraction of relevant legal outputs retrieved out of all outputs produced by 

the system. For clause extraction, it represents how many extracted clauses are correct: 

Precision = TP / (TP + FP) 

 

Recall: Recall measures completeness that is the fraction of all relevant items the system was able to extract. For clause 

extraction, recall reflects how many actual clauses were successfully identified: 
Recall = TP / (TP + FN) 

 

F1-Score: F1-Score is the harmonic mean of precision and recall, providing a balanced evaluation metric when both 

correctness and completeness are important: 

F1-Score = 2 × (Precision × Recall) / (Precision + Recall) 

 

ROUGE (Recall-Oriented Understudy for Gisting Evaluation): Used for evaluating summarization tasks, ROUGE 

compares n-grams, word sequences, and sentence overlaps between the generated summary and a reference summary. 

● ROUGE-1 measures unigram overlap, 

● ROUGE-2 measures bigram overlap, and ROUGE-L measures the longest common subsequence. 

 

 BLEU (Bilingual Evaluation Understudy): BLEU is used to evaluate machine-generated translations or 
abstractive text. It measures how closely the output matches a reference using modified n-gram precision. 

 

V.PERFORMANCE ANALYSIS AND RESULTS 

 Three primary modules namely summarization, clause classification, and question answering were used to assess 

the effectiveness of the suggested AI-powered legal document analysis system. Standard NLP metrics like Precision, Recall, 

F1-Score, ROUGE, and BLEU were used to obtain quantitative results, and the generated outputs were manually reviewed 

for qualitative evaluation. Three risk categories: High, Medium, and Low were used to train a Random Forest Classifier 

using TF-IDF features taken from legal clauses. 

 

A. Detection Performance 

 

 
Precision Recall F1-score Support 

High 0.74 0.68 0.71 381 

Low 0.87 0.68 0.76 762 

Medium 0.54 0.88 0.67 313 

Accuracy 0.70 0.74 0.72 1396 

Macro avg 0.72 0.75 0.71 1052 

Weighted avg 0.77 0.72 0.73 1456 

Table 1: Performance Evaluation of the proposed AI-Powered Legal Document Analyzer 

 
The proposed process for classifying legal clauses as high, medium, or low-risk provides a reliable means of 

classifying legal clauses based on their risk-level classification. Overall, 72% of clauses are accurately classified into the risk 

level they were assigned to. Further, 77% of clauses from the risk level the clause is classified into are accurately classified 

into that risk level (weighted precision). Finally, the method produces a 72% weighted recall which shows that a majority of 

relevant clauses at each risk level have been identified by the system. As a result, the proposed risk classification method for 
automated legal document analysis has an overall weighted F1 score of 73%, which shows a good balance between 

precision and recall when considering both factors together. 

 

B. Summarization Performance Analysis 

 The evaluation of the summarization components utilized traditional dispersion for Natural Language Processing 

(NLP) metrics using ROUGE. The objective of ROUGE is to provide a measurement standard for the popular performance 

evaluation of summation components against human authored reference texts, so that when using both methodologies for 

summing documents, they are mathematically similar. 
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Method Precision Recall F1-Score 

EXTRACTIVE 0.8701 0.5412 0.6673 

ABSTRACTIVE 0.9639 0.4534 0.6163 

HYBRID 0.9611 0.4634 0.6253 

Table 2: Comparison of Performance using ROUGE-1 Metric 
 

C. Word Level Accuracy 
 

Method Accuracy 

EXTRACTIVE 0.7732 

ABSTRACTIVE 0.6242 

HYBRID 0.7992 

Table 3: Word-Level Accuracy of Summarization Methods 
 

 The word-level accuracy provides further evidence supporting the validity of hybrid summarization as an effective 

summarisation technique. When comparing the two types of summarisation techniques examined, it is clear that the hybrid 

summarisation technique has produced the greatest word-level accuracy score (0.7992) which equals that produced by 

extractive summarisation techniques but has a higher level of accuracy than the extractive method (0.6242). Although these 
two groups absolute levels of accuracy may be viewed as being low, the expected result is anticipated due to the fact 

that the two types ofsummarisation (hybrid versus extract) are based on very different characteristics with respect to 

synonymy, definition of words, level of paraphrase and variation of terminology across both summaries. Consequently, even 

though there is little overlap of literal words (as measured by word-level accuracy of the hybrid summarisation technique 

when compared to the reference summary), it is reasonable to conclude based on this finding that hybrid summarisation has 

demonstrated a level of lexical accuracy that could provide a level of coherence and completeness with respect to the 

information contained in the hybrid summarisation document that is similar to that produced by the other methods. Thus, 

utilizing the hybrid summarisation technique for the purposes of summarising legal documents may provide several benefits. 

 

D. Overall Performance Summary 

 

Method Avg Precision Avg Recall Avg F1-Score Accuracy 

EXTRACTIVE 0.8712 0.4885 0.6286 0.6817 

ABSTRACTIVE 0.8572 0.4501 0.5902 0.6231 

HYBRID 0.9112 0.5476 0.6839 0.7121 

Table 4: Comparative Analysis of Summarization Methods 
 

  The overall summary for this performance analysis compares how extractive, abstractive and hybrid methods 

performed for summarization of the material sampled. In terms of average precision, the hybrid method performed better 

than all other methods used in the study with a score of 0.9112, indicating that the extractive method is very effective in 

selecting the appropriate sentences from the input text to include in its summary. The extractive method had a comparatively 
decent average recall score of 0.5476 resulting in an average F1 score of 0.6839 and an overall accuracy score of 0.7121. 

The average precision score for the abstractive summarization method was 0.8572 with an average recall score of 0.4501 

resulting in an average F1 score of 0.5902 and average accuracy score of 0.6231. Similarly to the hybrid and abstractive 

summary techniques, the extractive summarization technique provided an average precision score of 0.8712, average recall 

score of 0.4885, average F1 score of 0.6286 and average overall accuracy score of 0.6817 demonstrating a good combination 

of all three performance metrics based on their values which may be helpful in obtaining complete and correct summaries of 

documents especially for the purpose of summarising large volumes of materials like law-related documents where both 

extracting pertinent information and accurately creating a summary are equally important. 

 

E. Discussion of Results 
 It appears that the proposed hybrid system for legal document evaluation achieves a balance between the quality of 

summaries with the reliability of the classification and the computational efficiency of the system. This balance is different 
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from either an abstraction only or an extraction-based system because this hybrid system produces high-quality summaries 

with respect to both precision and content coverage that are coherent and informative for legal use. Although the precision 

is also high for extractive summarization, the recall of an extractor is generally low, which leads to less complete summaries. 

The hybrid system maintains comparable levels of precision while increasing the recall of the summary and thus will result 

in a higher overall accuracy based on the evaluation measurement system (ROUGE-1), word level precision, and other 

assessment measures. Establishing this balance is critical in legal document evaluation; a failure to include critical 

information can result in adverse effects. The system can also operate efficiently using only the CPU, which mitigates the 
additional processing power required to support deep learning only-based summarization systems. The light-weight design 

of the hybrid summary system allows for processing in real time and makes the proposed system well suited to operate in 

environments with limited processing power. 

 

VI.CONCLUSION 

This paper is about a tool that uses AI, NLP and ML to look at legal documents. It is really good at finding the parts 

of a document and figuring out what they mean. The tool uses two ways of summarizing documents and combines them with 

a special way of classifying things. This helps it be very accurate and efficient. 

Found that it works better than other tools that only use one way of summarizing. It is good at finding the parts of a 

document and not leaving out anything important. It also does not add information that is not needed. 

The legal document analysis tool is also very good because it can work well on computers that're not very powerful. 

This makes it useful for situations where people need to look at documents 
Future work will focus on expanding evaluation across diverse legal domains, improving recall through adaptive 

summarization strategies, making this application available for all kinds of devices and incorporating domain-specific 

knowledge to further enhance the reliability and interpretability of automated legal document analysis. 
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